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Air mobility pilots routinely fly multiple missions spanning several time zones, thereby 
disrupting their circadian rhythm.  As a result, they consistently operate at a sub-optimal 
performance level. After several fatigue-related accidents, the Air Mobility Command 
(AMC) Safety Office incorporated the Sleep, Activity, Fatigue, and Task Effectiveness 
(SAFTE) model into its Aviation Operational Risk Management (AvORM) program to 
inform aircrew members of their fatigue levels during critical phases of flight. Further 
analysis indicated that aircrew members experience higher fatigue levels than predicted, 
which directly reduces flight safety.  This study seeks to improve the underlying 
assumptions within the sleep model to more accurately predict aircrew member 
performance during critical phases of flight, thereby improving the predictive power of 
the mission effectiveness model within AvORM. This is the first study to collect 
operational data from the United States Air Force (USAF) C-17 pilot community using 
actigraph watches, self-report daily logs, and objective aircraft data to determine the 
relationship between fatigue and pilot mission effectiveness.  Additionally, this study 
provides policy recommendations to enable aircrew, squadron leadership, and mission 
planners to mitigate some factors contributing to aircrew fatigue. 
 

In response to numerous Class A mishaps where fatigue was deemed a contributing factor, Air 
Mobility Command (AMC) has been employing a version of the Sleep, Activity, Fatigue, and Task 
Effectiveness (SAFTE) model in the Aviation Operational Risk Management (AvORM) program since 
2012. Class A mishaps are defined as mishaps resulting in: a total cost of $2 million dollars or more, a 
fatality or permanent total disability, and/or destruction of an aircraft (AFI 91-204). Schedulers are 
instructed to use the SAFTE model to plan missions with the goal of keeping the pilot’s performance 
effectiveness level above 70%. Within AvORM, the performance effectiveness graphs indicate expected 
times for critical phases of flight (e.g. aerial refueling, landing, etc.). Pilots are given a print out of the 
performance effectiveness graph when starting a mission to aid in situational awareness and plan possible 
mitigation strategies. While the merits of the SAFTE model are well documented, it has limitations when 
employed with a unique population such as air mobility pilots.  

Development of the SAFTE model was sponsored by the Department of Defense (DoD), and carried 
out by a collaboration among Walter Reed Army Institute of Research (WRAIR), Air Force Research 
Laboratory (AFRL) and Science Applications International Corporation (SAIC). The SAFTE model was 
accepted as the base model for continued DoD development in 2002. The role of the SAFTE model 
within AvORM is to make predictions of pilot performance effectiveness.  Inputs to the SAFTE model 
within AvORM include scheduled sleep periods (duration and timing) as well as scheduled flight time 
and duration.  The inputs are used to infer an individual’s state in terms of his or her sleep reservoir and 
determine where he or she is within their circadian rhythm.  The SAFTE model is a variant of the two-
process model proposed originally by Borbely (Borbely, 1982; Daan, 1984).  Although other models seek 
to predict fatigue, the SAFTE model distinguishes itself from others by considering reduced effectiveness 
due to sleep inertia immediately upon waking and interrupted sleep.  

The SAFTE model is highly accurate when predicting the collective effectiveness level for a group of 
individuals in a laboratory setting over broad time ranges; however, external issues may limit the model’s 
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utility in an operational environment. Primarily, the SAFTE model has not been rigorously validated in an 
operational setting. Tuning the underlying assumptions within the model with field-relevant data will 
enhance the model’s accuracy at planning and mission time.  

As depicted in Figure 1, the SAFTE Model employs numerous physiological factors to predict 
performance effectiveness (Hursh et. al, 2004). The model is very sensitive to the input assumptions. The 
SAFTE model within AvORM holds the following factors constant: sleep intensity, sleep quality, rate in 
which the sleep reservoir is replenished and depleted, sleep inertia, and circadian rhythm. While the rate 
in which the sleep reservoir is replenished and depleted, sleep inertia, and circadian rhythm will not be 
addressed in this study due to the type of data collected, the sleep intensity and quality are addressed. 
Replacing those assumptions with measurement-based statistics should improve the accuracy of the 
predictions and guide planners in minimizing fatigue throughout all phases of the mission.  

Figure 1. Schematic of the SAFTE Model 
 

Strong assumptions are currently made about the rest-related status of pilots as they begin a mission 
and about the duration and quality of sleep that crew members obtain during real missions. Within the 
AvORM program, the SAFTE model assumes that the pilot will start a mission with a sleep reservoir at 
90%, start sleeping two hours after landing, sleep for a total of eight hours, experience good quality sleep, 
experience the same quality sleep with in-flight napping as napping in a bed, and adjust to jet lag at a 
constant rate of 1.5 hours per day (Hursh, 2004). These factors may be optimized with operational data to 
reflect a more accurate representation of mobility pilots’ operational and fatigue patterns. By using 
operational data to replace the general population baseline, the SAFTE model will more accurately 
predict aircrew fatigue and increase safety of flight.   
 
Psychomotor Vigilance Task  

This study utilizes the Psychomotor Vigilance Task (PVT) to measure an individual’s behavioral 
alertness. The standard PVT is ten minutes in length; however, operational constraints require this study 
to use a three-minute PVT. Basner, Mollicone & Dinges found that the 22.7% decrease in effect size 
garnered by the three-minute verses the ten-minute PVT was an acceptable tradeoff in sensitivity, 
especially considering the test is 70% shorter in length (2011).  

Performance measures on the PVT typically include: lapses of attention, false starts, and response 
time mean, median, and standard deviation. In this study, we measured performance by mean response 
time and range. The PVT is best taken in a quiet area free of distractions. However, when the pilots took 
their PVTs during a mission (whether in flight or on the ground), they were subject to radio calls and 
other various operational distractions. This led to numerous PVT data points that were outside a person’s 
“normal” range (loosely defined as 100ms to 500ms is a laboratory setting, 100ms to 650ms in an 
operational setting). Therefore, it was difficult to determine whether a participant’s response time 
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increased due to distractions or fatigue. Our method for managing this was to only analyze the response 
times that were between 100 and 650ms, which comprised 96.8% of the data. 

The hypothesis for the study was that mobility pilots are consistently operating at a performance level 
below the predicted level in the underlying SAFTE model within AvORM. Hence, mobility pilots were 
more fatigued at critical phases of flight than predicted during the flight planning phase, thereby 
decreasing the safety of flight. Improving the underlying assumptions within the sleep model would more 
accurately predict pilot performance during critical phases of flight. It was predicted that sleep duration 
and quality would be significantly shorter and degraded while on a mission compared to participants’ 
sleep duration and quality at home. A corresponding relationship with the PVT data was expected. 
Specifically, the mean and range of reaction times should increase throughout a mission and PVTs taken 
on flying days should be slower than those taken on non-mission days. 

While this study addresses the relationship between the predicted performance effectiveness level 
prior to mission execution and the actual performance effectiveness level, the focus of this paper is the 
actigraph and PVT analysis.  

Method 
Participants 

Thirty Air Force C-17 pilots stationed at Joint Base Charleston volunteered to participate in this 
study.  All were physically cleared to fly by a flight doctor; therefore nobody had a condition negatively 
affecting his or her ability to fly safely. Unfortunately, many participants failed to provide demographic 
information. Of the 30 recruited participants, eleven (nine male and two female) completed all parts of the 
study so the analysis only includes their data. The mean age of participants was 28.25 years (min 26, max 
30). Participants were initially recruited through email and a unit level safety briefing. Interested 
participants met with the researchers to receive test materials. Pilots unable to attend were directed to the 
unit safety office to attain test materials.  
 
Apparatus 
 Participants wore an Ambulatory Monitoring Inc. (AMI) Motionlogger watch which features a 
built-in accelerometer used to record active and sleeping activity during the duration of the testing period. 
This watch also has a three-minute PVT to assess reaction time, a proxy variable for performance 
effectiveness. Although participants were also given a daily log to provide information related to their 
sleep and flight parameters, the analysis of this data is beyond the scope of this paper. 
 
Experimental Procedure 

For 30 days, each pilot was instructed to continuously wear the actigraph and complete a series of 
activities. If not flying that day, they were instructed to complete the three-minute PVT at least three 
times daily (within 45 minutes after waking and prior to going sleep, and once anytime throughout the 
day). If flying that day, they were instructed to complete the PVT within 45 minutes after waking, prior to 
going to sleep, takeoff, and landing. If the participant flew multiple sorties in the day, they were 
instructed to only complete the PVT within 45 minutes of landing (not on takeoff).  

 
Analysis 

Sleep 
The data on the actigraph watch was downloaded and cleansed using Ambulatory Monitoring 

Inc.’s ActionW software. Episodes when the watch was obviously not worn (e.g. taken off to take a 
shower, prior to the start of study period, etc.) were removed. After the sleep periods were highlighted 
within the dataset, the ActionW software scored the sleep episodes. The scored sleep was then imported 
in Fatigue Science’s Fatigue Avoidance Scheduling Tool (FAST) to conduct the performance 
effectiveness analysis.  
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Eleven participants wore the actigraph watch during 248 total sleep episodes. Six participants 
flew on multi-day missions that required them to sleep at a hotel. The 155 sleep episodes from these six 
participants were used for this portion of the analysis. There were 101 bedtime sleep episodes at home 
ranging from 196 minutes to 612 minutes (µ=410.3, σ=75.5). There were 26 bedtime sleep episodes away 
from home ranging from 139 minutes to 704 minutes (µ=371.2, σ=130.1). There were 19 nap sleep 
episodes at home ranging 22 minutes to 126 minutes (µ=76.1, σ=36.9). There were 9 nap sleep episodes 
away from home ranging from 21 minutes to 114 minutes (µ=52.4, σ=29.0). Duration of sleep episode, 
quality of sleep (100*sleep minutes/0-0 period), and longest sleep period were analyzed for each sleep 
episode. The 0-0 period is defined to start when there are twenty minutes of continuous non-movement 
until the first continuous movement of twenty minutes; hence the period a participant would consider 
themselves asleep.  
 The first relationship analyzed was bed time sleep away from home versus at home. An 
independent samples t-test indicated that bedtime sleep durations away from home were statistically 
significantly shorter (µ= 371.2, σ = 130.1) than bedtime sleep durations at home (µ= 410.3, σ = 75.5), 
t(127) = 1.47, p = .08, α = .1. An α of .1 was used due to the highly variable nature of human subjects 
research. Analysis of variance showed a main effect of sleep location on sleep duration, F(1, 127) = 3.98, 
p = .048, α = .1. An independent-samples t-test indicated that the length of the longest sleep period away 
from home were statistically significantly shorter (µ= 151.1, σ = 79.1) than the longest sleep period when 
sleeping at home (µ= 171, σ = 92.0), t(127) = 1.84, p = .04, α = .1. This suggests that participants were 
awoken more frequently while sleeping away from home compared to sleeping at home, and therefore not 
getting as much restorative deep sleep. An independent samples t-test indicated that the quality of sleep 
away from home was statistically significantly diminished (µ= 93.4, σ = 5.6) than the quality of sleep at 
home (µ= 95.2, σ= 4.6), t(127) = 1.82, p = .07, α = .1.  

The next relationship analyzed was nap time sleep duration away from home and at home. An 
independent samples t-test indicated that nap duration away from home was significantly shorter (µ= 
52.4, σ =29.0) than nap duration at home (µ = 76.1, σ = 36.9) t(26) = 1.84, p = .04, α = .05. The quality of 
nap sleep was not found to be significantly different away from home and at home.  

A 2x2 ANOVA with sleep location (home, away) and sleep type (bed, nap) as between-subjects 
factors revealed a statistically significant main effects of sleep duration, F(2,155) = 191.9, p <.0001.  

Finally, the last relationship analyzed was sleep after local flight days and non-flying days. This 
indicated whether pilots slept longer after flying compared to a non-flying day. Sleep duration, sleep 
quality, and longest sleep length after flying a local mission was not statistically different than normal 
bedtime sleep at home.  

 
PVT 
 The PVT data was cleansed to remove obvious outliers and analyzed using Microsoft Excel. 
There were a total of 509 PVTs with 10841 individual button presses (and response times) analyzed. A 
one-tailed t-test indicated that mean response times for PVTs taken on flying days (µ = 257.74 ms) were 
significantly faster than those on non-flying days (µ = 265.20), t(311) = 1.28, p = .048. There was no 
statistically significant difference between mean PVT trial ranges on flying verses non-flying days.  
 Mission lengths ranged between one and six days. A positive correlation was found between 
mission day number and response time, r(134) = .164, p = .028 (small effect size), but there was no 
statistically significant correlation found between range of PVT trial scores and mission day. There also 
was no statistically significant correlation between response time and time of day. 
 

Discussion 
Sleep 

The operational data collected in this study was incomplete in many aspects. There were three 
times more home station sleep episodes than mission sleep episodes. This was unavoidable due to the fact 
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that many of the actively participating pilots spent more time at home than away on missions. In 
particular, the number of nap sleep periods was low which prevents the ability to make any real analytical 
conclusions.  

There are numerous factors contributing to the shorter duration and lower quality of sleep 
experienced during a mission compared to at home. While policy requires crew rest to be at least twelve 
hours, there are multiple factors affecting a pilot’s ability to get enough sleep during a mission. 
Transportation to the hotel or crew rest facility may take longer than the 30 minutes currently assumed in 
the AvORM model, especially when the mission ends after normal operating hours. If a mission ends 
while it’s still daylight outside, pilots will have a harder time falling asleep. The quality of the lodging 
facilities (sound, light, new bed, etc.), location of the hotel, and mission constraints (aircraft commander 
being called to put the crew on alert) can also affect sleep duration and quality. Finally, crew rest may 
simply not be the ideal length to recover from the previous mission and prepare for the next mission. For 
example, if the crew rest length is too short, the pilots may not be able to fully recover from the previous 
mission. Conversely, a crew rest period can be too long to get in two sleep periods so pilots are reporting 
for their next mission with one long sleep period and possibly a short nap.  

When a person is sleep deprived, their body will spend subsequent recovery sleep periods in deep 
sleep (Corsi-Cabrera, 1992; Borbély, 1981). It would have been expected that the pilots would have 
experienced increased longest sleep periods while on a mission due to the long duty day; however, the 
opposite was seen. This supports the hypothesis that the sleep environment was not conducive to 
restorative sleep. Further analysis is needed to determine if the pilots had increased longest sleep periods 
upon return to home station and for how many subsequent days to return to baseline performance 
effectiveness levels. Hursh et. al. (2004) found that for some individuals under extreme sleep deprivation, 
the assumed three days needed to recover was insufficient for performance to return to baseline levels.  

Shorter length and lower quality naps when on a mission versus at home was also expected. 
While mission dependent, flight planners may expect pilots to nap in-flight to keep his or her performance 
level above 70%. The C-17 aircraft crew rest facilities are not conducive to high quality sleep since they 
are located underneath the stairs leading to the flight deck. In addition, if an aircraft commander is 
accompanied by other inexperienced pilots, they may sleep less or have lower quality sleep. It is 
necessary to note that there were less than half the naptime episodes when on a mission compared to at 
home. Unexpected though, were the low number of naps at the hotel prior to showing up for a flight while 
on a mission. When crew rest is approximately 24 hours, it is not conducive for two long sleep periods so 
many pilots reported that they would have one long sleep period with a nap. Further data collection is 
required to make any conclusions on this issue.  

 
PVT 
 While cleaning the data, it was apparent that a possible confounding variable is the location 
where the individual is completing their PVT. On flying days, pilots are most likely doing their PVTs on 
the aircraft or around other crew members, possibly causing them to be distracted. When critical radio 
calls are required, they must respond in a timely manner. However, it is likely that on non-flying days, the 
pilots are taking the PVT in a quieter area since they have more control over where and when they take it. 
The data showed that faster response times on flying days verses nonflying days, which was unexpected 
due to the fatiguing effects of flying and circadian shift. Further analysis is needed to determine the root 
cause for this finding.  
 An expected result was the positive correlation between mission day number and response time. 
As the missions continued in length, the participants responded slower to the PVT stimulus. Long 
missions usually involve the crossing of multiple time zones and circadian rhythm shifts along with long 
duty days and short periods of sleep.  
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Conclusion 
This study supports the hypothesis that air mobility pilots are not getting the same sleep duration 

and sleep quality on a mission than they do at home station. As evidenced by the PVT scores, it appears 
that there is a compounding effect of fatigue as a mission increases in duration. In the short-term, this may 
decrease flight safety. In the long-term, Pilcher (1996) found that repetitive sleep deprivation can 
negatively affect one’s health and well-being. Additional data is required to make a more definitive 
algorithmic conclusion concerning the SAFTE model; however, it is clear that pilots experience shorter 
and lower quality sleep when on a mission than when at home. Additionally, since naps away from home 
are shorter and of lower quality, it is advisable that the SAFTE model not count naps as fully restorative 
sleep.  

The authors recommend that the SAFTE model decrease the current eight hour crew rest sleep 
duration to the mean of six and a half hours of sleep. Next, the sleep quality should be decreased from 
good quality to poor. With further data collection, the decreased in sleep quality can be more accurately 
quantified. Finally, the authors recommend that naps not be used as a fatigue mitigation strategy by the 
flight planners to keep pilot performance effectiveness above 70% since the duration and quality of naps 
during a mission were of such low quality.  
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The Aviation Safety Locus of Control (ASLOC) is unique in this domain of scales as it was designed 
specifically to measure safety issues within an aviation environment; two subscales are produced from the 20 items: 
external (ASLOC-E) and internal safety locus (ASLOC-I) (Hunter, 2002). The items are presented on a 5 point 
Likert-type scale (strongly agree to strongly disagree). Hunter (2002) reported that the two subscales of the ASLOC 
exhibited acceptable internal consistency and were negatively correlated (r = - 0.419, p< 0.001). Construct validity 
was reported by comparing the combined ASLOC scores with the resignation score from the Hazardous Attitudes 
Inventory. 

A demographic survey was designed to provide a description of the participants including: gender, post-
secondary education and total flight time. The Crew Resource Management Training Survey (CRMTS) was 
developed (Black) from the FAA guidelines (Federal Aviation Administration, 2004) for CRM training to assess the 
participants and opinions and self-reported use of CRM training procedures. The CRMTS was comprised of seven 
subscales including: pilot in command (PIC), communication (COM), management of a flight team (MFT), time 
management (TM), fatigue (FTG), stress (STR), and aeronautical decision making (ADM). The eighty items were 
made up of three response styles based on content: 5 point Likert-type scale (strongly agree to strongly disagree), 
true-false, and multiple choice items.  

Results 

There were 68 anonymous participants. Three were dropped from the analysis as their data was too 
incomplete to use. Of the 65 remaining participants, 5 were female and 58 males. These numbers match the current 
female-male ratio of pilots in the US. The small number of female participants makes it impossible to conduct 
adequate statistical analyses and will only be used to indicate trends. In terms of flight time, 8 (7 male, 1 female) 
pilots had between 1000-2000 hours, 16 (13 male, 3 female) between 2000-4000 hours, 17 (16 male, 1 female) 
between 5000-10,000 hours, and 22 (all male) had over 10,000 hours. The participants’ educational level, inclusive 
of either completed or earned degree, 8 had an AA or AS, 33 a BA or BS, 21 with an MA or MS, and 2 with a 
doctorate. 

The overall results showed that 48 pilots scored in the normal range on the BIDR, 13 scored high on IM 
and 4 on SDE. Table 1 shows the results from a correlational analysis of the relationship between the BIDR and 
ASLOC scales. Table 1 shows the significant correlations between the BIDR, ASLOC, and CRM. The only 
correlation that was significant between the BIDR and ASLOC was between the SDE and ASLOC-E that are 
positively correlated. There was a significant negative correlation between the ASLOC-I and time management. The 
ASLOC-E was also positively correlated with time management, and negatively correlated with pilot-in-command. 

Table 1. 

Pearson Product Moment Correlation: BIDR and ASLOC Subscales 

 N r Sig. 

BIDR (SDE) x ASLOC-E 64 .25 .047 

ASLOC-I x CRM--Time Management  64 -.31 .012 

ASLOC-E x CRM--Time Management 64 .34 .006 

ASLOC-E x CRM--Pilot-in-Command 63 -.35 .005 

 

The comparison of the BIDR IM and SDE and CRM subscales indicated several important results. 
Significant differences were found on four of the seven subscales and the overall CRM score. Comparisons across 
all groups were made using the Kruskal-Wallis independents samples test. Overall CRM, ADM, FTG, MFT, and 
COM subscales were significant at the .003, .006, .002, .029, and .009 levels, respectively. All follow-up 
comparisons using a Mann-Whitney were not significant after a Bonferroni correction or were invalid. Figure 1 
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shows that where there were significant differences, the normal group endorsed more CRM items than either the 
SDE or the IM group. 

The overall CRM score indicated that the normal and the SDE group endorsed an average of 49% of the 
items, whereas the IM group endorsed 33%. On the ADM subscale, the normal group endorsed 77% and the SDE 
and IM group both endorsed 68% of the items. On the FTG subscale, the normal group endorsed 93% whereas the 
SDE group endorsed 90% and the IM group 69% of the items; this was the only subscale on which the SDE group 
endorsed more items than the IM group. The MFT subscale indicated that the normal group endorsed 37%, the SDE 
29%, and the IM group endorsed 23% of the items. Finally, the COM results indicated that the normal group 
endorsed 38%, the SDE group 28%, and the IM 22% of the items. 

Figure 1. 

Comparison of BIDR on CRM Endorsement 

Discussion 

The results speak to the necessity of using a scale that assesses socially desirable responding in aviation 
research. Although a variety of procedures have been developed to counteract socially desirable responding, all 
leave much room for improvement. In the present case, rather than excluding the socially desirable responders, their 
results made up the comparison group allowing us to detect important differences when compared to the typical 
responders.  

The positive correlation between SDE and ASLOC-E, although relatively small, does suggest that these 
two factors are influencing one another. However, given that it is a weak relationship, it is possible that extreme 
scores are impacting this relationship. Further examination of this relationship is warranted, especially as the 
correlation is between an external locus of control and someone who is faking good. In the ASLOC-E case, it is 
someone who may be attributing to factors out of one’s control, not the best strategy in the cockpit, and someone 
who is exaggerating one’s strengths. The latter is dangerous as it may be masking one’s limitations (King, 1991). 
Two correlations in opposite directions were found depending on whether the relationship was between ASLOC-I or 
ASLOC-E and TM. One group is indicating that TM is a problem (ASLOC-E) and the other (ASLOC-I) is 
suggesting that time management is not such a big problem. Further investigation of how these attitudes are 
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impacting one’s in-cockpit and work-related behavior is important as time is inescapable. The final significant 
correlation was between ASLOC-E and PIC. The results indicate that those scoring high on ASLOC-E had a 
diminishing view of the PIC’s role. Again, given the nature of the cockpit and the necessity of working as a team, 
further exploration of this issue is warranted. 

The other analyses were concerned with SDR and CRM. Examining the overall CRM endorsement, two 
conclusions can be reached. First, the overall endorsement of CRM practices is under 50%. Second, the IM group 
endorses CRM practices at 33%. The overall results suggest that there is much room for improvement irrespective of 
ones SDE or IM score. However, a finer grained analysis indicates that there is considerable variation in the items 
endorsed by all groups. Such a distribution argues for an interpretation at the individual scale level. By examining 
the items that are endorsed or not endorsed, would allow for further refinement of both the scale and more targeted 
CRM interventions. In other words, training would be targeted for those weak in the area of CRM. Based on that 
assessment of the individual subscales, one would have various groups to target, that is, the groups would be made 
up of the subscales on which one was weak, potentially, that could be all seven subscales. An important use of the 
overall score could be to determine weaknesses in an individual’s understanding of CRM. Having identified such an 
understanding a more targeted intervention could be developed. All this can take place before the pilot, for obvious 
CRM reasons, is allowed in the cockpit. Moreover, such a targeted intervention could be used as a continual 
assessment of the impact of CRM training. 

There were two limitations to the present study. The first limitation was the development of the CRMTS. It 
is a rationally developed survey based on the criteria established by the FAA. It is crucially important that such a 
survey be developed with the appropriate psychometric properties. The second limitation concerned the participant 
sample. In particular, the concern is with the low number of female participants. Even though the percentage of 
participants matched the USA commercial pilot rates, the low number made it impossible to draw any statistically 
meaningful conclusions. Obviously, it behooves researchers to pursue this matter with some urgency as the females 
displayed a higher rate of SDR than did their male counterparts. 

A strength of the present research was to use a computerized version of SDR that research indicates is the 
best, current, method for decreasing SDR responding. It is possible that the current rate of 27%, bad as that may be, 
is lower than would have been the case had paper-and-pencil assessments been used. Given the weakness and 
strengths of the present study, the conclusion that SDR impacts what commercial pilots are endorsing about CRM 
training and practices cannot be overstated. Incorporating measures to assess and control SDR responding in 
commercial pilots is warranted. 
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Through smart scheduling and triggering of automation support, adaptive automation has the 
potential to balance air traffic controller workload. The challenge in the design of adaptive 
automation systems is to decide how and when the automation should provide support. This paper 
describes the design of a novel mechanism for adaptively invoking automation support. Whereas 
most adaptive automation support systems are reactive in that they invoke automation support 
after controller workload has increased, the aim of the designed mechanism is to proactively 
trigger automation support prior to workload increases. To do this, the mechanism assesses the 
quality of air traffic controller's decisions. The designed adaptive automation system has been 
tested in a human-in-the-loop experiment. Results indicate that the adaptive support helps to 
increase efficiency and safety as compared to manual control. However, lower triggering 
thresholds (resulting in more frequent automation intervention) increased the frustration level of 
participants (as measured with NASA TLX) and decreased acceptance of the support. 
 
Currently, one of the main limiting factors toward increasing the airspace capacity is the workload of the 

Air Traffic Controller (ATCo) (Tobaruela et al., 2014). In managing ATCo workload, the concept of adaptive 
automation has the potential to balance workload between underload and overload. Contrary to static automation, 
adaptive automation does not operate at a single Level of Automation (LOA), but adapts itself by dynamically 
switching between multiple LOAs during operations. By smartly trading control between automation and the human 
controller, higher LOA support can be provided during times of high workload, while lower LOA support or manual 
control can be offered during low workload conditions. 

Two main challenges in the design of adaptive automation systems are to determine how and when the 
automation should intervene. Firstly, a wide range of variables can be considered to trigger switches between LOAs. 
Secondly, whatever the type of triggering variable, different thresholds can be set at which to raise or lower LOAs. 
The goal here is to find a combination between the triggering variable and its threshold that yields the best possible 
timing of automation support (Parasuraman, Bahri, Deaton, Morrison, & Barnes, 1992).  

Earlier studies have looked at a multitude of metrics for invoking automation support, for example the 
number of aircraft in an ATC sector (Hilburn, Jorna, Byrne, & Parasuraman, 1997) or electroencephalograms 
(EEGs) of the operator (Freeman, Mikulka, Scerbo, Prinzel, & Clouatre, 2000). Although these studies have shown 
promising results, there is room for developing “smarter” mechanisms that can adapt the automation support more 
reliably and intelligently. Instead of reacting to increased workload conditions, as most existing mechanisms do, 
novel triggering mechanisms can be designed that focus on preventing higher workload through the use of predictive 
measures. With these predictive measures, automation support can be invoked prior to the actual workload increase. 

This study investigates a new combination of triggering variable and thresholds that can potentially prevent 
workload: decision-quality and the number of allowed “bad” decisions. Several studies have observed that a 
remarkable amount of traffic complexity is a direct result of the controller’s wrong decisions and suboptimal control 
actions. For example, a study on operational data of Short-Term Conflict Alert (STCA) found that for one out of two 
STCAs, the controller implemented a resolution that triggered additional STCAs (Lillo et al. 2009). Similarly, a 
study on sector complexity found that in 120 out of 400 experiment runs participants had introduced one or more 
additional conflicts as a result of suboptimal control actions (Rahman, Borst, Mulder, & van Paassen, 2015). 
Detecting and preventing such “self-induced” complexity is expected to reduce workload considerably. 

This study explores the use of adaptive automation to improve the quality of the controller’s decisions and 
control actions. It is hypothesized that through the promotion of good decision-making, the adaptive automation 
system can help to balance the controller’s workload. The study includes the design of a decision-based adaptive 
automation system for Air Traffic Control (ATC) and a subsequent experiment to test the effects of three different 
triggering thresholds – in terms of allowed “bad” decisions – on the workload, performance and situation awareness 
of ATCos. 
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(a)      (b)      (c) 

Figure 1. Three visualizations of time to CPA and separation at CPA. Subfigures (a) the initial condition, (b) a bad 
decision (increase in number of conflicts) and (c) a good decision (decrease in the number of conflicts). 

 
Adaptive Automation Design 

The designed adaptive automation system assesses decision-quality based on an increase or decrease of the 
number of conflicting aircraft pairs in the airspace. For each aircraft pair in the controller’s sector, the projected 
separation at Closest Point of Approach (CPA) is an indication of whether the two aircraft will lose separation when 
no action is taken. For conflicting aircraft pairs, the time to Loss of Separation (LOS) indicates the urgency of the 
conflict. For the adaptive automation system, an aircraft pair is a conflicting pair when their projected separation at 
CPA is less than 5 NM and the time to CPA is less than 5 minutes. 

Figure 1 visualizes the projected separation at CPA and the time to LOS (or time to CPA for non-
conflicting pairs) for all aircraft pairs in a particular sector using the Separation Monitor (Irfan, Bull, Clinch, & 
Pember, 2012). Aircraft pairs within the red shaded area are in conflict. When taking actions to resolve a conflict, 
the controller’s resolution should move the concerned aircraft pair outside this critical area. Additionally, other 
aircraft pairs should not be moved inside the critical area as a consequence of the controller’s action. In this latter 
case, the controller has induced secondary conflicts, which will then result in self-induced workload because these 
conflicts also need to be resolved. Thus, a “good” decision should reduce the number of aircraft pairs in the critical 
area of the separation monitor. Vice versa, a decision and subsequent control action that increases the number of 
aircraft pairs in the critical area can be considered a “bad” decision. 

With the how of triggering adaptive automation support being the occurence of bad decisions, one needs to 
decide what the appropriate threshold is for switching to a higher level of support. This will determine when the 
support is provided: should additional support be provided as soon as one bad decision is being made or should the 
system be more lenient and only intervene when multiple bad decisions are being made. To explore the effect of this 
triggering threshold on the system performance, we tested three different thresholds for the adaptive automation in a 
human-in-the-loop experiment that is described in the next sections. 

Although adaptive automation can employ any number of LOAs, we limited the adaptive automation aid 
here to two LOAs to reduce the risk of over-complicating the design and thereby confounding our experiment. Two 
LOAs were defined, a low and a high level: 

• The low LOA is manual control with short-term conflict warnings and alerts (STCAs). Visual STCA 
warnings are provided 130 seconds prior to LOS events. Aural and visual STCA alerts are provided 60 
seconds prior to LOS. 

• At the high LOA, additionally to the STCA warnings and alerts, the automation provides advisories for 
resolving conflicts between aircraft. The resolution advisories are provided on a management-by-exception 
basis, i.e., the controllers have a fifteen-second timespan to accept or reject an advisory, after that the 
advisory is implemented automatically. 

The algorithm for automated resolution advisories has been designed to follow ATCo best practices for three types 
of conflict geometries: overtaking, crossing and reciprocal. In order to limit the scope of the automation algorithm 
design, the experiment focused on the use of pure heading changes to resolve conflicts: participants could not give 
altitude or speed commands.  
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Table 1.  
Independent Variables  
         

 Condition  Description Hypothesis    

 
AA1 Triggering support after any 

single bad decision 
Early intervention, lowest workload, 
highest efficiency & safety    

 AA2 Triggering support after two bad 
decisions 

Intermediate intervention, lower workload, higher 
efficiency & safety    

 AA3 Triggering support after three bad 
decisions 

Late intervention, medium workload,  
medium efficiency & safety    

 MAN Baseline: manual control without 
automation support. Highest workload, lowest efficiency & safety    

Note. One run was performed with full automation, for which no participants were required. This full 
automation run was used as a baseline performance condition, in which the automation solution is 
regarded as the optimal solution. In the following, this condition is referred to as condition AUTO. 

 
Experiment Design 

An experiment was conducted to study the effects of different triggering thresholds for invoking adaptive 
automation on controller workload, automation acceptance, efficiency and safety. In addition, the experiment is a 
test case for the effectiveness of the decision-based triggering mechanism in balancing workload and preventing 
self-induced conflicts. 
Participants and task. Eighteen participants (2 female, 16 male, average age 27 years) were selected, consisting of 
students and staff members of the Faculty of Aerospace Engineering. All participants had some experience with 
ATC, through participating in courses and earlier experiments related to ATC.. Participants could interactively 
control aircraft using the mouse and keyboard and thus no radiotelephony was needed. Commands were 
implemented automatically, corresponding to a situation in which a data link is available to communicate vector 
clearances to aircraft. The task of the participants was to vector (the experiment was limited to heading clearances 
only, speed and altitude was fixed) aircraft to their designated sector exit waypoints, whilst preventing and resolving 
any conflicts between aircraft. 

Independent and control variables. As the independent variable, the triggering threshold for invoking the adaptive 
automation was varied. Table 1 lists the different conditions. Control variables include the duration that automation 
support is active after it is triggered (during pre-experiment testing it was found that an automation duration of 30 
seconds provided appropriate support), the expiration time of resolution advisories (set at 15 seconds as determined 
during pre-experiment testing), and the traffic scenario (to prevent the participants from recognizing conflict 
geometries from earlier experiment runs, the airspace was between experiment runs). 
Procedure. The experiment consisted of the pre-experiment briefing, a training phase and a measurement phase. 
Breaks were held between the training and measurement phases and halfway the measurement runs. The training 
phase consisted of eight training runs, which allowed the participants to become familiar with the working of the 
simulator and the automation support. Here, the adaptive automation system was used as a training tool: when a 
participant could manage the traffic in these last few runs without triggering the automation support (i.e., making 
bad decisions), it was an indication that a baseline performance was met and that the participant was sufficiently 
trained. Finally, the measurement phase consisted of four runs, one for each experiment condition. A Latin square 
design was used to randomize the conditions and prevent carry-over effects in the measurements. 

Scenario. A single traffic scenario was used for the measurement runs. This scenario consisted of three traffic flows, 
between which conflicts emanated at two intersection points. The intersections were chosen such that in order to 
prevent self-induced conflicts, any action to resolve conflicts at the first intersection required careful consideration 
of the traffic at the second intersection. Runs were 15 minutes long and the simulation was run twice as fast as real-
time, to make sure participant stayed engaged with the task. At the start the scenario, there was a fade-in period of 
two minutes, to allow the participant to become familiar with the traffic situation while the traffic density gradually 
built up. There were nine conflicting aircraft pairs precoded in the traffic scenario. 
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Dependent measures. During the experiment runs, participants were asked for Instantaneous Self-Assessment 
(ISA) ratings of their subjective workload once every minute. A metric for airspace complexity, which has been 
shown to correlate with ATCo workload (d’Engelbronner, Borst, Ellerbroek, van Paassen, & Mulder, 2015), was 
used to gain more objective insight in the participants’ workload. This metric consists of the relative number of 
heading and speed commands that will create a conflict, averaged over all aircraft in the airspace sector, and 
provides an indication of the average “solution-space” that is available to the air traffic controller; the higher the 
number, the smaller the solution-space is and the more likely it is that the participant is experiencing a high 
workload. Furthermore, performance indicators such as number of conflicts, number of control actions (for this 
measure the AUTO condition was used as baseline) and number of Short Term Conflict Alerts (STCA) were 
recorded during the runs. After each run, participants filled out Controller Acceptance Rating Scales (CARS), a 
NASA-TLX workload form and a short questionnaire.  

Results and Discussion 
Performance. Figure 2 shows the total number of aircraft pairs in the critical area of the separation monitor, defined 
by tCPA < 5 and dCPA < 5. With higher thresholds, there are notably fewer conflicts, which confirms that the 
automation algorithm has worked as intended. A repeated-measures ANOVA indicated that the difference between 
conditions is significant (F(3,45) = 14.478,p < 0.001). A post-hoc test revealed that the significance is found 
between conditions AA1 and AA3, conditions AA1 and MAN and conditions AA2 and MAN.  
 The minimum required number of control actions for the scenario was sixteen (as solved in the AUTO 
condition). None of the participants was able to solve the scenarios with this minimum number of control actions, 
requiring on average nine more control actions. The data did show a clear reduction in the number of implemented 
control actions with lower triggering thresholds, shown in Figure 3. A repeated-measures ANOVA indicated that 
this reduction is significant (F (3, 45) = 8.091, p < 0.01). A post-hoc test revealed that this effect is found between 
conditions AA1 and AA3 and conditions AA1 and MAN. Although the number of implemented control actions 
reduced with lower triggering thresholds, the total number of actions (which also includes accepting and rejecting 
advisories) appeared to be constant or even slightly increasing. A repeated-measures ANOVA indicated that there 
was no significant difference between the conditions (F (3, 45) = 0.825, p = 0.487).  
 Table 2 shows the number of STCA alerts that were encountered during the experiment runs. The mean 
ranks clearly show that there were fewer STCA alerts with lower triggering thresholds. Indeed, a Friedman test 
indicated that there was a significant difference between the conditions (χ2 (3) = 15.593, p = 0.001). Post hoc 
analysis with a Wilcoxon sign-ranked test applying a Bonferroni correction indicated that this difference can be 
found between AA1 and the three other conditions: AA2 (Z = −2.646,p = 0.008), AA3 (Z=−2.887, p=0.004) and 
MAN (Z=−2.673,p= 0.004); but not between other condition pairs.  
Complexity and workload. The means of the ISA rating Z-scores over each experiment run are shown in Figure 3. 
With stricter automation it seems that the means of the Z-scores are reduced, which indicates a slight decrease in 
workload with lower triggering thresholds. A repeated-measures ANOVA indicated that this reduction is not 
significant (F (2, 30) = 0.642, p = 0.592). The total scores of the NASA-TLX ratings are shown in Figure 4. The data 
do not show a clear pattern as a result of the experiment manipulation, which contrasts with the ISA ratings. A 
Friedman test indicated that there was no significant difference between the conditions (χ2(3) = 4.208, p = 0.240). A 
breakdown of the various components of the NASA-TLX score revealed that the stricter automation conditions have 
more workload originating from frustration, both in weighting as well as in rating. 
 From the questionnaire results, it appeared that frustration mainly originated from occasions in which the 
automation’s advice interfered with the participant’s own plans. This resulted in occasional “fights” between 
 

 Table 2   
 Medians and mean rank of the number of STCA alerts 

      
 Condition  Median (interquartile range) Mean rank 

 AA1 0 (0 to 2) 1.72 
 AA2 2 (2 to 2) 2.56 
 AA3 2 (2 to 2) 2.84 
 MAN 2 (2 to 2) 2.88 

 

 

 Table 3   

 Medians and mean rank of CARS ratings. 

      

 Condition  Median (interquartile range) Mean rank 

 AA1 7.5 (6.25 to 8) 1.84 
 AA2 7 (7 to 9) 2.00 

 AA3 8 (7 to 9) 2.16 
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Figure 2. Total number of aircraft pairs in conflict, Figure 3. Number of implemented heading changes. 
over duration of experiment run. 

 

              
 Figure 4. Means of normalized ISA ratings.  Figure 5. Total NASA-TLX ratings. 
 

  
 Figure 5. Explained variance of the linear mixed-effects model of airspace complexity  
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automation and participant. In these situations – even though sometimes automation proposed the better solution – 
the participant had a more elaborate plan than the automation, in that the participant had thought two or three control 
actions ‘ahead’. In other words, possible workload gains were nullified by the automation’s support missing the 
intent information of the human operator. 
 The complexity metric showed slight variations between conditions, but none were significant. In 
particular, condition AA3 showed a slightly higher and more variable complexity. A linear mixed-effects model 
with an intercept and random subject-specific effect was applied to test the correlation between ISA-ratings Z-scores 
and the complexity metric. Figure 5 shows the amount of variance in ISA-ratings Z-scores that can be explained by 
complexity and subject-specific effects. Approximately 10% of variance is explained by complexity, which is 
unaffected by the triggering threshold. For conditions AA3 and MAN, subject-specific effects start to play a more 
dominant role in the ISA-ratings indicating larger deviations in participants’ performance. 
Automation acceptance. Table 3 shows the medians and mean ranks of the CARS ratings. With lower triggering 
thresholds, fewer participants rated the automation at an eight or higher (corresponding to answering the question “is 
the system satisfactory without improvement” with YES). Instead, participants rated six or below more frequently. 
The mean ranks decrease with stricter automation, indicating a decrease in automation acceptance with lower 
thresholds. However, a Friedman test indicated that this difference is not significant (χ2(2) = 1.111, p = 0.574).  

Conclusions 
 The results from the experiment indicate that the designed adaptive automation system was effective in 
improving performance. With stricter automation, there were fewer self-induced conflicts and the overall system 
was more efficient and safe. However, subjective workload ratings indicated that with stricter automation, 
frustration of the controllers increased. This meant that although workload reduced on other aspects because of the 
automation support, workload reductions were nullified by higher frustration of participants. It was observed that 
automation with lower triggering thresholds reduced the acceptance of the automation support.  
 In conclusion, finding an optimal combination of triggering variable and threshold for adaptive automation, 
means that a trade-off must be made between performance, safety and workload. Whereas this research aimed to 
provide more insight in the design space for triggering mechanisms, future research can further explore the 
possibilities and effects of different interfaces, triggering variables and thresholds, and LOAs for adaptive 
automation. 
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The concept of scalable autonomy with a guided access to lower automation levels allows 
human UAV pilots to select the level of autonomy and enables the onboard automation to 
understand the pilot’s intent and offer support. To evaluate this concept, we conducted 
flight and simulation experiments with German military personnel performing 
reconnaissance missions with a small UAV. We compared three configurations. The high 
autonomy configuration completely prevents access to low-level functions. The naive 
approach configuration allows unrestricted access to all lower-level functions. The 
guided access configuration restricts access by forcing the pilot to communicate his intent 
first by entering mission tasks. As dependent variables, we measured mission 
performance and workload by the achievement of objectives, questionnaires (e.g. NASA-
TLX) and secondary task performance evaluation. The low-level access configurations 
improved mission performance significantly, while keeping the workload on a normal 
level. The subjective workload was even slightly reduced. 
 
Current UAV deployment, especially in military applications, seldom includes a known and 

predictable environment. Be it weather, enemy actions or just the inconsistency in the plans of own 
forces, change and unforeseen events are given in every battlefield situation. Humans have learned to live 
with that unpredictability. At the same time higher degrees in UAV automation are employed to increase 
efficiency, as for example the ratio pilots to controlled UAVs can be inversed from larger than one to a 
fraction (Schulte & Meitinger 2010) with their help. The downside of this approach is that higher 
automation functions also have to be able to handle change and unforeseen circumstances on the 
battlefield. This is only possible to a limited degree. In other words, there will always be situations for 
which an automation function is either not designed, performing less than optimally or just wrongly 
implemented. These are the cases were manned-unmanned teaming can show its strength, as a human 
pilot can improvise, act on a tactical level or supplement the flaws of automation in order to achieve a 
better mission performance. Thus, the team is stronger than its parts. For a pilot to have a chance to 
interact with the UAV in this way, direct access to at least some automation functions must be granted. If 
only the top level is accessible, a human is not able to fill in the previously mentioned shortcomings. If 
only low-level functions are used, the benefits of having higher degrees of automation are lost, resulting 
in more workload and lower mission performance. Therefore, a concept of scalable autonomy is 
necessary in order to adapt to most of the possible situations. 

 
Previous work 

 
In the development and improvement of UAV control design Uhrmann's concept of task-based 

guidance (Uhrmann & Schulte 2012) allowed a dramatic increase in pilot efficiency. An intelligent agent 
with the abilities to analyze commands, as well as the current situation, and to plan accordingly executes 
the tasks assigned to it by the human pilot. The pilot therefore can concentrate on what to achieve instead 
of how to achieve it, thus dramatically reducing the workload. The agent does this by breaking down 
tasks into subtasks. (Clauss & Schulte 2014) augmented this approach by allowing the pilot to take over 
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the execution of certain subtasks, e.g. the sensor guidance, thus creating a first implementation of variable 
automation. 

Another approach to increase pilot effectiveness is the playbook concept by (Miller et al. 2004). 
The difference to a task-based guidance system is mainly the focus on pre-scripted actions instead of 
dynamic goal oriented planning, which is able to adjust to the current situation. In combination with a 
plan execution system the playbook approach is also able to provide different levels of automation by 
specifying additional constrains (Miller 2014), starting from the planning level down to manipulating 
single waypoints. There is no restriction for the pilot to prevent accessing each level. The problem with 
this unlimited access to all automation levels is the inability of the available cognitive resources of the 
software to support the pilot, while he is using them. No information about his intentions or goals is 
communicated to the system and therefore the pool of available cognitive capacity is not used effectively. 
A better concept than the naive approach of direct access to automation functions is necessary. The 
content of this article is to present the scalable autonomy with guided access approach and the comparison 
to existing concepts. 

 
Concept 

 
The concept of guided access was presented in (Rudnick & Schulte 2016). Instead of allowing the 

usage of all automation functions on every level, it restricts access to automation functions. Prior to being 
able to use lower levels the pilot is forced to communicate his intent by giving a task to the system. The 
system thus knows the objectives and can create a plan to reach them. After the plan is calculated, the 
pilot is able to manipulate automation functions inside the scope of the plan. The software agent in turn 
can analyze these changes, compare them to the objectives and goals, and warn about conflicts. It can also 
suggest alternatives, incorporating the constraints given by the pilot, as the objectives are known. This 
combination allows full usage of the cognitive resources of the software agent, while still offering full 
control to the human pilot on lower automation levels. For example in a reconnaissance mission of a 
certain location, the pilot gives a recon task to the UAV, which in turn calculates a flight path taking 
minimum distance to the target into account in order to not be detected. If the pilot wants to change that 
route, since the target is only visible from one side, he can give constraints to the automation or just 
change the flight path to fit his needs. The agent can then warn, if the newly created path is to close to the 
target, since it knows about the intention of the pilot. 

The concept works in principle with every kind of plan structure, e.g. just an ordered list of tasks, 
but especially well with tree structured plans. Human access to lower levels can be attributed to the parent 
tasks of the manipulated subtasks and therefore the software agent is able to do local changes on the plan 
and construct alternative suggestions with minimal modifications to the overall plan. For example, the 
agent created the plan displayed in Figure 1.  

 
Figure 1. Agent plan with pilot modification and escalating alternative scopes 
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The pilot wants to reduce the altitude above ground level (AGL) for better reconnaissance and 

changes it for the Fly-Recon task. This endangers the UAV, since at a certain point the AGL is too low 
over a power supply line. The agent can now suggest a different route with the set AGL and avoid the 
danger, while maintaining the constraints, without modifying the rest of the plan. It is also possible to 
suggest escalating options, when the pilot declines a suggestion, and increase the scope of affected tasks, 
by taking more parent tasks into the calculation. In the previous example, the agent could change the 
transit towards the target instead, to open up new approach directions. 

 
Implementation 

 
To implement a fair comparison between the guided access concept and the naive approach, the 

same intelligent agent software was used for both cases. Only the user interface was modified for the 
different configurations. As described before, the naive approach configuration allowed unrestricted 
access to automation functions, while the guided access configuration only allowed access via a 
previously given task. The configurations are described in Table 1. 

 
Table 1.  
Available automation access for compared configurations. 
    

 Naïve approach configuration Guided access configuration 
   

Fl
ig

ht
 

gu
id

an
ce

 Task-based guidance Task-based guidance 
Manual waypoint guidance Waypoint guidance by editing planned routes 
 Waypoint guidance by editing planned recon routes 
FMS altitude FMS altitude as constraints for tasks or subtasks 

   

Se
ns

or
 

op
er

at
io

n Gimbal lock on position Gimbal lock on position, during recon tasks 

Gimbal scan automation  

 
The task-based guidance configuration only allowed task-based guidance for flight guidance and sensor 
operation. 

Evaluation 
 

For the evaluation, the three configurations were compared during flight experiments with a 
single UAV, controlled from a ground control station, with the task to do several reconnaissance mission 
vignettes. Because the guided access concept is only feasible, were unexpected situations are probable, all 
mission vignettes were chosen to be out of the implementation scope of the task-based guidance system. 
To increase the amount of gathered data, slightly different variations of the same vignette were tasked in a 
row. This reduced complexity and increased flight safety, since the safety pilot was prepared for the 
current type of mission vignette. The main measurements taken were mission performance, objective 
workload via a secondary task, and subjective workload via a NASA-TLX (NASA 2010) questionnaire. 
Additional questionnaires captured usability and acceptance of the system. Mission performance was 
measured in three facets, mission completion, execution time and RoE violations. Mission completion 
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captured the degree to which each mission vignette was successfully executed, for example, if a 
reconnaissance target was successfully and completely captured on camera. Planning time was measured 
between receiving the order for a task and commanding the UAV to execute the plan. Execution time was 
measured between the execute command and the completion of the plan. RoE violations consisted of 
flying through no-fly-zones, having a flight path to enter the target range of a SAM or actually entering it 
with the UAV and approaching a reconnaissance target closer than the briefed detection level allowed. 

The secondary task was chosen to be in the realm of UAV operations, as well as affecting the 
same visual and thought resources as the main task, thereby adhering to the principles found by (Ogden et 
al. 1979). Therefore a position report, using the angle and distance between predefined reporting points 
and the current UAV position was used. Figure 2 shows the reporting points on the map (left) and the 
reporting tool UI (right) with the selected point (alpha), the direction (NE) and the distance (200m). 

 

    
Figure 2. Secondary task with reporting points on map (left) and reporting tool with active request (right) 

 
After a periodic random time between 6 and 10 seconds, the background of the reporting tool 

turned to light red, alerting the pilot of a position request, as depicted in Figure 1 (right). The red color 
changed to a dark red in the next 6 seconds, thus indicating the currentness of the request. This way the 
attention of the pilot can be drawn to a new request, even if he did not process the previous one. After 
filling in the data, the “Send” button transmitted the report and the background of the UI changed to grey, 
indicating a successful transmission. 

The experiments were conducted with 5 test subjects from the German Armed Forces. After an 
introduction, the subjects started with a basic tutorial for the operation of the system. This included an 
introduction to the task-based guidance and its application. The subjects then executed a mission block for 
each configuration. The order of the configuration was selected in advance by chance. Each mission block 
consisted of a tutorial for the specific configuration, explaining the abilities of, as well as functions not 
available with, this configuration. After that, the subjects received a short briefing for the following 
mission vignettes. Then the aircraft was launched and the mission started. Due to weather and safety 
constraints, around 60% of the missions had to be flown with a simulation environment. This did not 
observably influence workload or other performance measures. The following vignettes were tasked in 
this order, with the number in braces indicating the variation count. 
Cave (3): A reconnaissance target had to be sensed from a briefed direction for a certain time. The 
automatic reconnaissance route calculation was unable to provide this kind of view, which forced the pilot 
to manually create or edit the flight path. 
Low altitude flight (2): A show of force action in order to frighten away enemy forces was tasked at a 
certain location. The automatic flight path planner was not allowed to reduce altitude under a certain 
safety level, but the pilot was able to either manipulate the created route or to influence the flight 
management system in order to achieve a sufficiently low altitude. 
False SAM (3): Due to a wrong report, a false SAM was entered into the tactical situation. The pilot was 
aware of this mistake, while the software agent recognized it as threat and acted accordingly. To achieve a 
better mission performance, thus not flying around the false SAM, the pilot had to edit the planned flight 
routes. 

 
470



Target count (2): The pilot was tasked to count targets on a given route. A SAM threatened parts of that 
route. Due to the implementation of the reconnaissance route planner, the agent was not able to avoid the 
threat. The pilot had to manually prevent the UAV from entering the threat range. 

During the mission, the subjects had to work on the secondary task. A mission concluded with 
landing the aircraft, while the subjects filled out a NASA-TLX questionnaire, as well as a rating 
questionnaire for the current configuration. After a short break, the next configuration was loaded and the 
new mission block started again. Having completed all three mission-blocks the subjects were asked to 
fill out a general usability and acceptance questionnaire. 

 
Results 

 
The figures in this section display the minimum and maximum values as diamonds and the 

average as a box. Figure 3 (top left) shows the workload comparison between the three configurations, 
measured with the NASA Task Load Index and a normalized secondary task (ST) score. The workload 
decrease between the naïve approach and the guided access configuration is not significant (Wilcoxon 
signed rank test), but a trend can be observed. The test subjects also vocalized especially the subjective 
workload decrease, indicated by the NASA-TLX value. The large spread in the TBG-TLX value derives 
from larger frustration values of some subjects, as the missions were deliberately chosen outside the scope 
of the TBG design. 

 

  
 

  
Figure 3 Comparison between configurations: Workload, determined by side task and questionaire (top left) and 
mission performance with execution time (top right), trespass time (bottom left) and detection level violation time 
(bottom right) 
 

The subjects were able to complete the missions successfully with all three configurations and 
retrieve the needed reconnaissance data, although the TBG configuration only allowed diminished results, 
as the required angles for the camera in the Cave missions, as well as the low flight altitudes could not be 
achieved. Figure 3 (top right) shows the reduction in mission execution time, as unnecessary detours in 
the False SAM vignettes can be avoided with low-level access. Figure 3 (bottom left) displays the time in 
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which the aircraft was on a flight path into an enemy threat, without the pilot reacting (Trespass). The 
difference between the TBG configuration and the other two is significant (Wilcoxon signed rank test, 
5%, W=15). This results from the ability to edit the flight path around threats in the lower levels, while 
the recon route generator determined the flight path of the high level system. Finally Figure 3 (bottom 
right) illustrates the reduction in approaching to close to a reconnaissance target (Detection Level). The 
GA configuration can issue warnings before the critical distance is reached, as it is aware of the pilot’s 
intent, thus reducing this kind of error to zero. 

Conclusion 
 
This article presented the experimental evaluation of a scalable autonomy concept with guided 

access to lower level functions. The experiments consisted of several mission vignettes, which were 
deliberately chosen to be out of the design scope of a task-based guidance system without low-level 
access (TBG). In comparison to the naïve approach configuration providing lower level inputs (VA), the 
guided access configuration (GA) offered a reduced workload. This was especially observed for the 
subjective workload. The mission error rate was reduced significantly, while the overall mission 
performance improved slightly. The guided access configuration offers a solution for low-level access to 
automation functions without increasing the workload severely and adds the benefit of better support to 
fulfill the pilot’s intentions. 
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This paper presents a multi-human/multi-vehicle control and integration concept 
called Warhorse. Warhorse is a control paradigm that is applied to all vehicles (air 
or ground) that are used in conducting operations. The Warhorse concept aids 
humans in developing operational plans, enacting a plan using single or multiple 
vehicles (manned and/or unmanned), and individually controlling a single vehicle 
(i.e., one-on-one).  It synergistically integrates the human with the machine so that 
the warfighter can bring all their skills and experience to bear on accomplishing 
the mission. 
 

Introduction 
 
The warfighter of the future will be called upon to command several manned or 

unmanned vehicles of differing types at the same time to complete a mission. It may be the case 
that the warfighter himself occupies one of these vehicles. It is a goal of the Army’s Synergistic 
Unmanned Manned Intelligent Teaming (SUMIT) program to develop onboard and remote 
interfaces that will enable collaboration and/or control of multiple air and/or ground vehicles. 
These vehicles will, by definition, have different and unique capabilities in the form of payload, 
range, speed, stealth, and versatility. In addition, these vehicles are likely to be in a dynamic, 
hostile environment where the enemy, weather, and terrain may inflict restrictions and/or harm 
on them. It is important to provide robustness and adaptability, and allow for performing the 
mission with degraded or inoperable equipment (including the automation itself) on multiple 
vehicles. Vehicles and assets may not always be present or may be disabled during the mission, 
causing the warfighter to swiftly replan and reconfigure for the mission.    

This paper presents a multi-human/multi-vehicle control and integration concept called 
Warhorse. Warhorse is a control paradigm that is applied to all vehicles (air or ground) that are 
used in conducting operations. The Warhorse concept aids humans in developing operational 
plans, enacting a plan using single or multiple vehicles (manned and/or unmanned), and 
individually controlling a single vehicle (i.e., one-on-one).  It synergistically integrates the 
human with the machine so that the warfighter can bring all their skills and experience to bear on 
accomplishing the mission. Using the Warhorse concept, the warfighter can quickly command 
vehicles as part of an operation, even if the warfighter does not have a great deal of experience 
with some vehicles. This is accomplished through the use of common command paradigm used 
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for all vehicles so that they all seem familiar.  The command paradigm uses a hierarchical set of 
behaviors – plays, missions, and maneuvers. It is important to note that this is not a common 
interface – inceptors and actual control devices may vary greatly in order to best accommodate 
and enable the vehicle being commanded. The warfighter can command behaviors on any 
vehicle in a similar manner, just as most computer programs offer the “File, Edit, View, Format, 
Help, etc.” interface paradigm; the programs themselves may be very different, but the user 
already has a sense of where certain commands are located and how to interact with the program. 
This allows the warfighter to bring their human capabilities, experiences, and training to bear on 
the mission rather than being relegated to managing and monitoring the automation. 

The human being has a number of unique and valuable capabilities that are difficult to 
encode in a machine, and yet often provide a significant advantage over the enemy. These are 
flexibility, adaptability, comprehension of overall goals and the ‘big picture’, and an ‘all-
purpose’ nature that allows one individual to perform a wide variety of disparate tasks (serially). 
The human can manually control a vehicle or conduct communications or replan a mission or 
troubleshoot and repair a damaged system. No single automation agent can be this versatile. 
Indeed, even multiple automation agents rarely work together to form a notional single agent that 
can perform all of these tasks as well as a human. The human being is creative, innovative, and 
brings a poorly understood and yet extremely valuable trait called intuition to the mission. Rather 
than attempting to imbue these attributes (many of which are extremely difficult and risky) into 
machines, the Warhorse concept allows both human and machine to do what they do best using a 
process called complementary automation or Complemation (Schutte, 1999). This design 
approach runs counter to the philosophy of automating as much as possible and then relegating 
the remaining tasks and functions to the human.  

Warhorse combines two metaphor-based command and control interaction concepts. The 
first is the Playbook concept (Miller, 2004). The Playbook concept uses the metaphor of a sports 
team’s playbook, similar to those used extensively by American football teams. They represent 
strategies or behavioral patterns that lay out what each member of the team will do on the play. 
Each play is generally named and practiced so that in the game, the quarterback or team captain 
can just call out the name of the play and all of the team members will know what to do. A 
quarterback can quickly change the play based on the situation. The Playbook approach has been 
used to create a control system in which a warfighter with little or no knowledge about the 
operation of unmanned aerial vehicles (UAVs) can call for a play and count on the UAVs 
involved to perform that play. Examples of plays are tracking a target, area reconnaissance, and 
sustained surveillance of a target.  

The Playbook approach focuses on a minimally trained operator, but there are times 
where unique human capabilities are necessary, such as flexibility and opportunistic reactions to 
changes on the battlefield. There are times when the warfighter needs to make dynamic changes 
in the play and even times when he or she wants to take a more direct control of a vehicle or its 
payload. In the Playbook metaphor, the warfighter might want to “pass” to a player who is 
unexpectedly “open” or may want to “run the ball” his or her self. In these cases, another 
metaphor is needed – the Horse metaphor (Flemisch, 2003).  In the Horse metaphor, the vehicle 
is assumed to have a certain level of intelligence that is strictly limited to transportation. It 
responds to the rider’s commands, but if the rider offers no command, the horse will stay on its 
current path. The horse can respond to changes in the environment and it can respond 
automatically to certain threats. But the horse has no higher level sense of the mission – that is 
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left to the rider.  The horse has a number of behaviors or maneuvers that it can perform on its 
own, such as trot, jump, and gallop. For horses used in work or sport, there are more complex 
behaviors such as following a calf so the rider can rope it in ranching or maintaining safety and 
safe distances in polo while the player concentrates on the ball. The Horse metaphor has been 
applied to aviation (Schutte, et al, 2007; Schutte, Goodrich, & Williams, 2017) and automobiles 
(Altendorf, E., et al, 2015). Examples of Horse-metaphor maneuvers for a helicopter are takeoff, 
climb (direction, rate), level off (altitude), cruise (destination, speed), hover (destination), pop-up 
(altitude), laze (target), and mask (altitude).  The warfighter can take more detailed control of a 
particular asset in a play and utilize the unique capabilities of that asset. As mentioned earlier, 
the warfighter might be in an aircraft during the mission and the warfighter might need to take 
‘manual’ control of his or her vehicle (due to loss of vehicle automation or to perform more 
detailed maneuvers commensurate for the current situation). The Horse-metaphor allows for 
varying levels of automation assisted ‘manual’ control (see Schutte, et al, 2007 and Schutte, 
Goodrich, & Williams, 2017 for more detail).  

In the Warhorse concept, the warfighter can play three roles: Planner, Commander, and 
Player. Each of these will be described below. The Warhorse concept is defined in relation to the 
warfighter as opposed to describing it solely as the system. 

 
Planning Using Warhorse 

 
German military strategist Helmuth Von Moltke once said, “No battle plan survives first 

contact with the enemy.” The battlefield is highly dynamic and unpredictable: for example, the 
enemy can change tactics or have assets in locations not detected by intelligence; the weather 
and ground conditions can change; and systems and machinery can fail.  That said, it is still 
important to have a robust plan before going into battle. The warfighter needs to be able to 
quickly plan using the best intelligence available; but perhaps more importantly, the warfighter 
needs to be able to replan as the situation changes. In the Warhorse concept, each and every 
vehicle (ground/air, manned/unmanned) is treated as a semi-autonomous agent that can be 
commanded in a common manner.  Each vehicle has a list of maneuvers that it can perform. 
These maneuvers are meaningful, high-level descriptions of scripted maneuvers such as takeoff, 
max climb, hover, orbit, or fly Nap-Of-The-Earth (NOE). Maneuvers will vary from vehicle to 
vehicle based on their capabilities; however, the manner in which the warfighter assigns 
maneuvers to each vehicle is the same. Maneuvers can be temporally and spatially linked 
together to create simple Plays. A surveillance Unmanned Air Vehicle (UAV) can be given a 
string of maneuvers to execute autonomously in a Play.  As the warfighter creates these simple 
plays, the performance characteristics of the vehicle are automatically represented in the play. 
For example, assigning a climb maneuver to an attack helicopter will graphically represent the 
performance angles and speeds associated with that helicopter. Assigning a climb maneuver to a 
UAV will present a much different range of climb profiles than those of the attack helicopter. 
This allows the warfighter to quickly assess the capabilities of the vehicle.  

On top of maneuvers are missions. Missions are goal-directed behaviors. Missions use 
maneuvers but also use sensor data and other additional information.  A mission is generally 
performed by a single vehicle. For example, a mission could be to track an enemy asset. The 
mission is highly dependent upon the enemy’s movements. Another mission would be to guard a 
perimeter. Again, each vehicle has its own unique capabilities and therefore its own available 
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missions. An unarmed UAV is not capable of performing a “Guard the perimeter” mission. It 
may be that different vehicles have similar missions that are conducted in very different ways. 
For example, a stealth approach mission for a helicopter may be flying NOE, whereas a stealth 
approach for a ground vehicle may mean keeping out of the line-of-sight of a particular position.  

Missions and maneuvers can be used in conjunction with additional information to run 
plays. Plays are the scripted behaviors of assets mentioned earlier, usually for several vehicles in 
a coordinated fashion. Plays can have timelines where the warfighter can set events such as time 
elapsed events, trigger events, or synchronization events. Thus, early arriving assets might hold 
their position until all assets have assembled and then proceed to the threat zone to perform the 
rest of the play.  Plays can be highly developed, and are usually created by the warfighter well 
ahead of their performance. This does not preclude the use of previously created (templated) 
plays that a warfighter can suddenly call.  

When creating a plan, the warfighter has a map display, a timeline, and available assets 
(vehicles). The timeline contains a ‘play head’ that can be scrubbed through time, showing the 
positions of all assets at different stages of the plan. These positions are based on the 
performance characteristics of each vehicle. The warfighter is given the objective, gathers the 
necessary assets, and locates them at their desired locations on the map. They can then assign 
behaviors to the assets. When a behavior is assigned, it is given a start time and then projects its 
progress on the timeline. For example, if an aircraft is assigned a climb maneuver, as the 
warfighter advances through the time line, the aircraft will move on the map based on its 
predicted performance characteristics. This assists the warfighter in creating and coordinating the 
plan.  These predictive characteristics can be propagated backwards in time as well. For 
example, the warfighter may want a surveillance UAV to be in position at a particular time. They 
can place the UAV there at the time on the timeline and the system will project backwards when 
the UAV should be dispatched. Not all behaviors (e.g., goal directed missions) can be accurately 
placed on the timeline. However events can still be used to set start or stop times. Timeless 
events such as trigger and synchronization events can be created on the timeline without 
anchoring to a specific time. 

 
Commanding/Replanning Using Warhorse 

 
After the plan has been created using the timeline, the warfighter moves to a mission 

commander role. Here is where the flexibility of behaviors comes into play. As the warfighter 
watches the plan unfold in real-time, they can monitor it using whatever sensor information and 
intelligence available. If something in the plan needs to be changed or modified, the warfighter 
can simply select an asset or group of assets and apply maneuvers, missions, or plays to those 
assets. The warfighter can preview these changes to see the outcome before they are 
implemented. However, if something needs to be done immediately, for example, the need to 
clear assets out of the area, the warfighter can quickly assign and command maneuvers or 
missions without waiting to review. The warfighter could call on a vehicle to execute a 
maximum climb to escape an area that contains newly discovered hostiles. For another example, 
a new threat may pop up and the mission commander can basically pick one of the available 
assets, assign an attack mission to the asset and specify the target, and then return to monitoring 
the battle.  
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Recall that assets may be manned, unmanned (remotely controlled), or unmanned 
autonomous. The same behavior command structure (maneuvers, missions, and plays) still 
applies regardless of asset type. The exact protocol and procedure for these assets will vary based 
on the capability of the asset. For example, an unmanned armed fixed-wing UAV will likely 
have fewer options for attack patterns available due to its trajectory and missile launch capability 
(e.g., a fixed wing UAV must launch a missile in the direction of its flight and may not be able to 
launch a missile at a target in time).  

 

Riding the Warhorse 
 
It may be the case that the warfighter will actually be controlling their own Warhorse 

vehicle or may have to take over direct control of another Warhorse vehicle. The warfighter may 
be in a ground control station operating an unmanned asset remotely. In these cases, the 
warfighter is considered to be ‘riding’ the Warhorse vehicle. The interface for one-to-one vehicle 
control in this ownship is unique because it is based on the manual inceptors unique to that 
vehicle. In the case of an aircraft, the warfighter becomes the pilot. These inceptors are not 
necessarily linked directly to associated effectors, but will likely have an intermediate level of 
automation between the inceptor and effector. As such, the pilot is still commanding the 
automation, rather than flying ‘manually. For example, if the pilot has to do a climb in a fixed 
wing aircraft, they pull back on the stick. This sends a signal to the automation of the pilot’s 
intent to climb. The automation initiates a climb based on the pilot’s inputs but also presents 
options for climb maneuvers on a screen or through some tactile interface. The pilot selects one 
of these options, and then commands the aircraft to climb. At this point, the automation will 
control the aircraft and climb according to the parameters previously selected by the pilot.  
Virtually all Warhorse maneuvers are engaged through the use of manual inceptors. Warhorse 
missions and plays are engaged using selections on a multifunction map display. Again, the pilot 
selects the mission or play, designates the parameters (e.g., the target, the role in the playbook) 
and then engages the automation. This control paradigm is consistent across all Warhorse 
vehicles.  

There are several reasons that manual inceptors are used for maneuvers (as opposed to 
touch screens or voice). The primary reason is the robustness of operation in the case of 
automation failure or some other system failure. The automation cannot be guaranteed foolproof 
nor invulnerable to programming errors, system anomalies, spoofed data, enemy fire, etc. There 
will be cases (especially when a human is on-board) where the operator will need to become a 
pilot and ‘manually’ fly the vehicle with degraded or no automation. Additionally, the pilot may 
want to take control because they see a tactical opportunity that does not allow for setting up a 
behavior.  In the Warhorse concept, the pilot already has their hands on the controls. There is no 
need to revert to a completely different interface (e.g., from touch screens back to physical 
inceptors). The added benefit is that the warfighter’s mental model requires less modification. A 
second reason for having the manual inceptors used for commanding the automation is to reduce 
skill loss due to constant use of automation. A third reason is to engage the warfighter in the 
battle in a meaningful way without creating extremes in workload. This helps the warfighter 
fight complacency and loss of situational awareness. A fourth reason is to promote a synergistic 
relationship between the warfighter and the Warhorse in order to achieve Complemation – 
optimal performance in human/automation teaming. 
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Summary 

 
The Warhorse concept is designed to offer the trained warfighter a decisive advantage by 

capitalizing on the unique skills of the human being and using the automation to do what it does 
best. It allows for strategic planning and provides the ability to tailor and modify the mission as it 
is underway (i.e., tactical execution). It is important to note that the Warhorse concept is not 
designed for an individual with minimal training although the automation may be capable of 
adapting to less experienced users. It is designed to make the best use of human expertise and 
experience while minimizing the training required to learn system specific information. This 
allows the warfighter to spend valuable training time learning how to successfully complete the 
mission instead of learning how to operate the system.  

 
References 

 
Altendorf, E.; Baltzer, M.; Heesen, M.; Kienle, M.; Weißgerber, T.; Flemisch, F.: H-Mode, a 

Haptic-Multimodal Interaction Concept for Cooperative Guidance and Control of 
Partially and Highly Automated Vehicles; Winner et. al. Eds.: Handbook of Driver 
Assistance Systems; Springer, 2015 

 
Flemisch, F. O., Adams, C. A., Conway, S. R., Goodrich, K. H., Palmer, M. T., & Schutte, M. C. 

(2003). The H-Metaphor as a Guideline for Vehicle Automation and Interaction. Report 
No. NASA/TM-2003-212672. NASA Langley, Langley.  

 
Miller, C., Goldman, R., Funk, H., Wu, P., & Pate, B. (2004, June). A playbook approach to 

variable autonomy control: Application for control of multiple, heterogeneous unmanned 
air vehicles. In Proceedings of FORUM 60, the Annual Meeting of the American 
Helicopter Society (pp. 7-10). Baltimore: American Helicopter Society International, Inc. 

 
Schutte, P. (1999). Complemation: An alternative to automation. Journal of Information 

Technology Impact, 1(3), 113-118. 
 
Schutte, P. C., Goodrich, K. H., Cox, D. E., Jackson, B., Palmer, M. T., Pope, A. T., ... & 

Kinney, J. B. (2007). The naturalistic flight deck system: An integrated system concept 
for improved single-pilot operations. Report No. NASA/TM-2007-215090. NASA 
Langley, Langley.  

 
Schutte, P., Goodrich, K., & Williams, R. (2017). Synergistic Allocation of Flight Expertise on 

the Flight Deck (SAFEdeck): A design concept to combat mode confusion, complacency, 
and skill loss in the flight deck. In Advances in Human Aspects of Transportation (pp. 
899-911). Springer International Publishing. 

 
 

478



EFFECTS OF RADAR SIDE CONFLICT PROBE FUNCTIONALITY ON ATC CONFLICT DETECTION 
PERFORMANCE AND EFFICIENCY 

 
Anthony J. Masalonis 

Spectrum Software Technology 
Atlantic City International Airport, NJ 

Ben Willems 
Federal Aviation Administration 

Atlantic City International Airport, NJ 
Thomas Fincannon 

Applied Research Associates 
Atlantic City International Airport, NJ 

 
We investigated integrating Conflict Probe (CP) on air traffic controllers’ Radar Side (R-Side) 
displays. Eight controllers worked realistic, high-traffic simulation scenarios alone, using both R-
Side and Radar Associate Side (RA-Side) displays. We manipulated CP presence on the R-Side—
like today, it always appeared on the RA-Side—and the presence of yellow alerts for near-
conflicts. We used established controller performance and workload metrics, plus novel 
operational analyses not used in past studies. R-Side CP had few workload effects, but increased 
voice communications when we included yellow alerts. It improved the efficiency of correcting 
conflict-inducing clearances, and seemed to facilitate proactive control to avert more urgent alerts. 
Though our simulated CP was less reliable than the current operational version, it showed 
evidence of benefiting performance and acceptance. Participants commented that R-Side yellow 
alerts were desirable in moderation. Future research should assess the appropriate alerting 
criterion. 
 
In Air Traffic Control (ATC), a conflict occurs when two aircraft are closer than the minimum separation 

standard or an aircraft violates an unauthorized airspace volume.  For many years, ATC workstations have included 
a short-term, tactical Conflict Alert (CA), which alerts controllers to conflicts predicted within about the next two 
minutes. Each conflicting aircraft’s datablock—textual information near the airplane’s location symbol—flashes, 
and the callsigns of the pair appear in a list. The Conflict Probe (CP) helps controllers detect and resolve aircraft 
conflicts earlier, to enhance safety and efficiency and help controllers manage their own workload. The CP grew out 
of research and development activities by the Federal Aviation Administration (FAA) and its contactors, who 
developed the Automated En Route ATC (AERA) concept (Goldmuntz et al., 1981). MITRE’s User Request 
Evaluation Tool (URET, Brudnicki & McFarland, 1997), and the National Aeronautics and Space Administration 
(NASA)’s Conflict Prediction and Trial Planning (CPTP) tool (Paielli & Erzberger, 1997), extended AERA’s 
capabilities. CP is now an integral part of the operational en route ATC system. It alerts sooner than CA—up to 20 
minutes for aircraft conflicts and 40 minutes for airspace—and uses flight plan information, rather than current 
speed and heading alone. CP and CA are each useful in different settings and are complementary. 

 
A typical en route ATC workstation includes two displays: the Radar Side (R-Side), and the Radar 

Associate Side (RA-Side), also known as the Data Side (D-side). The R-Side shows information essential to keeping 
aircraft separated, including each controlled aircraft’s position as derived from radar, textual information about each 
flight, and the aforementioned CA alerts. The RA-Side includes a list of current and future controlled aircraft, with 
further information about each flight, and its own trajectory-based position display of aircraft.  

 
Currently CP appears only on the RA-Side display. The RA-Side is sometimes operated by a separate 

controller in a two-person sector team, necessitating communication between the controllers when dealing with 
conflicts. At other times, a controller works a sector alone and uses both the R- and RA-Side displays, but must 
attend primarily to the R-Side to support the primary task, separating aircraft. In these settings, controllers often 
cannot make productive use of the RA-Side, including the CP. Therefore, integrating the CP onto the R-Side should 
enhance controllers’ conflict resolution ability. 

 
The present study was part of a succession of Human-in the-Loop (HITL) experiments for the FAA’s 

Separation Management/Modern Procedures (SepMan) program. Under this program, Zingale, Willems, Schulz, and 
Higgins (2012) tested the implementation of CP on the R-Side, comparing various display methods and alerting 
criteria in a HITL simulation using current and retired controllers. They found evidence that controllers working 
alone and using both displays chose to view the details of the alert for more of the CP alerts when CP was on the R-
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Side than when it was only on the RA-Side. Their data also suggested that a rule presenting only conflicts predicted 
within six minutes on the R-Side resulted in more frequent viewing of notifications by the R-Side controller in a 
two-person team. Their questionnaire data showed a preference for displaying CP information on the R-Side.  

 
Zingale et al. (2012) analyzed objective safety and efficiency measures, such as losses of separation where 

controllers did not prevent a pair of aircraft from violating the prescribed separation minima, and efficiency of 
working aircraft through the sector in terms of time and distance traveled. None of these measures showed 
significant benefits of R-Side CP, so they recommended further CP research using more varied traffic scenarios. 
Therefore, we further investigated the CP location question in a HITL study analyzing a wider variety of objective 
performance data, including controller behaviors not assessed in previous studies of this research program. We also 
introduced more variety between the scenarios run in each condition to lessen predictability.  

 
Another question regarding CP that had not been previously explored was the degree of reliability required 

for this automation to support performance and to be accepted by controllers when integrated on the R-Side 
(Masalonis, Rein, Messina, & Willems, 2013; Rein, Masalonis, Messina, & Willems, 2013). We defined reliability 
as a combination of Hit and False Alert rates, after Wickens and Dixon (2007). We set out to study whether 
improvements over the reliability of the currently-fielded algorithms would make R-Side CP functionality 
operationally acceptable. Here, we will focus mostly on how integration of CP information on the R-side affected 
operational performance, perceptions, and behaviors. We reported other analyses and results for the same simulation 
in Willems, Masalonis, Fincannon, Puzen, & Bastholm (2016). We predicted that CP information on the R-Side 
would improve controllers’ conflict resolution performance and reduce workload. We also hypothesized that 
controllers would perceive locating CP on the R-Side as beneficial.   

 
Method 

 
Participants 

 
Eight current, en route, Certified Professional Controllers—seven male, one female; mean age 50.13 years 

(SD = 3.94), ranging in age from 42 to 54 years—from the En Route Automation Modernization (ERAM) National 
User Team participated in a HITL experiment at the Research Development and Human Factors Laboratory at the 
FAA’s William J. Hughes Technical Center (WJHTC). All reported having worked traffic at their facility in the 
preceding 12 months. Their mean ATC experience was 26.04 years (SD = 2.88), ranging from 21.83 to 30.50 years.  

 
Apparatus 

 
We conducted a high-fidelity ATC simulation using tools developed at WJHTC and/or regularly used there 

for research and testing: the Distributed Environment for Simulation, Rapid Engineering, and Experimentation 
(DESIREE), the Simulation Driver and Radar Recorder (SDRR), the Target Generation Facility (TGF), and the 
ERAM Evaluation System (EES). This was the first HITL simulation to interface EES to DESIREE.  

 
Each controller used an R- and RA-Side workstation. The R-side workstations included a radar display (BARCO 
29″ LCD, resolution 2048 x 2048); and a Cortron keyboard, Keypad Selection Device (KSD), and trackball. The 
RA-side workstations contained an EIZO 30″ LCD monitor, resolution 2560 x 1600, showing the Aircraft List 
[ACL] View) and Graphic Plan Display (GPD) depicting trajectory-based data, and a Cortron keyboard and 
trackball. The controllers and the simulation pilots used push-to-talk (PTT) communications through a voice 
switching and control system that simulated the current operational system. The simulation pilots made requests and 
responded to clearances as real-life pilots would. They worked in rooms separated from the experiment rooms. 
DESIREE collected real-time subjective workload assessments every two minutes via the custom-made Workload 
Assessment Keypad (WAK), based on the Air Traffic Workload Input Technique (ATWIT; Stein, 1985). The WAK 
has 10 buttons labeled 1 through 10. Participants may press the 1 to indicate very low workload, the 10 for very high 
workload, or any button in between. We provided a handout detailing the anchors for the scale.  

 
We used a variety of questionnaires to collect participants’ demographic information, and their subjective 

opinions about the CP functionality and concept and about other aspects of the simulation. Over-the-shoulder 
observers, who were also experienced controllers, used forms to rate participants’ performance during each scenario. 

 
In all conditions, CP information appeared on the RA-Side. The system identified aircraft involved in one 

or more conflicts with a color-coded square(s) depicting the number and type(s) of alert (aircraft or airspace). The 
color code for airspace alerts was orange. Aircraft alerts were red, meaning that CP predicts the centerlines of the 
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two trajectories to violate separation minima, or yellow, meaning that CP predicts the adherence bounds—buffer 
zones surrounding each centerline to allow for prediction uncertainty—to get closer than the separation minima. In 
the conditions where CP was also available on the R-Side, a color-coded square in each conflicting aircraft’s data 
block showed the total number of alerts and the color of the most severe alert; controllers could click it to show the 
trajectories. CP also provided a list of all alerted aircraft, with the same color-coded square for each flight and an 
indication of the number of minutes until the conflict.  

 
We simulated a high-altitude sector in Indianapolis Center (ZID). Traffic ranged from about 7 to 26 aircraft 

over the course of each scenario. ZID personnel consider the real-life sector’s capacity to be 19 aircraft. 
 

Design and Procedure 
 
In this paper, we mainly discuss the manipulation of two variables: CP Location, with two levels, Present 

and Absent (on R-Side); and Algorithm, with two levels (Improved and Legacy). The Legacy condition used the 
fielded algorithms; the Improved condition introduced features that engineering studies had shown to improve 
reliability (Crowell, Fabian, Young, Musialek, & Paglione, 2011, 2012). However, most participants reported not 
noticing or being sensitive to these differences, and objective data showed little evidence that the enhancements 
affected controller preferences or performance (Willems et al., 2016). The main difference between Legacy and 
Improved Algorithms of interest to this paper is that in the CP Present, Legacy Algorithm condition, the R-Side 
displayed CP alerts not only for red and orange alerts, but also for yellow alerts.  

 
Depending on the analysis, we either employed a 2 x 2 design or focused on one of the independent 

variables. The overall experiment contained other manipulations, in particular a CP Reliability variable which we 
were not able to manipulate correctly due to simulation errors. The result of this error was that all the conditions had 
a lower CP reliability than that available in the currently fielded system. We took advantage of this fact to see if R-
Side CP would provide benefit at the lower reliability presented to our participants; if so, it should also do so with 
the current or an improved algorithm.  

 
Four controllers participated at a time. In each run, two participants worked side by side in each of two 

experimental rooms. The simulations were independent; controllers did not interact with each other. We did not 
present identical scenarios simultaneously to multiple participants. Each participant worked alone, operating both 
the R- and RA-Sides. Each group of four spent four days at WJHTC, a full day of training followed by about two 
and one-half days of testing. The testing sessions comprised twelve 50-minute scenarios. We conducted a short 
debrief session at the end of most experimental days, and a longer one at experiment end on the fourth day. 

 
Results 

 
Workload  

 
We conducted multiple regression on the individual WAK ratings, with aircraft count and time-on-task as 

covariates, and unique run nested within Participant as a random effect. The ratings did not vary according to 
Location, F(1, 28.1) = 0.55, p < .47; Algorithm, F(1, 28.02) = 0.069, p < .80; or their interaction, F(1, 28.02) = 
0.092, p < .77. We conducted a similar multiple regression on the communication workload data, except that the 
only random effect was Participant. In preliminary analysis, this model was more reliable for this model than the 
model used for WAK. The Location x Algorithm interaction significantly affected the number of voice 
transmissions, F(1, 536.1) = 4.83, p < .03. A post-hoc Tukey test showed that the significance resulted from 19 more 
transmissions per hour in the R-Side Present, Legacy condition than the R-Side Absent, Legacy condition. Similar 
regression analyses on the number of various types of commands issued showed no meaningful effects of Location 
or Algorithm. 

 
Subjective Assessments 

 
The results of the subjective assessments are further covered in Willems et al. (2016). To summarize a few 

results relevant to the present paper, CP on the R-Side increased controller ratings of CP usefulness, and increased 
over-the-shoulder observer ratings of participants’ ability to use the CP in appropriate situations and in a timely and 
effective manner. Controllers also said that they were more likely to believe and respond to CP alerts when the 
information was on the R-Side. Observer ratings did, however, suggest reduced Situation Awareness (SA) with R-
Side CP due to controllers reacting to the CP information instead of detecting conflicts on their own. 
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Proactive Altitude Clearances 
 
We identified all cases where the controller instructed a pilot to “expedite” a climb or descent. Controllers 

do not use “expedite” often, reserving it for urgent situations such as impending conflicts. For this analysis, we 
determined whether each expedited clearance occurred after a CA activation on the given aircraft. This sequence of 
events would indicate that the highly tactical CA automation detected a conflict event before the participant, and the 
expedite clearance was a purely reactive response to something the controller had not known about. We classified 
each event according to whether a CP alert had activated for that particular aircraft. Therefore, if an event happened 
during an R-Side CP Present condition but there was no CP alert for the aircraft in question, it was classed as “No 
Alert.” In four of the 15 cases where the expedited aircraft had not received a CP Alert on the R-Side, there was a 
CA associated with the aircraft (see Figure 1). In the seven situations where the aircraft did receive a CP alert, the 
controller always proactively gave an altitude clearance before an imminent conflict triggering a CA could develop.  

 

 
Figure 1. Number of Expedite clearances occurring after/not after CA, by R-Side CP Presence. 

 
We did not have enough observations for statistical significance; with Yates’ correction for low expected 

frequencies (Yates, 1934), χ2(1, N = 22) = 0.85, p < .36. However, it is operationally notable that in the entire 
experiment, it was never the case that a situation where the controller received a CP alert on the R-Side escalated to 
the point where it seemed necessary to expedite an altitude change due to a CA. This finding suggests that CP on the 
R-Side facilitated proactive conflict resolution behavior.  

 
Modified Clearances 

 
Clearances requiring an amendment sometimes indicate that the initial clearance was inappropriate for 

some reason, such as being the cause of a potential conflict. However, quickly amending these indicates good 
performance: the controller has corrected a less-than-ideal decision before a conflict or other problem resulted.  

 
For this analysis we focused on cases where the participant gave and then later revised an instruction. We 

identified 22 relevant cases for analysis, all of which involved altitude clearances. Of these, 10 had an R-Side CP 
alert on the given aircraft, and 12 did not—either by virtue of being a CP Absent condition or because there was no 
alert for that particular aircraft. 

 
We compared the time elapsed between the initial and corrected/rescinded clearances. Participants took 37 

seconds longer to correct altitude clearances in R-Side Absent than in R-Side Present events (see Figure 2). A 
within-subjects t test showed the difference to be statistically significant, t(19) = 2.50, p < .03.  
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Figure 2. Time to correct altitude clearances, by R-Side CP Presence. Error bars represent standard error of the 
mean. 

 
Behavioral Observations and Participant Comments 

 
Observers and experimenters witnessed productive use of the R-Side display during the simulations, with 

controllers issuing clearances to aircraft with yellow CP alerts on the RA-Side in R-Side CP Absent runs. 
Conversely, situations occurred where the lack of a yellow alert on the R-Side resulted in a delay in acting, and 
aircraft nearing the separation minima—sometimes resulting in a CA—followed by the controller expressing 
discomfort with the lack of an R-Side alert. Cases such as these serve as anecdotal evidence that some yellow 
alerting may be beneficial on the R-Side. Therefore, during the debriefing sessions, experimenters raised the topic of 
presenting yellow CP alerts on the R-Side. Some participants held that R-Side yellow alerts could represent too 
much information: two of the eight controllers explicitly articulated a benefit to only showing red alerts, and a third 
participant called running with yellow alerts on the R-Side a “waste.”  

 
Comments in the debriefing in favor of R-Side yellow alerts focused on the notion that these alerts might 

be acceptable if the reliability were higher. Five of the eight controllers mentioned the potential benefit of presenting 
yellow alerts defined according to a more intuitive criterion. As mentioned earlier, CP’s current definition of a 
yellow alert is when the conformance boxes surrounding the trajectory line, rather than the centerlines themselves, 
are predicted to violate separation standards. This rule sometimes misleads controllers as to why a given situation 
resulted in a yellow vs. red vs. no alert. Therefore, in the debriefing we discussed the concept of coloring an alert 
yellow based on the predicted distance between the centerlines: if this distance was greater than 5 nautical miles for 
aircraft at the same altitude, it would result in a yellow alert, regardless of the proximity between the conformance 
boxes. The question then arises as to what the largest separation should be that would still generate a yellow alert. 
Not all participants commented on this topic, but those who did exhibited a range on the exact distance they would 
prefer, with three explicitly stating preferred distances: 5.5, 6, and 8 nautical miles. 

 
Discussion 

 
Analyzing additional types of operational performance not addressed previously in this research program 

or, in some cases, any previous ATC HITLs, allowed the derivation of a fuller picture of CP’s effects on controller 
performance. The CP display integration reduced the time to correct suboptimal altitude clearances by more than 
50%, a result both statistically and operationally significant. Analysis of expedited clearances, while not powerful 
enough for statistical significance, showed that R-Side CP alerts always prevented controllers from having to issue 
an expedited clearance in response to a CA. We recommend using these performance measurements in future work. 

 
Integrating CP on the R-Side might cause controllers to react too often to alerts, especially those that do not 

necessarily require action, resulting in higher workload and lower performance. The present results provide a mixed 
answer to this concern. The lack of increase in subjective workload or most objective workload measures with CP 
on the R-Side suggests that this is not an issue. However, R-Side CP increased communications workload, and 
hindered performance on tasks like timely verbal handoffs to the next frequency. Our operationally-experienced 
observers also indicated that R-Side CP might compromise SA. This latter finding corroborates previous research, 
such as Endsley and Kaber (1999), who stated that depending on automation can reduce SA.  
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The debrief discussions of yellow alerts show mixed opinions about whether these should appear on the R-
Side, and how the answer to this question is affected by reliability. The consensus among participants appeared to be 
that with an acceptable reliability level, yellow alerts would be beneficial especially if defined in an intuitive 
manner, such as the number of miles of predicted separation between trajectory centerlines. The present study set 
out partly to establish the overall level of reliability needed for CP acceptance on the R-Side, but did not 
systematically investigate how red versus yellow alerts should be defined, whether yellows should appear on the R-
Side, and how reliability affects these answers. These are all important future research areas. 

 
The experimental design introduced a potential confound. The R-Side yellow alerts appeared only in the 

Legacy Algorithm condition, where CP had a higher false alert rate, so that the effects of yellow alerts cannot be 
totally removed from the lower reliability experienced in this condition. However, as mentioned earlier, several 
participants commented that they did not notice the reliability differences introduced by the algorithmic 
manipulations, and this factor should not seriously compromise the conclusions. Furthermore, the fact that the CP 
reliability was lower in the same conditions where R-Side yellow alerts were present served as a catalyst for the 
debriefing discussion and revealed useful insights. 

 
CP’s reliability in the runs analyzed for this paper was lower than in the fielded system, enabling us to 

conclude that the observed benefits of CP, and the fact that controllers were generally willing to accept the R-Side 
integration as evaluated in this experiment, would extend to the field, even without improving the fielded algorithm. 
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Spatial disorientation continues to be one of the most costly problems in military aviation, as 
measured by both life and equipment loss. The unique Helmet-Mounted Display (HMD) centric 
interface within 5th generation aircraft has the potential to increase tactical capability when 
compared to previous similar-role aircraft. This study investigated the addition of off-axis ownship 
attitude information within the HMD field-of-view when the operator looks away from the virtual 
Head-Up Display (vHUD). In some 5th generation aircraft, traditional HUD symbology is 
presented via the HMD as there is no aircraft-fixed combiner. In some instances, the only attitude 
information included via the HMD is part of the vHUD symbology and is only available when the 
operator looks forward. For this study, a comparison was performed between a baseline 
representative symbology design and two other interfaces which included variations of off-
boresight attitude information symbology. Air-to-ground tactical tasks of varying complexity were 
performed in live flight by evaluation pilots seated in the rear cockpit of an L-29 aircraft while 
donning a 5th generation representative HMD system. In addition to the HMD symbology, the 
visual scene presented was a virtual depiction of a mountainous terrain area. The real outside 
world was occluded by an opaque hood affixed to the canopy glass. Qualified pilots (n = 10) 
participated in the study and each flew three approximately one-hour flights. Data collection 
included quantitative performance, physiological response, and subjective feedback, and 
preliminary results are presented here.  

Background 
Historically, the objective of new cockpit technology development has been to enhance pilot performance (such as 
situation awareness) without causing problems such as Spatial Disorientation (SD). However, when improperly 
designed or poorly integrated, such technologies may actually reduce performance and increase the likelihood of 
unintended consequences. SD continues to be a serious problem in the military flight domain and it is critical that 
both the potential to cause problems as well as support effective defensive mitigation strategies be considered early 
during the development of new technologies. Past research has shown that new technologies change operator 
behaviors. For example, the availability of visual information provided via Helmet-Mounted Displays (HMDs) 
results in pilots looking farther off-axis for longer durations than when the information is not provided (Geiselman, 
1999; Geiselman & Havig, 2011; Geiselman, Havig, & Brewer, 2000; Geiselman & Osgood, 1995; Post, Geiselman, 
& Goodyear, 1999). Presently, we are not able to accurately predict and characterize the potential traps of these 
behavioral changes, especially under operational conditions. There are two important usability questions which 
follow: 1) Applied to the 5th generation fighter representative environment, what are the potential effects of the 
technology on the causation of SD and are the resulting effects predictable and, 2) can effective mitigation strategies 
be designed into the system to minimize unintended consequences of the technology use?   

Test Objectives 
The overall aim of this project was to develop and test symbologies that support prevention of Spatial Disorientation 
(SD) during tactical off-boresight (OBS) use of an HMD in a fighter aircraft platform. Specific aims of this effort 
included the development of scenarios that are anticipated to cause SD in a 5th generation fighter platform using an 
HMD and evaluation/refinement of OBS HMD symbology configurations subjected to a high dynamics airborne 
evaluation.  
 

Experimental Apparatus 
A 5th generation fighter aircraft representative HMD was integrated in an OPL L-29 instrumented flight test aircraft 
and connected to a head-tracked graphics processor that served as a simulated Distributed Aperture System (DAS) 
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Figure 1. Fifth Generation Fighter HMD Integrated in OPL’s L-29 Flight Testbed 

for use in actual flight. While wearing the HMD the Evaluation Pilots (EPs) experienced a highly realistic nighttime 
Close Air Support (CAS) scenario while operating the L-29 aircraft from the back seat crew station as if they were 
in a single seat 5th generation HMD fighter environment (see Figure 1). 

The two OPL L-29 aircraft are single engine, tandem-seat fighter jet trainers with pressurized cockpits. These 
aircraft are fully acrobatic and capable of performing high dynamic maneuvers up to +8/-4gz at speeds up to Mach 
0.7. These testbeds are highly instrumented aircraft that use state of the art avionics that incorporate onboard and 
netcentric airwarfare simulation capabilities, weapon models, Fire Control Radar simulation, and HMD capabilities. 
Additionally, the aircraft are equipped with human performance state assessment equipment which allows for 
monitoring of EP physiological based cognitive workload parameters, control inputs, and 6 channel audio/visual 
recording for human factors assessments. The aircraft are instrumented in such a way that they can also serve as 
aircraft-in-the-loop (AIL) simulators. The AIL capability was extensively used on the ground to train the EPs on the 
symbology and L-29 EP crew duties. For live flight operations, the Safety Pilot (SP) performed the taxi-operations, 
takeoff, and landings from the front seat. The EP crew station canopy was covered with a sliding cloth hood to 
eliminate the view of the “real-world” outside. A lateral and vertical position proxy mechanism allowed operation of 
the L-29 in Iowa airspace at mid-teen flight levels, while the EP experienced a nighttime, low-level DAS 
(monochrome shades of green) environment corresponding to an operations area in a mountainous region of 
Afghanistan. A ground based Joint Terminal Attack Controller (JTAC) used an immersive graphics environment of 
the same Afghan battlespace as seen from a ground soldier perspective to coordinate simulated airstrikes on a 
variety of target areas.  

Experimental Procedures and Symbologies 
Both the airborne EP fighter pilot and the ground based JTAC used a local area map-like product that we referred to 
as a placemat. It showed numbered buildings of tactical interest and road names for standardized situation awareness 
in the “keyhole” CAS procedures. Keyhole CAS uses a standardized template of the target area and initial points. 
EPs were given a coordinate designation of the Echo point (general target area) that could be visualized in the HMD 
as a superimposed target diamond and Azimuth Steering Line (ASL). A talk-on to the target selected by the JTAC 
followed the issuance of a standardized nine-line brief. The talk-on made frequent reference to features on the 
placemat product carried onboard by the EP and generally worked from large visible features such as the main river 
and highways to smaller features such as numbered buildings. During the talk-on, the EP was given altitude block 
assignments of increasing tightness to require attentional division between airmanship and weaponeering with a 
large percentage of the time spent looking OBS to visually identify target features in the DAS. The talk-on, 
requiring long and frequent OBS head movements, provided the majority of data of interest to our team. Specifically, 
we were interested in assessing EP airmanship, weaponeering, situation awareness, and cognitive workload, as a 
function of three different OBS symbology formats in the HMD. We assessed the comparative potential of those 
symbologies to prevent loss of spatial orientation. The airborne and ground based battlespaces were synchronized 
through a High Level Architecture Distributed Interactive Simulation (HLA/DIS) data protocol carried on a tactical 
utility data link from a ground station to the aircraft. A Rockwell Collins Live Virtual Constructive (LVC) avionics 
load was used to simulate the weapon flyout models that provided realistic ground attack weapons cueing on the 
Virtual Head Up Display (vHUD) in the HMD and tactical situation awareness as well as weapons Stores 
Management System on the Head Down Display. The three different OBS HMD test symbologies assessed were: 1). 
Current Display Format (CDF, see Figure 2), 2). Distributed Flight Path Reference (DFR, see Figure 3), and 3). 
Non-Distributed Flight Path Reference (NDFR, see Figure 4). It is important to note that the graphics generator 
output was in full color (see Figure 1, picture with mountains) and was fed into the fighter HMD that had green 
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Note: Green background dimmed to illustrate symbology.  
Figure 3. Distributed Flight Path Reference (DFR) seen During Off-Boresight 

Head movements 

 
        Note: Green background dimmed to illustrate symbology.  
Figure 2. Current Display Format (CDF) Seen During Off-Boresight Head 

movements 

Organic LED imagers. Figures 2-4 were manipulated to dim the background image to highlight the symbology and 
the background was tinted green to illustrate what the color image would have looked like through the green 
monochrome HMD. The EPs therefore saw the image on the HMD’s combiner as a biocular, fully overlapped 
monochrome green picture of 
1280 x 1024 pixels on a 30 x 40 
degrees field of view. The OBS 
symbologies were shown when 
the EP turned his head more 
than 15 degrees laterally or 
tilted his head by more than 25 
degrees vertically from the 
aircraft forward center line. In 
the CDF (Figure 2) symbology, 
there was no attitude 
(climb/dive/roll) information 
available. Only speed, head 
heading, and altitude were 
shown. Pilots thus had to look 
in the forward direction to the 
vHUD or interpret the rate of 
change in speed, heading, and 
altitude readouts to obtain 
aircraft attitude information, 
which is a difficult and error 
prone process. The DFR 
symbology (Figure 3) added 
aircraft attitude information in 
the upper right corner of the 
HMD field of view. This 
feature had a fixed aircraft 
symbol with a movable earth 
reference circle that rotated 
around the symbol center with 
regard to bank angle and 
which grew or shrank with 
regard to flightpath angle 
(climb/dive vs. pitch). The 
earth reference circle had two 
end-tick marks that referenced 
the nearest horizon on each 
side. Thus, for a flight path 
that pointed straight up or nearly so, the earth circle perimeter was small to non-existent, with only the end-tick 
marks left, thus indicating that the aircraft was in a climb attitude. For a flight path that pointed straight down or 
nearly so, the earth reference was a nearly full circle, thus indicating that there was no sky left around the forward 
direction and that the aircraft was in a dive attitude. The end-tick marks indicated the direction of the nearest 
horizon. In a level flight-path attitude, the earth reference was a semi-circle. For a full description of the symbology 
mechanization, see (Geiselman, 1999). 
 
In the NDFR symbology case (see Figure 4), the flight path reference symbol in the upper right corner of the OBS 
HMD field of view (FOV) was furnished with flight information readouts. These included airspeed on the left wing 
of the aircraft symbol, aircraft heading as a two-digit number in the center circle, and altitude (MSL) on the right 
wing of the aircraft symbol. In this configuration, the corresponding flight information readouts were removed from 
the central section of the HMD FOV. The design of experiments (DOE) plan involved a total of ten current military 
pilots with jet aircraft experience and training or combat experience with air-to-ground (A/G) attack doctrine. We 
planned to enroll these ten EPs from two equally sized strata with five having prior HMD experience (e.g. Joint 
Helmet, F-35, or Scorpion) and five EPs having no such experience. In executing this project, we ended up with a 
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Note: Green background dimmed to illustrate symbology.  

Figure 4. Non-Distributed Flight Path Reference (NDFR) seen During Off-
Boresight Head movements 

sample of three EPs who had prior HMD experience and seven EPs who did not. The DOE also planned for three 
sorties per EP. In executing the flights, we ended up with nine EPs who flew all three sorties, one EP who flew only 
one sortie but then contracted a head cold and elected not to continue, and one EP who made up the remaining two 
sorties. Since these sorties were 
representative of nighttime 
CAS, we refer to them as 
sorties N1, N2, and N3, in 
increasing order of intended 
difficulty. Within each sortie, 
three attack scenarios were 
executed so that all three 
symbologies (CDF, DFR, 
NDFR) were used for a full 
A/G attack profile each. During 
the first scenario of each sortie, 
the EP checked in with the 
JTAC, call-sign SWIFT 06 as 
fragged (as stated by the briefed 
simulated air tasking order). 
The JTAC then provided a 
situation report (SITREP), 
issued an altitude clearance limit, and provided a nine-line for the first attack. Following issuance of the nine-line, 
the JTAC provided a visual talk-on to the intended first target using visual references that were available on the 
placemat product and which the EP had to identify visually using the HMD DAS. The CAS left-orbit stack altitude 
clearance limits were as follows N1: Remain above 9,000 ft, N2: Remain above 9,000 ft and clear of clouds, with an 
overcast cloud deck at 13,000, and N3: Remain in a block of 9,000 ft to 11,000 ft. During the talk-on, the EP had to 
maintain the altitude block in the CAS stack and maneuver the aircraft in such a way as to facilitate visual 
identification of the target. Once the target was identified, the JTAC requested immediate time-on-target (TOT) for 
either a show-of-force (SOF) or a bomb-on-target (BOT) delivery. This request also cleared the EP off the CAS 
stack. The EP then performed the necessary weaponeering and maneuvering to execute the SOF or employ a Mk-82 
bomb on the target using a Continuous Computed Impact Point delivery method. Following completion of the 
necessary attacks, the JTAC asked the EP to provide subjective workload ratings on the Bedford rating scale 
(1=low, 10=very high) and a 3D Situation Awareness Rating Technique (SART) rating.    

Results & Discussion 
The following is a small sample of preliminary results as data analysis is still ongoing. This section is intended to 
provide an initial look at potentially important trends driving further analysis. We specifically chose to include head-
tracking and workload data to illustrate the value of off-boresight attitude information. We examined data in three 
specific time periods of interest within individual attack scenarios based on the likelihood of OBS head movements: 
1) SITREP/Nine-Line – the period when the JTAC issued the situation report or Nine-Line, 2) Talk-On start to Talk-
On complete, and 3) Total Attack – from Talk-On start to weapons release or SOF complete. The Total Attack time 
period is thus basically a summary of the tactical (non-administrative) part of the CAS. We noticed that during the 
SITREP/Nine-Line, EPs were often focused on kneeboard and chart products to the apparent detriment of fine 
control of the aircraft. A look into the cockpit toward a kneeboard is an OBS look and the DFR and NDFR 
symbologies are believed to be beneficial in that regime. Additionally, during the Talk-On, EPs are looking 
frequently OBS to the left to identify landmarks and features in the DAS image. We believe that the DFR and NDFR 
attitude symbols are very useful for that phase of operation as well. Figure 5 is a collection of “heat maps” produced 
from head-tracker data. These show aggregated head positions for all subjects by aforementioned time periods of 
interest and symbology format. The higher density pixels indicate a higher number of head counts in the 1x1 degree 
region. Each map extends +/- 90 degrees in x (lateral) and y (vertical) axes. The red outlined box in the center of 
each map indicates the vHUD FOV (15 degrees lateral by 25 degrees vertical). We characterized EP cross-check 
behavior with a series of measures relating to the head movements OBS (see Table 1). Specifically, we analyzed 
cross-check rate, which in Table 1, we define as the number of times per minute the EP transitions from inside, to 
outside, to back inside of the vHUD FOV. Further, we include the total time spent OBS and the average duration of 
each single “look” during the time period of interest. From the heat maps, we notice a qualitative difference between 
CDF, DFR, and NDFR in the spread of the head-center orientation toward the kneeboard (4 o’clock position on the 
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Table 2. Mean Bedford Workload 
and SART Situation 
Awareness Scores 

 
 Bedford SART 

CDF 4.75 7.0 
DFR 4.0 7.75 

NDFR 4.0 8.0* 
* denotes statistically significant difference 

to CDF  

heat maps) during the SITREP/Nine-Line phase. There appears to be a tighter focus (better concentration ability) on 
the kneeboard, presumably better supported by the NDFR symbology when compared to the CDF.  
 
Table 1. Off-Boresight Look Metrics for Time Periods of Interest. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
The heat maps for the Talk-On phase clearly show that EPs were able to venture OBS farther more often, and in a 
more organized (stratified) way with the NDFR when compared to the CDF. The DFR was in the middle of that 
trend, meaning that EPs went OBS a little more often and somewhat farther under the DFR condition when 
compared to the CDF condition. This is confirmed with the basic statistics 
in Table 1 for the Talk-On phase in that the DFR and NDFR symbology 
enabled the EPs to get the Talk-On job done with fewer OBS head 
movements of longer duration when compared to the CDF. This enabling 
capability of the DFR and NDFR is practically significant as the more 
frequent disruption of the search task in the CDF costs the EPs extra time 
to re-acquire the Talk-On targets. The large spread of the OBS head 
movements in the CDF illustrate the struggle that EPs faced in re-
acquisition of the Talk-On targets after a check-look to the vHUD 
(forward direction).  
 
Bedford workload and situation awareness ratings were provided by the 
10 EPs after each attack, and the mean scores are shown in Table 2. A 
Kolmogorov-Smirnov test indicated that the normality assumption could be made for the Bedford data (KS=0.03, 
p>0.15) and the SART data (KS=0.021, p>0.15). ANOVA did not indicate any statistically significant differences in 
the mean Bedford workload ratings. The ANOVA on the SART ratings indicated a statistically significant 
(F2,78=5.99, p=0.004) effect for the symbology factor. A pairwise post-hoc t-test on the differences in effect means 
indicated that the NDFR ratings were significantly higher (t=3.43, p=0.0027) than their CDF counterparts. That 
same trend for the DFR was not quite significant (t=2.03, p=0.11), nor was the difference between DFR and NDFR.  
 
While certainly preliminary, the results of this current live-flight study lend support to previous findings that HMD 
use results in pilots looking OBS for longer durations (Geiselman et al., 2000). Within the heat maps, there is 
evidence of an improved structure to the Talk-On scan behavior in the DFR and NDFR conditions. The SART 
ratings indicate that an advantage was provided by the NDFR format as well. Future analyses of this dataset will 
look for any instances of SD, examine the objective airmanship and weaponeering data, and apply metrics that better 
characterize the spread of the data in the heat maps. The results of those analyses will inform empirically based 
recommendations for the design of HMD symbology that improves pilot performance and mission effectiveness 
during tactically challenging operations with 5th generation fighter HMDs. 

SITREP/9-Line OBS Look Metrics - Aggregate for All Sorties 
Symbology CDF DFR NDFR 

 Mean SD Mean SD Mean SD 
OBS Looks/Minute 12.20 5.08 10.19 5.18 11.28 6.53 

%Time OBS 37.33 15.85 37.01 17.19 36.19 19.15 
Avg. OBS Look Dur. 2.00 1.34 2.51 1.75 2.02 1.28 

Talk-On OBS Look Metrics - Aggregate for All Sorties 
Symbology CDF DFR NDFR 

 Mean SD Mean SD Mean SD 

OBS Looks/Minute 8.38 3.30 7.35 4.76 7.53 4.25 
%Time OBS 47.12 25.03 41.30 23.63 47.66 25.20 

Avg. OBS Look Dur. 3.46 2.27 4.14 3.78 4.12 3.05 

Total Attack OBS Look Metrics - Aggregate for All Sorties 
Symbology CDF DFR NDFR 

 Mean SD Mean SD Mean SD 
OBS Looks/Minute 6.84 2.69 5.55 2.50 5.95 2.87 

%Time OBS 34.31 17.80 33.01 19.00 37.02 21.44 

Avg. OBS Look Dur. 3.04 1.60 3.54 2.27 3.96 2.68 
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Figure 5. Heat Maps of Head Tracker Data by Symbology and Time period of Interest, N=10 Pilots. 
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Human Systems Integration involves the systematic consideration of tradeoffs in system structure 
or behavior, which affect seven human-centered domains to optimize total system performance 
and life cycle cost. All too often, HSI is overlooked or poorly practiced, despite the specific 
directive within DoDI 5000.02 for program managers to plan for and conduct HSI. In the worst of 
cases, poor consideration of human capabilities and limitations leads to errors, mishaps, and death 
or serious injury. One such human limitation in aviation is the inability of the pilot to maintain 
proper spatial orientation during flight, as mismatches between the stimuli present during flight 
create an erroneous perception of aircraft attitude with respect to the horizon. The consequences 
include preventable departures from controlled flight and unusual attitudes, unnecessary aircraft 
ejections, and controlled flight into terrain. Between 1993 and 2013, spatial disorientation 
contributed to 12% of all Class A Mishaps, resulting in the loss of 65 aircraft and 101 lives. With a 
fatality rate of 24.9%, disorientation leads all Class A mishap causal factors. While it may not be 
feasible to prevent all spatial disorientation mishaps, it may be possible to significantly reduce 
mishap rates through proper tradeoff analysis, resulting in better total system performance and 
reduced life cycle costs. To that end, this paper will discuss the HSI domains applicable to spatial 
disorientation and provide a meta-analytical perspective on practicing HSI and its implications for 
disorientation prevention. 

 
Air Force Instruction (AFI) 63-1201, Life Cycle Systems Engineering, defines Human Systems Integration 

(HSI) as “a disciplined, unified, and interactive systems engineering approach to integrate human considerations into 
the system development, design, and life cycle management to improve total system performance and reduce total 
costs of ownership”. The recent change to Department of Defense (DoD) Instruction 5000.02 reduced the 
recognized HSI domains to seven: Manpower, Personnel, Training (commonly MPT), Safety and Occupational 
Health, Human Factors Engineering (HFE), Survivability, and Habitability. Tradeoffs are made between system 
features balance total system performance (including the operator) with total life cycle costs (LCC).  The instruction 
also requires the program manager (PM) to plan for and implement HSI beginning early and throughout a system’s 
life cycle in order to optimize total system performance and total ownership costs, while ensuring that the system 
effectively provides the user with the ability to complete their mission.  

Early and iterative consideration of HSI during system design is believed to offer significant payoffs to the 
total system, including but not limited to increased system availability, reliability, safety, and survivability. 
However, the intent of this guidance is not always realized, and HSI is often overlooked or poorly practiced. The 
results can lead to errors, mishaps, even death or serious injury. One such human limitation in aviation is spatial 
disorientation (SD), in which mismatches between the available environmental stimuli and the ability of the human 
physiological sensory pathways to accurately perceive these stimuli create an erroneous perception of aircraft 
attitude with respect to the horizon. The consequences of such orientation illusions can precipitate preventable in-
flight loss of control (LOC-I), unusual attitudes (UA), unnecessary aircraft ejections, controlled flight into terrain 
(CFIT) or other undesirable consequences. 

Spatial Disorientation 

Spatial disorientation is often indicated as a causal factor in USAF Class A mishaps, particularly in 
fighter/attack aircraft, and is considered a leading cause of pilot fatalities (R. Gibb, Ercoline, & Scharff, 2011).  
Recent analysis suggests that, from 1993 to 2013, SD was involved in 12% of USAF Class A mishaps, of which 
61.1% resulted in the loss of life (Poisson & Miller, 2014). Estimates in financial terms suggest that these mishaps 
have generated over $2-billion in property loss and medical costs. However, the true prevalence of SD may be even 
greater than 25% of all aviation mishaps, possibly as high as 33%, due to inaccuracies and underreporting (R. Gibb 
et al., 2011). Figure 1 provides a graphical summary of the statistics and trends over the last 35 years based on a 
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meta-analysis of data from five separate publications (R. W. Gibb & Olson, 2008; Gillingham, 1992; Matthews, 
Previc, & Bunting, 2002; Poisson & Miller, 2014; Sundstrom, 2004). Of concern is the notion that the frequency and 
severity statistics have historically remained unchanged (R. Gibb et al., 2011); however, best-fit (greatest R2) trend 
lines in Figure 1 suggest SD-related Class A mishap frequency peaked in the mid-1990s before returning to 
historical levels. Of note, a number of factors may be a play, evolving definitions of SD, relative emphasis on 
education and reporting requirements, or technology improvements. 

 
Figure 1. Frequency of SD-Related Class A Mishaps, 1980-2013.

While the primary causes are physiological (mismatches between the visual and vestibular senses), based 
largely on visual information, certain psychological factors contribute to the experience of SD (R. Gibb et al., 2011).  
These include cognitive tunneling, loss of situational awareness (SA), visual capture and clutter, and task saturation. 
For example, “pilots who have lost SA through being out-of-the-loop may be both slower to detect problems,” 
(Endsley, 1997). Effectively, these psychological factors increase the risk of physiological modality conflicts: the 
wrong combinations of which ultimately set the stage for experiencing one of the three types of SD: Unrecognized, 
Recognized, and Incapacitating. Unrecognized (Type I), reflects a state where the pilot is unaware of the 
disorientation and believes their aircraft is responding well to inputs. Type II, Recognized, involves the pilot’s 
awareness of conflicting orientation cues. Finally, Type III or Incapacitating, occurs when the pilot is aware of the 
disorientation, but cannot correctly adjust or recover. 

HSI Considerations for Spatial Disorientation Mishap Reduction 

Some researchers have argued that technology has made no effect in mitigating SD incidents; rather, 
technologies such as night vision goggles, heads-up displays, helmet/head-mounted displays (HMDs), or other 
technology has rather changed the types of errors committed by increasing perceptual and cognitive demands (R. 
Gibb et al., 2011). The result is an increased likelihood of SD due to visual clutter, reduction of peripheral vision 
cues, cognitive tunneling, task saturation, or other cognitive factors. However, the systems in question were 
designed for purposes other than SD mitigation, primarily to enhance pilot SA. Arguments against these 
technologies suggest that they fail to improve some aspects of SA and contribute to SD. However, this research 
suggests that technology solutions rely on the HSI plan and its human-centered considerations, primarily from the 
HFE, MPT, and Survivability domains to assist pilots in maintaining normal expected flight parameters. 

Manpower, Personnel, and Training 

The Manpower, Personnel, and Training HSI domains are often interlinked due to inherent domain 
interdependencies and the direct impact of tradeoffs among these domains. In HSI terms, the Personnel domain is 
concerned with the types of people and their required knowledge, skills, and abilities (KSAs). Requirements 
definition for this domain is driven by performing task analyses and descriptions within existent career fields. 
Conversely, Manpower focuses on the number of each type of personnel possessing the specified KSAs. Finally, 
Training covers development of the KSAs required to operate and maintain the system of interest (SOI). Thus, once 
a certain set of KSAs to perform their duties, an example tradeoff concerns the economics of hiring and training. 
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According to the USAF Officer Classification Directory, entry into the Pilot career field as a Pilot Trainee 
with Air Force Specialty Code (AFSC) 92T0 has two KSA requirements beyond those necessary to obtain a 
commission in the USAF: the abilities to pass a Flying Class I physical and obtain the required security clearance 
via initiation of a background investigation. The candidate selection process generally assesses medical fitness, 
anthropometry, and educational achievement (Carretta, 2000). The progression toward becoming a fully qualified 
pilot in a particular major weapon system (MWS) varies with each airframe, but follows the same basic path: Initial 
Flight Screening (IFS), Specialized Undergraduate Pilot Training, MWS-specific transition and operational training, 
and MWS-specific upgrade training.   

Today, preventative SD training strategies focus on familiarization with the causes of SD, defining specific 
illusions, and recognizing these illusions through classroom instruction. Per AFI 11-403 Aerospace Physiological 
Training Program, aircrew receive their first exposure to SD during their initial Aerospace Physiology course, 
which covers the characteristics of SD types, basic physiology and contributing factors, and related illusions. AFI 
11-403 also requires all fighter/attack students be trained in an SD-demonstrator. Refresher training is required 
every five years and includes review of these topics and further demonstration as necessary.  Alternative methods 
include SD-specific simulators, in-service simulators, and in-flight demonstration (R. Gibb et al., 2011). SD-specific 
simulators are capable of producing motion and visual cues necessary for inducing SD under representative 
workloads. In-service simulators can be tailored to provide training for a limited set of SD-producing scenarios, but 
are incapable of replicating many realistic experiences. Finally, in-flight demonstration promotes the most realistic 
scenarios and can be applied to develop both recognition and recovery skills. However, enhanced aircrew training 
does not guarantee significant improvements to SD-related mishap trends; it is merely one contributing perspective. 

In summary, trades among the MPT domains could include enhanced manpower and personnel analyses 
towards the goal of reducing task saturation and unrecognized SD.  Alternately, improvements in training may 
increase the likelihood of recognizing SD onset before situations grow out of control or SD becomes debilitating. 

Human Factors Engineering 

The HFE domain seeks to account for human capabilities and limitations in the SOI’s development and 
evolution in order to optimize human-machine performance in SOI operation and maintenance. These design 
considerations are governed by MIL-STD-1472G, which addresses human factors design specifications and 
principles. The goal of the presented criteria and principles is to achieve required user performance, manpower 
readiness, personnel-equipment reliability, and design standardization. SD results as a consequence of our limited 
capability to resolve visual, vestibular and proprioceptive cue conflicts, which can often be mediated or induced by 
other cognitive limitations as noted. Research designed to investigate SD prevention strategies cover a wide array of 
topics, including alternative attitude references, multimodal cueing, or synthetic vision systems. In each case, the 
primary goal is to provide pilots with intuitive information via alternative presentation and/or supplemental cues.   

Traditional attitude information has been presented using the Sperry design, which is an inside-out attitude 
reference. Alternatives to this design include an outside-in attitude indicator (AI) and the Arc-Segmented Attitude 
Reference. Research has somewhat confirmed that the two alternative designs are more intuitive than inside-out AI 
leading to performance improvements (Poisson, Miller, Haas, & Williams, 2014; Self, Breun, Feldt, Perry, & 
Ercoline, 2002);  yet these have not been reliably demonstrated in-flight. Additionally, researchers developed a 
spatial disorientation geometric command icon (a diamond) designed to be easily interpreted. Evaluations of this 
icon demonstrated increased performance on UA recovery tasks (Small, Fisher, & Keller, 2005). 

Other technologies incorporate multimodal (auditory and tactile) cueing and synthetic vision systems 
(SVS) to help maintain orientation. Multiple Resource Theory suggests that auditory cueing (including three-
dimensional) can improve SA when visual attention is under high workload, but the advantages may be limited. 
Tactile cues offer a variety of strategies for conveying various information to the operator such as signal 
localization, cue pulse rates, varying the fundamental vibration frequency, and linear and radial spatial flow 
(Lawson, Cholewiak, Brill, Rupert, & Thompson, 2015), which might prove useful to convey orientation 
information. Synthetic vision systems provide an artificial view of the environment by combining computer-
generated imagery, guidance displays, and on-board sensors. Integration of these technologies is believed to improve 
flight safety, SA, and orientation (Prinzel & Kramer, 2006) through augmentation of basic flight information.  

It should be noted that for SD to become recognized, multiple cues must be present and visual cues must be 
directly observed.  Therefore, each of these visual displays suffer when breakdowns occur in the pilot’s scan path 
under low visibility conditions, preventing the gathering of visual cues which might result in the cue conflict 
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necessary for SD to be recognized. These cues may provide the pilot with early information that their perception of 
spatial orientation is degrading, encouraging the inclusion of the attitude indicator in their scan path. 

Table 1.  
Summary of Mishap and Fatality Rates per Million Flight Hours. 

 
Table 2. 
Cost and SD Type Summary by Aircraft per Million Flight Hours. 

 

Survivability 

Survivability concentrates on the SOI characteristics that reduce risk of acute and/or chronic illness, 
disability, injury, or death in the event of fratricide, detection and attack, hostile or extreme environments, system 
faults, or other hazardous occurrence. In the aviation environment SD is one of the many physiological incident risks 
present. In fact, some suggest that SD-related Class A mishaps exhibit a probability of fatality that is 2.85 times 
greater than other Class A mishaps between 1993 and 2013 (Poisson & Miller, 2014). Table 1 summarizes 
extrapolated mishap and fatality rates for the three most often studied fighter/attack aircraft in the current USAF 
inventory (the A-10, F-15, and F-16) (Holland & Freeman, 1995; Poisson & Miller, 2014; Sundstrom, 2004). Table 
2 breaks the data down by SD type and includes the mishap costs. Based on this, Sundstrom (2004) recommended 
re-evaluation of installing Automatic Ground Collision Avoidance Systems (Auto-GCAS) in USAF fighter aircraft. 

Such systems promise stark impacts on reducing type I and III SD mishap rates. According to the data in 
Table 2, the types accounted for a combined 87.0% of the relevant mishaps. Furthermore, Sundstrom suggests that, 
CFIT resulted in 68% of the reported disorientation mishaps. By taking over for an unresponsive, possibly 
disorientated or incapacitated pilot, it is conceivable that Auto-GCAS might avoid as much as 59% of these mishaps, 
based on the combined probability of CFIT and Type I or III SD, depending on the MWS and its mission profile.   

Most technology intended to mitigate aircraft mishaps has focused primarily on recovery, meaning the 
system’s benefits are realized after a pilot has become disoriented.  While the capability of systems such as Auto-
GCAS can partially reduce the occurrence of specific types of SD and related mishaps through automated recovery, 
the need to react and recover in the first place might be eliminated by proactively preventing the effects of 
disorientation. If successful, a proactive approach might alert a pilot to potential impending SD scenarios. 
Effectively, Type I and III incidents are recognized (Type II) early or not experienced at all. If that is the case, where 
Auto-GCAS may avoid 59% of relevant SD-mishaps, a prevention strategy may increase the figure to 87% or more. 

HSI Cost-Benefit Trades of Preventing Disorientation 

From 2009 to 2013, Class A Mishaps totaled approximately $2.6B in financial losses based on data 
obtained from public USAF Accident Investigations Boards reports. Human factors were identified in 71.7% of 
these accounting for roughly $1.95B of the reported financial losses. In a perfect world, perfect HSI and HFE would 
eradicate all human error and subsequent mishaps. However, SD has a physiological component that cannot be 
completely eliminated, only reduced. If realized, a decrease in SD-related mishaps translates to fewer fatalities and 

Years (FY) Aircraft Flt Hrs
1980-1989 A-10 2.09 3.83 (8) 6.22 (13)

F-15 1.80 5.57 (10) 3.34 (6)
F-16 2.06 7.75 (16) 6.30 (13)
Overall 5.95 5.71 (34) 5.38 (32)

1993-2002 A-10 1.19 5.89 (7) 4.21 (5)
F-15 1.96 1.02 (2) 1.53 (3)
F-16 3.70 4.05 (15) 2.70 (10)
Overall 6.85 3.50 (24) 2.63 (18)

1993-2013 A-10 2.35 3.83 (9) 2.56 (6)
F-15 3.52 1.70 (6) 0.85 (3)
F-16 6.78 3.69 (25) 2.65 (18)
Overall 12.84 3.19 (41) 2.18 (28)

Sundstrom, 2004

Mishap Rate (#) Fatality Rate (#)
Holland, et al., 1995

Study

Poisson & Miller, 2014

Aircraft Flt Hrs Total Cost
A-10 1.19 4.21 (5) 0.84 (1) 0.00 (0) 6 $66,647,399
F-15 1.96 0.51 (1) 0.51 (1) 0.51 (1) 3 $77,903,113
F-16 3.70 3.51 (13) 0.27 (1) 0.00 (0) 14 $259,427,142
Overall 6.85 2.77 (19) 0.44 (3) 0.15 (1) 23 $403,977,654
Frequency 83% 13% 4%

Type III (#)Type I (#) Type II (#)
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lost aircraft, increased total system performance, and potentially reduced total LCC. Any reduction in these areas 
constitutes a strong argument for increased investment in HSI. For SD prevention, long term solutions will involve 
some combination of training and technology, with specific implications for manpower and personnel.   

First, it is essential to understand that the human capability for orientation is fundamentally limited by our 
physiology: it did not evolve to traverse the atmosphere. Disorientation is thus an inherent in-flight risk that cannot 
be mitigated through design, but rather must accepted and minimized. Realizing this, it is incumbent upon the PM 
and HSI personnel to consider the HSI implications of each requirement. For example, certain generation five 
fighter capabilities (HMDs, thrust vectoring, etc.) pose significant concerns for orientation, specifically the ability to 
resolve cues mismatches during off-axis viewing or movement. Accounting for such activities in the use case and/or 
concept of operations (CONOPS) will drive their consideration within the solution space. 

Specifically, the CONOPS and use cases shape the ensuing task analysis, which for aviation is increasingly 
important as the integration of cockpit automation has led to the evolution of the pilot’s supervisory control role. 
The tasks with which the pilot will be assigned from this analysis also imply particular orientation solution strategies 
such as cockpit automation. Finally, integration of new technologies requires some level of operator training, in this 
case for both SD and the technologies.  For the USAF, this could mean reduced mission readiness during upgrades. 

These questions are normally answered early in development, assuming HSI activities are initiated as 
recommended. Addressing them early in the acquisition process often leads to the return on investment (ROI). 
According to the DoD Operating and Support Cost Estimation Guide, development costs on average account for 7% 
of the program lifecycle cost, of which early HSI activities are a small piece. For many programs, this can translate 
to millions of dollars annually for all system development activities. At a fraction of this budget, HSI activities 
require a modest investment above the necessary cost implications of the requirements and design tradeoffs. 
Unfortunately, HSI does not necessarily translate to direct system procurement savings, as additional development 
and integration costs are incurred to procure the system. The majority of a system’s LCC is incurred during 
operations and sustainment, and the conventionally accepted “golden rule” is 70% (Jones, White, Ryan, & Ritchel, 
2014), but the associated decisions are made early in development. Likewise, the HSI ROI is often overlooked. 

The implication is that significant drivers of operations and sustainment costs need to be accounted for 
from the early stages of development, including HSI. Mishaps with human-related contributions pose an opportunity 
for to quantify the ROI. Summarizing the economic costs of SD (damages, lost aircraft, medical bills, etc.) of related 
Class A mishaps between 1993 and 2013, including those directly tied to individual programs (A-10, F-15, and F-
16) led to interesting LCC savings estimates and implications based on the effect of Auto-GCAS and potential 
impacts of improved SD  and CFIT prevention (Table 3). Per this analysis, the entire USAF fleet could see potential 
annual savings totaling approximately $96.1M, and fighter/attack aircraft account for $30-35M of this estimate. 

These estimates are based on a number of assumptions.  The first is a 100% reduction in preventable SD 
mishaps, which is likely not feasible. Secondly, the analysis only accounts for reported incidents leading to a Class 
A mishaps. Many SD incidents go unreported due to misidentification, lack of economic or casualty consequences, 
or pilot attitude and culture. Third, much of the data required transformation to arrive at these estimates, so they are 
only as good as the accuracy of the sources. Furthermore, aircraft specific estimates are based on the number of lost 
aircraft during the periods of interest and the reported flyaway costs. Finally, estimates for the entire fleet do not 
necessarily account for the relative contributions by individual MWS or fiscal year, potentially inflating the savings. 

Table 3. 
Summary of HSI Life Cycle Cost Impacts with Respect to Spatial Disorientation 
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Perhaps the greatest supposition is the inherent hypothesis that investment in HSI with respect to both SD 

and the larger efforts will actually realize potential LCC reductions associated with future mishaps. Only known 
risks can be mitigated or reduced, but it is impossible to identify all circumstances and failure modes during risk 
analysis. It is entirely likely that new, emergent failure modes may occur that were not yielded during the risk 
analysis. The lack of guarantee on total LCC reduction associated with HSI investment might sway the decision 
away from the venture. In this case, the effectiveness to which the need is communicated will drive the decision: the 
key might be to appeal for the additional HSI perspective, which might identify new, unique risks and mitigation 
strategies. Finally, the given savings estimates apply to only SD prevention, which is but one topic impacted by HSI. 

Conclusion 

At 2.85 times more likely to be fatal than all other Class A mishaps, those involving disorientation result in 
substantial financial costs and significantly impact the flight safety. While the manpower and personnel HSI 
domains exert little influence on the experience of SD, they bear some of the consequences through injury and/or 
loss of life. However, considerations for training, HFE, and survivability exhibit the most promise for mishap 
prevention. Technologies like Auto-GCAS are predicated upon first experiencing disorientation, UA, LOC-I, etc. A 
more proactive approach might identify impending scenarios so that a pilot can correct the situation prior to 
experiencing disorientation. This requires early investment in HSI efforts to affect the HFE and training domain 
tradeoffs. The SD considerations only account for a small piece of the overall effort, but the ROI can be described as 
of millions of dollars saved, aircraft and lives saved, or mission readiness and execution. 
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Early flying skills have been reported to strongly influence future flying skills. 
Few published studies have evaluated the comprehensive relationship among all 
flying training skills. This study evaluated three causal path models for flying 
skills that influenced flying performance rated by instructor pilots in five training 
phases. A covariance structure analysis showed that a sequential model with a 
connection between the first and last phases was optimum for representing flying 
training performance and skills. The flying skill acquired in the first training 
phase in a primary propeller aircraft influenced the last training skill in a fighter 
jet directly as well as indirectly. Furthermore, the influence of the first training 
phase on the fighter training skill was the strongest among all the training phases. 
These results suggest that the skill of flying a primary propeller aircraft is 
important in predicting fighter pilot skill and estimating the validity of pilot 
aptitude tests.  
 
Long-term stability of individual diffferences in skill acquisition has been concerned 

during multi-year long training.  There has been much research for both applied and basic 
situations (Ackerman, 1988; Hofmann et al., 1992, 1993; Alessandri et al., 2015). In the research, 
task configuration, for example, of task complexity or consistency, was key for determining 
individual differences over practice. When a complex task was repeated, individual differences 
remained constant or increased. However, when a task was consistently repeated, they decreased. 

 
Tasks during pilot training could be defined as complex. In the Japan Air-Self Defense 

Forse (JASDF), pilot training consists of five progressive phases that are conducted using both 
propeller and jet aircraft: the first training phase is conducted using a primary propeller aircraft, 
T-7; the second to fourth training phases are conducted using a jet trainer, T-4; and the fifth 
training phase conducted using a fighter jet, F-15 or F-2. In the Japan Civil Aviation College, 
there are three flight training phases conducted utilizing both single-engine and dual-engine 
propeller aircraft. Pilot candidates are initially trained for basic flight skills in low-speed, simple 
aircraft. Later, advanced skills are acquired using high-speed, high-performance aircraft.  

 
To acquire both skills, candidates are likely to practice multiple maneuvers for more than 

two or three years and join multiple training phases. It could be possible that tasks performed 
during pilot training are different among training phases rather than repetition of complex tasks. 
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Therefore, student pilots might need new abilities for subsequent training and individual 
difference in early training would not influence future training. 

 
Several studies have shown the relationship of flying performance between various pilot 

training phases. Ree et al. (1995) demonstrated that the flying performance in a subsonic primary 
aircraft strongly influenced the subsequent flying performance in a supersonic advanced aircraft 
in the U.S. Air Force. The finding was true for both male and female pilots (Carretta and Ree, 
1997). Okaue et al. (1973) suggested that the relationships between the four training phases in a 
previous version of JASDF pilot training were strong. Furthermore, the research indicated that 
the initial performance in a primary aircraft correlated with later performance in an advanced 
aircraft. 

 
Prior research has suggested that early flying performance should predict subsequent 

flying performance. In other words, it was possible that individual differences remained over 
flying practice. Therefore, it was considered that tasks performed during pilot training would be 
complex and not change. However, there is no finding about comprehensive relationships among 
all flying training phases. Can we say that tasks performed during all flying trainings are 
complex and do not change? 

 
Three Hypotheses of Flying Training Performance 

 
Three hypotheses were proposed regarding the role of primary pilot performance in a 

sequential flying training environment in JASDF. To deal with the many flight training 
performance factors, such as landing, navigation, and formation, all hypotheses considered that 
the flying skill acquired in each training phase influenced flying performance. 

 
First, we hypothesized that a flying skill acquired in a previous training phase would 

directly influence a flying skill in a subsequent phase only. Therefore, the first training skill 
would immediately affect only the second training skill. This straight model was based on the 
findings of Ree et al. (1995), which suggested that skills learned in flying a primary aircraft were 
required in flying an advanced aircraft. We expected that the influence of early skill was not so 
strong in later skills because it only indirectly influenced them. This hypothesis was called 
“Straight Model I (Figure 1a).”  

 
The second model extended the Straight Model I, with the first training skill directly 

influencing the third training skill. The first and third training phases include mastering 
navigation. Navigation is considered to be a key maneuver because it is difficult to master it 
(Yang et al., 2013; Sullivan et al., 2011). Therefore, we hypothesized that the first training skill 
would strongly influence the third training skill. This model was called “Skip Model P (Figure 
1b).” 

 
The third model also extended the Straight Model I, with the first training skill directly 

influencing the fifth training skill, like a circle. This model, called the “Circle Model O,” was 
proposed considering that student pilots are exposed to different aircraft types. They are 
introduced to and trained in new aircraft types in the first, second, and fifth training phases. In 
these three phases, students might be required to master an unfamiliar aircraft. Therefore, we 
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hypothesized that the first training skill would directly influence not only the second training but 
also the fifth training skill. Our expectation was that a skill acquired early strongly influenced the 
last skill because the early skill influenced the last skill directly as well as indirectly (Figure 1c). 

 

 
 
 

Method 
 

Participants 
 

The participants were 270 JASDF male student pilots, who completed five pilot training 
phases. The age of the participants ranged between 20 and 29 years when the first phase began. 
These participants were either from the National Defense Academy, an accredited college or 
university, or the JASDF Aviation Cadet Corps. The participants who graduated from the 
National Defense Academy or an accredited college or university completed the JASDF Officer 
Candidate School before entering the pilot training course.  

 
Flying Performance and Flying Skills 

 
Student pilots were graded on maneuvers in each training phase. The maneuvers were 

different according to each phase; the first training phase, in a primary propeller trainer (T-7), 
included takeoff, landing, and basic navigation; the second training phase, in a jet trainer (T-4), 
included takeoff, landing, and formation; the third training phase, using the same aircraft as the 
second phase, included navigation for commercial pilot license; the fourth training phase again in 
the T-4, included elementary tactical maneuvers; the fifth training phase, in a fighter jet (F-15 or 
F-2), included takeoff, landing, and tactical maneuvers. We considered the flying skill of a 
student pilot in each phase as a factor affecting affecting their execution of these maneuvers, 
which was considered to be equivalent to flying performance in this study. 
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Data Analysis  
 
A covariance structure analysis was performed on maneuver scores using PASW 

Statistics 18 and Amos 18 statistical analysis software. According to Toyoda (1998), an adequate 
fit is indicated if the value of root mean square error of approximation (RMSEA) is less than 
0.05. With regard to the comparative fit index (CFI), values closer to 1.0 indicate better models. 
Akaike’s information criterion was used for model comparisons, and the lowest scoring model 
was recommended. 

 
Results 

 
Goodness-of-fit indices of models are shown in Table. The RMSEA values of all the 

models were found to be acceptable. Circle Model O appeared to have the best fit among the 
competition models (CFI = 0.933; AIC = 658.364). The standardized estimates of the effects 
between flying skill factors among Circle Model O’s variables are shown in Figure 2. The 
influence from the first training skill to the last training skill was directly 0.31 and indirectly 0.28 
(0.81 × 0.79 × 0.90 × 0.49). 

 
Table. 
Fit indices of models of flying performance structure in pilot training phases. 

Model RMSEA CFI  AIC   Description

Straight Model I 0.046 0.928 668.262 Model with indirect effects.
Skip Model P 0.045 0.930 666.513 Straight Model I with direct effect of a flying skill factor from ph1 to ph3.
Circle Model O 0.044 0.933 658.364 Straight Model I with direct effect of a flying skill factor from ph1 to ph5.

Note . RMSEA = root mean square error of approximation; CFI = comparative fit index; AIC = Akaike's information criterion. Ph1,
ph3, and ph5 are the first, third, and fifth pilot training phases, respectively.
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Discussion 
 
The results showed that previous training skills influenced subsequent training skills. 

Moreover, the first training skill was confirmed to influence the last training skill both directly 
and indirectly. This was because student pilots may need similar skills in order to master an 
unfamiliar aircraft in both the first and fifth phases. 

 
The effects of each phase on the fifth training skill were calculated: first phase 0.59 (0.31 

+ 0.28), second phase 0.35 (0.79 × 0.90 × 0.49), third phase 0.44 (0.90 × 0.49), and fourth 
phase .49. Among all the training phases, the first training phase had the most substantial effect 
on the fifth training phase. The first training performance was an important predictor of the last 
training performance. 

 
The first training phase was strongly connected to the last phase. This means that the 

tasks during pilot training might involve complex repetitions and individual differences are 
retained throughout practice. From another point of view, however, the coefficient of 
determination (R2) of the last training skill, as shown in Figure 2, was 0.51 and variances that we 
could not explain remained. It may be possible that the remaining variances were caused by new 
abilities in new tasks. We must continue to study the possible causes of these remaining 
variances. 

 
In longitudinal studies on achievement tests, it was reported that relationships existed 

between the test scores near grades (Bloom,1964; Bracht & Hopkins,1972). In addition, the 
scores between far grades correlated (e.g., between third and eleventh grades, r = 0.82). First-
year scores had direct and indirect effects on fourth-year scores in medical college (Harada & 
Nakamoto, 1997). These findings indicate that individual differences in early performance were 
maintained and the findings of the pilot training were consistent with those obtained by previous 
studies. 

 
The findings of this study have a great impact on the development of pilot aptitude tests. 

The primary aim of these tests is to select persons who have the potential to become good pilots. 
When we evaluate pilot aptitude tests, in the truth, we want to use the flight duty performance 
scores of the pilot candidates who took the tests. Waiting a few years―which is usually the time 
required for a pilot candidate to become a duty pilot―to estimate the validity of pilot aptitude 
tests is undesirable. Therefore, it is helpful if the first training performance can predict the last 
training performance, and can be used as a criterion variable for evaluating future performance. 

 
Interpreting the results from another perspective, enabling student pilots to further 

improve at each training phase might help them attain improved performance in all subsequent 
training phases. In particular, when the first training performance improves, the last training 
performance can also improve despite the use of different aircraft. The training values can be 
helpful in training student pilots now and in the future. 

 
The findings of this study can be helpful in evaluating pilot aptitude tests and determining 

training values. However, these findings may lead to students having a fixed mindset, which 
might affect training performance. Blackwell et al. (2007) suggested that the students with a 
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growth mindset were able to raise their scores, whereas the students with a fixed mindset 
werenot. Ratten et al. (2012) showed that instructors with a fixed mindset were likely to comfort 
low-performing students, and students respond to such comfort-oriented feedback with lower 
expectations of their own performance. In particular, in training or educational situations, 
exaggeration of the effect of early training might have a negative influence. 
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The emerging wearable human performance monitoring technologies can help evaluate the 
cognitive status and capacities of the crew in the cockpit as well as those operating ground control 
stations. Traditionally the use of behavioral measures and subjective metrics has been used to 
address cognitive factors associated with pilots or operators of safety critical systems. However, 
the advance in wearable physiology technologies could provide additional performance metrics 
directly driven from brain based measures, potentially validating subjective assessments and 
ultimately bringing us closer towards maintaining safe and effective performance. Furthermore, 
these techniques may also aid the design and evaluation of new technologies that are being 
presented as increasing operational capacity, efficiency and safety across the aerospace domain. 
The measurement of real time brain activity from the operator can help evaluate decision making, 
and reliably compare workload burden of next generation system versus legacy systems in the air 
transportation domain. This paper outlines key cognitive areas of interest when attempting to 
explore the correlation between physiological state changes and psychological constructs. A 
number of studies are described whereby wearable systems, namely electroencephalography 
(EEG), and functional near infrared spectroscopy (fNIRS), are used to evaluate human 
performance. The potential advantages and challenges are discussed in relation to implementing 
these sensors in real operational settings.  
 
 
Civilian pilots, air traffic controllers, ground controllers are all increasingly required to utilize larger 

amounts of data and more complex systems. Hence, we are likely to observe an increase in the information-
processing load and decision-making demands on aviation personnel. Many of these issues have been symbiotic 
with initiatives being developed under initiatives such as Next Generation Air Transportation System (NextGen) and 
the Single European Sky Air Traffic Management Research (SESAR) programmes. The human element within any 
future concept still represents a critical point that may either be seen as a point of failure or a means by which these 
new technologies are optimized. It is therefore important to consider how we not only assess such technologies, but 
the way in which the human interacts with them and ultimately arrives at making decisions.  

 
The last decade has seen significant advances in physiological monitoring techniques, and in particular 

their integration into ubiquitous devices. One aspect of this has been the increase in wearable human performance 
monitoring technologies that can be used to evaluate the cognitive status and capacities of the crew on the flight 
deck, as well as on the ground (such as the ground control station or air traffic terminals). Non-invasive wearable 
technologies offer the potential to observe human cognitive performance directly driven from brain-based measures, 
which would be an important asset in evaluating (and maintaining) safe and effective operational performance. 
Further, such sensory input from the operator can help evaluate decision making, and reliably compare the cognitive 
workload burden of future versus legacy systems in the air transportation domain. Currently the most widely used 
brain activity measures are functional magnetic resonance imaging (fMRI), magnetoencephalography (MEG), 
electroencephalography (EEG), and functional near infrared spectroscopy (fNIRS).  

  
This paper introduces some key theoretical aspects of cognition that are prevalent within aerospace, with 

particular attention to cognitive workload and human performance in safety critical environments; with a view to 
bridging the gap between cognition and measurement. Following this, a number of operational views are outlined 
through the description of field use cases: including ATC human-in-the-loop studies and the nature of human 
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performance in weather decision making. Principles of EEG and fNIRS are discussed in relation to application and 
calibration, before highlighting their potential contribution in providing reliable and objective assessment of pilot’ 
and operator’ cognitive performance.  

 
Maintaining the Objective: Assessing Pilot and Operator Cognitive State 

 
The Aerospace Industry is regarded as one of the safest transport domains, with a constantly improving 

safety record (Harris, 2014). However, when we consider the different roles and responsibilities that we ask of the 
humans that operate across the national airspace system (NAS) we can appreciate the diversity of tasks and systems 
that users of those systems have to utilize. When tasks become complex, laborious or dramatically increase, 
automation is commonly (and effectively) applied. Although we have traditionally seen a rise in the use of 
automation within aerospace applications, it is fair to say that the human will remain responsible for making critical 
decisions based on the information they are presented with.  

 
Human Factors (HF) within aviation has provided us with a good understanding of the cognitive processes 

involved in aviation operations, predominantly focused on manned and unmanned aviation and the critical 
management task provided by Air Traffic Control Operations (ATCO). It is of little surprise, therefore, that we can 
identify a number of key cognitive components that play a role in human performance. In order to understand how 
an individual processes and acts on information it is critical that we define two important aspects that underpin 
Aviation HF; that of human information processing (HIP), mental workload (MW) and situation awareness (SA).  

 
We must first consider the nature of a number of theoretical constructs that we need to understand when 

discussing these cognitive constructs. Without descending into an essay on the many different theories and 
approaches to understanding cognition, it is best to approach this by outlining the way in which humans process 
information. To start at the beginning we can describe, in general terms, the core aspects of HIP as related to how 
information travels from the environment to the human, and subsequently how he/she acts on that information.  This 
in turn can be further deconstructed into three key factors: (1) Encoding data from the environment, (2) Processing 
the data into meaningful information we can use, and (3) Executing actions as a result of the first two steps. 
Although this sounds like a simple mechanistic approach we must remember that all of this activity must take place 
rapidly across different dynamic models of memory; namely sensory, short term (often referred to as working 
memory), and long term memory (Atkinson & Shiffrin, 1968, 1971). These distinct models of memory allow us to 
understand the processing of information in terms of how we attend to sensory stimuli, before we move on to 
register and encode aspects of the information, see Figure 1. 

 
Figure 1 - Three component memory model of Information Processing (adapted from Atkinson & Shiffrin) 
 
Of course the manner by which we process information is somewhat dependent on the characteristics of the 

information being attended to and the specific requirements of the task. This will further determine how attentional 
resource is utilized during the context of the task demand and which stimuli are attended to (Baddeley & Hitch, 
1974; Baddeley, 2003). Inevitably this represents a constraint in terms of how humans process and store 
information, more so when confronted with dynamic and complex tasks to perform. Unsurprisingly there are many 
instances where this constraint of HIP can sometimes lead to bottlenecks whereby information will compete for the 
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attention of the individual to process. The human brain adapts to this by selectively attending to certain information 
(very much dependent on the task context) whilst filtering out less salient information (Moran & Desimone, 1985).  

 
If we focus on the processing of information within working memory, then it has been suggested that this 

represents our understanding of the external environment - or, to put it another way, our SA (Bell & Lyon, 2000). 
Endsley (1995) however views SA more as a cognitive product of information processing, and developed perhaps 
the most influential model of this construct. In essence Endsley (1995, 2000) suggests that SA is an active and 
ongoing process of achieving a state of knowledge of a given situation. But, in order to achieve this it is necessary to 
process information sequentially through the stages of (1) Perceiving the attributes and state of the elements within 
the environment, before beginning to (2) Comprehend what is being perceived, and then finally understanding this 
information by (3) Projecting ahead what is likely to happen in the future. While there are many different 
interpretations on the nature of SA as a theoretical construct, what it all boils down to is the nature of what it is we 
are attempting to measure; trying to make the intangible tangible. Stanton et al (2005) provide an overview of 
different methods employed to measure SA, which can be categorised into different techniques such as freeze probe 
recall, real-time probe techniques, post-trial subjective ratings, observer ratings and process indices (Salmon et al., 
2006). All of these techniques have both good and bad points and may be used to claim a measure of SA (depending 
on which technique and definition you ascribe to). Indeed, Endsely (2015) concludes that the very nature of the 
construct makes it difficult in itself to measure it.  

 
We can all think back to an instant where we have felt overwhelmed by a situation that has affected our 

ability to act efficiently and in a timely manner. Regardless of whether that experience was within an aviation 
context or not, it is likely that this increase in MW could also raise the likelihood of inducing human error and 
ultimately reducing your effectiveness (Moray, 1988). As with many cognitive constructs there is no single agreed 
definition of MW, but we can broadly agree that it is composed of a number of features that require: an input (or 
task load), a specified amount of effort required by the human to satisfy the task, and the actual performance of the 
human in doing the task (Jahns, 1973). Clearly the ability to assess an individual's MW during critical tasks can 
provide important details as to the manner of the task demand, which may then assist in the future design and 
integration of that system into an operational context.  

 
The key element to consider here is that the assessment of MW requires a tangible value that can be 

assessed by employing a range of techniques. Primarily we can use observation and measurement to determine 
whether the task has been successfully completed, which may further be constructed of behavioral markers assigned 
to primary or secondary tasks. Thus, quantifiable measures (such as holding altitude or maintaining safe separation) 
may be used to determine whether the individual is operating under a higher or lower amount of MW. Either way we 
would witness an effect that could be translated as having an impact on the individual completing these tasks. 
Measuring behavioral response aligned to a particular task does not directly involve direct interaction with the 
participant, but an observation of the task with which they are engaged. However, it is almost impossible to enforce 
a completely sterile condition whereby we can state that any behavioral effect is solely attributed to MW. A more 
direct perception of what the participant may report in terms of their perceived effort can be gathered by a large 
number of available subjective MW measures.  

 
Assessment and Measurement 
 

Both MW and SA are cognitive processes that are theoretical constructs and somewhat illusive to direct 
measurement. However, all is not lost, as we may use a number of methods to assess human performance. We can 
see that there are several techniques that can be used, and these broadly fall into three categories: (1) Rating scales, 
(2) Performance Measures associated with primary and secondary tasks, and (3) Psychophysiological measures. In 
the past the most widely used of these methods would center on the first two methods of gathering data; due to their 
ease of use and lack of physiological techniques that can be readily applied and interpreted.  

 
However, when selecting (or developing) an appropriate measurement technique there are a number of 

factors we must take into account. These factors are outlined in Figure 2, and show that the context within which we 
conduct human performance assessments plays a pivotal role in how we attempt to measure cognitive processes. 
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Figure 2 - Factors that should be considered within the selection criteria for metrics 

 
While behavioral measures are largely non-intrusive and possess high participant acceptance, they are poor 

in terms of their sensitivity and diagnosticity for measuring mental workload. And consequently the validity of such 
approaches must often be examined.  

 
Operational View of Human Performance Assessment 

 
To assess the impact of changes being adopted under programmes such as NextGen and SESAR, we often 

run high fidelity Human-In-The-Loop (HITL) simulation experiments. Research efforts commonly examine the the 
impact of new technologies on human performance, with a particular focus on pilot/operator cognitive processing. 
Changes to mental state of the operator will directly affect the safety and efficiency of the NAS. One of the 
challenges with HITL experiments is to use an objective measure that is unobtrusive, real-time, and sensitive enough 
to detect changes due to human-automation interaction or procedural changes.  

 
We have seen that the cognitive theories discussed in this paper are complex multi-dimensional constructs 

that are by their very nature difficult to quantify using any one single metric. By adopting a range of metrics, and 
choosing those that suit the nature of the task being examined, it brings us closer to a clearer picture of what an 
individual's cognitive response is within a given context.  We have used several physiological measures in 
conjunction with system-derived as well as subjective measures. Here we present our experience across several 
studies as well as the pitfalls of using subjective measures to assess new technologies. The studies were conducted at 
the FAA’s William J Hughes Technical Center and some reported by Willems (2002), Ayaz et al., (2011; 2012), and 
Harrison, et al. (2014). These provide a number of contexts which have shown promising results that appear to 
benefit from the application of neuropsychological measurement.  

 
Context One: Decision Making and Significant Weather for Air Traffic Controllers and Pilots 

 
About 70% of aviation delays are related to weather. To enhance NAS efficiency and safety, it is important 

that air traffic controllers and pilots work together to make sound decisions when encountering severe weather. 
Decision making and communication for air traffic controllers and pilots during severe weather situations could 
cause excessive MW for both controllers and pilots.  

 
Severe weather creates challenges in decision making and communications for both controller and pilots in 

the complex sociotechnical system. Air traffic controllers need to make quick assessment about the weather 
scenarios and understand the current situation as well as future progress of the severe weather phenomenon. 
Additionally, they need to disseminate relevant weather information to pilots in the most effective way (Ahlstrom, 
2005). For the pilots, with challenges created by severe weather, they have to make decisions about whether to 
divert from their original flight path with the help from air traffic controllers (Chamberlain & Latorella, 2001; 
Delaura & Evans, 2006). Effective and timely communication between controllers and pilots is critical to ensure 
safety and efficiency. To maintain a common weather picture and allow for shared SA, which facilitates 
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collaborative decision making between controllers and pilots, communication protocol and channel (via Data 
Comm, ADS-B weather display enabled by NextGen technologies, voice) should be carefully designed. 

 
As all weather forecasts are probabilistic in nature, controller and pilots also need to be trained to deal with 

inherent uncertainty in weather. National Severe Storm Laboratory (NSSL) from NOAA is developing Probabilistic 
Hazard Information (PHI) system, part of the vision of Forecasting a Continuum of Environmental Threats 
(FACETs; Rothfusz, Karstens, & Hilderbrand, 2014.). This new system provides dynamically updated probabilistic 
information of areas being impacted by severe weather threats, using graphical design methods to convey the 
likelihood of threat occurrence (Karstens, Stumpf, Ling et al., 2015). A graphical probabilistic weather display may 
become a useful tool to enhance decision making and communication for controllers and pilots. 

 
Context Two: To Improve Safety and Evaluation of Training in ATM Using  

Neuroscience-Based technology 
 
Air traffic management (ATM) is an essential part of air transportation and aviation, connecting cities and 

people citizens as well as boosting jobs and growth. However, worldwide ATM systems are based on aging 
technology and procedures and needs updating particularly in light of the expected traffic growth in the near future. 
The future ATM scenarios describe a system where high levels of automation should be deployed to support 
humans. However, automation brings a range of new challenges. A series of problems concerning the interaction 
between human and automation that have been reported are: deficiencies in human operator states, including 
vigilance decrements, complacency and out-of-the-loop problems, and training deficiencies. 

 
  We reviewed the state-of-the-art in assessing human performance and training under the advancement of 
aviation automation. Such technology capacities have been reflected in documented publications on MW 
assessment, alertness, training in air transportation management (ATM) with realistic environments and testers. We 
examined the state-of-the-art portable sensor technologies that are adaptable and inexpensive. This allowed us to 
identify a number of neurophysiologic conditions that can be associated with the levels of cognitive control (Astolfi 
et al., 2011; Shou et al., 2012; Borghini et al., 2014b; Kong et al., 2015). Further to this, we obtained information 
about the level of MW of ATM operators, through a combination of neurometrics and other physiologic measures 
(Arico et al., 2015; Borghini et al., 2015), in a realistic ATM context (Arico et al., 2014, 2016; Dasari et al., 2015). 
This allows us to recommend a number of safety measures. Finally, we gathered valuable data on the use of 
neurometrics that can assess the current learning level of trainees (Borghini et al., 2013, 2014a, 2016; Krishnan et 
al., 2014).  

 
Context Three: An Investigation of Optical Brain Imaging Sensor in Performance Assessment 

 
The safe and effective performance of aviation personnel depends on their ability to manage and maintain 

high levels of cognitive performance. A field-deployable optical brain imaging device can provide team member’s 
cognitive state and relative level of expertise for a given level of performance by monitoring cortical areas that are 
known to be associated with MW, learning and the development of expertise.  
 

Near-infrared spectroscopy (NIRS) has been widely used in brain studies as a noninvasive tool to study 
changes in the concentration of oxygenated hemoglobin (oxy-Hb) and deoxygenated hemoglobin (deoxy-Hb). Based 
on the NIRS technique, a functional brain activity assessment (fNIRS: functional Near InfraRed Spectroscopy) 
system has been deployed as a means to monitor cognitive functions, particularly during attention and working 
memory tasks as well as for complex tasks such as pilot training and air traffic control scenarios performed by 
healthy volunteers under operational conditions. The fNIRS is a field-deployable non-invasive optical brain 
monitoring technology that provides a direct measure of cerebral hemodynamics from the forehead in response to 
sensory, motor, or cognitive activation. This study also allowed us to progress brain based measures and biometrics 
across different human roles in aviation. 

 
Our work utilizing fNIRS has allowed us to progress this technique towards deploying this device in the 

field; whereby operators can be assessed in their normal working condition and have included multiple studies with 
the Federal Aviation Administration (FAA) as well as with the Department of Defense (DoD).  In the first study, we 
explored the impact of the different Conflict Resolution Advisory (CRA) conditions on air traffic control operator's 
behavior and MW. The fNIRS sensor was utilized to monitor the MW of the 12 operators using this new CRA 

 
508



system across 3-day human experimentation sessions (Harrison et al., 2014). Further to this, a HITL study was 
conducted using fNIRS to evaluate MW within a NextGen air traffic system that examined the difference between 
Data communication (DataCom) and Voice communication (VoiceCom) between pilot and air traffic controllers 
(Ayaz et al., 2012). Finally, we also adopted fNIRS to assess human performance unmanned aerial vehicle (UAV) 
operators (Izzetoglu et al., 2015). The results provided within these studies revealed that such fNIRS can be used to 
monitor true MW changes during aerospace operations. It also proved to be an objective measure of expertise 
development, i.e., the transition from novice to expert during operator training (Ayaz et al., 2012). 

 
Discussion 

 
Advances in neurophysiology and neuro-monitoring technologies have demonstrated that changes in 

physiology can explicitly be assessed and correlated with different tasks. These may relate to instances where the 
human is confronted with high cognitive loading, or events that can be identified as leading to a change in situation 
awareness. It may also be used to develop adaptive, personalized training regimes and provide indicative markers 
that are associated with expertise development. It is therefore essential that before we start to decide which metric to 
use, we must consider the context within which the measurement is to be applied, what we are exactly attempting to 
measure, and so on. Once we can establish these requirements we can begin to address the robustness of these 
neurophysiological biometrics in terms of reliability: does it produce the same results in similar situations? and 
validity: does it actually measure what it says it does?  

 
It is worth noting that the sensitivity of these metrics may only provide one side of the story, in that they 

are perceived measures and sometimes do not reveal the full picture. Both subjective and objective metrics clearly 
have a role to play here, but we must exercise caution in not placing all our EEGs in one basket. Indeed, some 
studies have revealed contrasting results when we compare subjective versus physiological metrics in terms of MW 
(Richards et al, 2016). There has also been observations that suggest that subjective metrics, such as the NASA-
TLX, can be limited by the nature of individual differences in introspection skills (Paulhus & Vazire, 2005). Chen et 
al (1995) even go so far to suggest that this limitation may even be observed at a cultural level, whereby instructing 
an individual to report perceived feelings of cognitive state are difficult to articulate.  

 
We have shown that the advances in wearable sensors can be used to measure physiological state changes, 

and they represent an exciting opportunity to explore the psychology-physiology divide. Brain imaging measures 
allow us to add to our growing human performance toolkit, and when used with a battery of other metrics (including 
both behavioral and subjective), it provides us with a more robust understanding of cognitive performance. 
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Gaze-data could be feasible to assess interactions within small groups, and provide added value 
for the assessment of ‘team cognition’ (c.f., Cooke et al., 2013). In the synthetic Control Center 
Task Environment (ConCenT) 18 teams of three are collectively monitoring an array of displays 
and predicting malfunctions, indicated by a setpoint kickbacks. To locate potential malfunctions 
they have to collaboratively determine system dynamics patterns. Within-team expectations are 
measured by gaze parameters related to situational relevant areas of interest (AoI). Within-team 
standard errors (SE) in fixation frequencies are utilized for post-hoc classifications of teams 
according to gaze-behavior homogenity. The amount of attentional resources teams allocated to 
relevant AoIs increases during critical phases, with a change of emphasis between the three 
relevant task elements. Post hoc groups do not differ in their way of monitoring relevant elements. 
It is concluded that gaze-data provide promising measures of interaction-patterns for team 
cognition analysis.  
 
The concept of "team cognition" (see Cooke, Gorman, Myers, & Duran, 2013) provides a system-

theoretical approach to the analysis of cognitive requirements in collaborative working environments, like airline 
operational control center (OCC) or area control center (ACC) of air navigation service providers (ANSPs). While 
the methodological approach to the study of shared mental models (e.g., Cannon-Bowers, Salas, & Converse, 1993) 
lies in the reproduction of the individual knowledge representations of the team members, whose consistency is 
subsequently examined, the research on the team cognition starts with the recording of the interactions developing 
over task performance. The basic theoretical assumption is that teams can be viewed as systems in which the 
phenomenon of team cognition emerges. This phenomenon does not take place at the level of the representations of 
individual agents, but rather materializes in the interaction patterns of individuals. The individual behavior, in turn, 
is affected by these emergent behavioral patterns at the team level.  

The phenomenon of team cognition, as Cooke et al (2013) continues, unfolds over time, with interaction 
patterns changing within shorter periods of time than individual behavior patterns do, which are supposed to be 
more strongly determined by individual knowledge structures. Cooke et al (2013) therefore assume that individual 
behavior patterns change more slowly than team behavior patterns.  

Cooke et al. (2013) postulate that team cognition should be measured in the context of unfolding task 
processing, with a focus on the processes running at the team level rather than on relatively static representations. 
Eye-tracking technology can provide such within-task objective behavioral measures for determining the quality of 
team performance (see e.g., Hauland, 2008). Cooke and Gorman (2009) also discuss eye movement measurement as 
a method for recording event data that can be used to systematically describe interactions in teams.  

The main goal the presented work is dedicated to is the recording of team cognition as an emergent 
dynamic activity (Cooke et al., 2013) using integrated visual data measurement. We are looking for a metric to 
visualize coordination patterns within groups and to separate them from individual behavior patterns. For this 
purpose a synthetic task environment is developed. 

 
The Synthetic Control-Center Task Environment ConCenT 

 
According to Hess et al. (2005), the main features of a synthetic task environment should be analyzed both 

in the field of task-work as well as from a cognitive perspective (see Cooke & Shope, 2004). Therefore the design of 
the Synthetic Control Center Task Environment (ConCenT) was well-based on field observations of task-work in 
operational control centers, and by the outcomes of subsequent counseling workshops with operational experts from 
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various fields, but in particular from the aviation domain (cf. Schulze Kissing & Eissfeldt, 2015 for further 
information).  

ConCenT (Schulze Kissing & Eissfeldt, 2015; Schulze Kissing & Bruder, 2016) was designed to assess 
coordinative behavior within small groups (of N= 3 members) collectively working on management by exception 
scenarios (cf., Dekker & Woods 1999). The main task is to monitor an array of displays and to detect a malfunction, 
indicated by a setpoint kickback, intime (i.e., within 4 seconds after kickback-occurrence). Before the critical phase 
of potential malfunction the location of its potential occurrence can be predicted by the team if it exchanges and 
interprets relevant information on certain system dynamics. During the upcoming critical phase the individuals’ 
reliance on where to expect a malfunction-event is then measured by gaze parameters related to situative relevant 
areas of interest (AoI). ConCenT emulates an operations-control center (OCC) at a company headquarter where at 
three working positions the output of three production plants (denoted by numbers one to three) at different 
company sites (denoted as Alfa, Bravo and Charlie) are remotely supervised. At the fields, direct control of the 
plants, plant supervisory, production control and production scheduling is assumed to be under fully automatic 
control. The task of the human operators in the OCC is to manage by exception. Each company site features the 
same layout (compare Figure 1): one power-station is providing energy for the three plants. Each plant represents a 
production system consisting of seven units, three assembly lines and four production units providing the 
components they need. In the three assembly lines different combinations of three out of the four components are 
assembled to dissimilar end-products. In total the the team has to supervise the outputs of three assembly lines at 
each of the three plants at each of the three sites (i.e., 3x3x3=27 production-process outputs ). To enhance 
coordination demands, and thus promote interaction within the OCC team, responsibilities are subdivided. A human 
operator of the OCC is in charge to monitor that output-quantities match the presets for one out of the three 
assembly lines at each of the plants at each site (so each human operator has to supervise 1x3x3=9 production-
process outputs; compare Figure 1).  

 
Working positions 
 

 
Figure 1: Top: Logical structure of ConCenT; three sites with three plants containing a production system with 
overlapping assembly lines controlled by different human operators; Below: User Inferfaces; each participant 
monitors 12 gauges, nine production-output and three power-supply displays, in a spatially corresponding array; at 
the output-gauges red arrows designate the actual setpoint, black arrows the actual production output, and green 
fields the range of tolerance for mismatches. At the power gauges black arrows display the current energy demand, 
and the coloured fields designate criticality. 
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Figure 1 presents the workstation for an operator with 9 gauges displaying the actual production output. 
The gauges are arranged in a 4x3 matrix correspondingly, with each column displaying the incoming information 
from only one site (Alfa, Bravo or Charlie), with the upper line showing the gauges displaying the actual energy 
consumption at the site, and each line below displaying the incoming information from the plants according to their 
numbers (1 to 3). Next to the right of each gauge a related response button labeled “Diagnose” is displayed. 
The information stemming from the power-plants is identical at all working positions. The information stemming 
from the plants differ between working positions, because each gauge is displaying the output of another assembly 
line of the production system that is set up at that plant. So each operator has a different window to the production 
systems the OCC supervises. The operators therefore need to exchange their distinct information to get the whole 
picture. 

 
Scenario  
 

Sequence of phases. The whole system shows repetitive dynamics, shaped by assumed automatic control 
loops recurring every 30 seconds. During this cycle participants observe the events unfolding in the following 
sequence of phases: 1) Notification about a production schedule event: beginning with changing set-points at one or 
more gauges; this can be considered to be a notification to each team member where in his or her area of control a 
new set point is triggered and thus automation control is about to set in (duration: 6 seconds);  2) Adjustment: The 
remote automation adjusts production levels to the new presets; this can be observed only by the human operator in 
charge; energy is expended to perform this control process; thus the automated adjustment is accompanied by a 
temporary rise in energy demand. (duration from start of change: 9 seconds); 3) Tension: The temporary energy rise 
outlives the adjustment-process by several seconds. This is the critical phase of heightened tension within the 
technical system when malfunctions can occur (duration: 8 seconds);  4) Relaxation: The tension is removed from 
the production system as the energy level resets down to normal (duration: 5 seconds); 5) Pause: Phase before next 
interval starts (duration: 2 seconds). 

Rules. The team task is to watch out for symptoms of malfunctioning. For the participants knowledge 
about constraints in the system dynamics mitigates the uncertainty about the location of malfunction occurence. The 
following rules apply: I.) a malfunction is (and only is) indicated by a setpoint kickback; II.) a setpoint kickback 
only occurs after an event of automatic adaption; III.) there are two necessary preconditions for a malfunction to 
occur: a) a malfunction can only be expected at sites where only one event of adaptive automation took place; b) 
The automated adjustment must be accompanied by an abnormal high energy demand of the automation control 
process; IV.) a setpoint kickback will be observable for all team members at exactly the gauge where the one team 
member observed the setpoint change; V.) a malfunction only occurs exactly during a phase of high tension within 
the production-system, when the output-quantities match the new presets but energy demand level is still high 
(critical interval; duration: 8 seconds); VI) when the energy level resets to normal a malfunction no longer is to be 
expected. 

Task steps. So with the beginning of each interval the task-steps for the team are to: A) exchange 
information about set-point changes and collectively narrowing down at which site the first precondition for a 
malfunction is given; B) collectively observing, if the following adaptation process is accompanied by an abnormal 
high energy demand; C) distribute the information of the gauge position where the setpoint-change was observed so 
all team members can build up an expectation and closely monitor the relevant gauge during the critical interval; D) 
In case of a setpoint kickback perception: Respond with pressing the “diagnosis” button within 4 seconds. A 
scenario consists of N=144 intervals of 30 seconds durations, with 89 intervals showing relevant events, from that 
six intervals showing a malfunction event. 

 
Research Question  

 
The purpose of the reported exploratory experiment is to have a manipulation check whether a collective 

state of expectation can be induced by interactions related with a monitoring-task, and if this can be showed by team 
gaze indicators. Barzantny et al. (2017) provide indication that individual differences in frequencies of fixations on 
the relevant AoI during phases of expectancy discriminate between higher and lower performers in the malfunction 
detection task. It is an open question if these results can be replicated for patterns of gaze-behavior on the team 
level. 
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Material and Setup 
 

A team of three participants took part in each experimental session. They were located within the same room, each 
one sitting in front of a 60Hz 1920 x 1080 Pixel 21‘‘LCD  display. During the session mobile dividing walls to 
visually separate the working positions. The eye movements were recorded with the Remote Eye Follower System 
from LC Technologies, Inc. The system worked at 120Hz and was linked to the simulation ConCenT using a 
common time stamp. The raw data were processed using the Nyan software. The fixation detection algorithm has 
been set to a certain point on the screen with a minimum threshold of six eye movements with a deviation threshold 
of 25 pixels. All successive fixations that fell into an area of interest (AOI) were categorized as "dwell time". 

 
Participants 

 
Among the 63 participants were 41 applicants for a air traffic controller trainingat DFS (Deutsche 

Flugsicherung GmbH), the others were students from local universities. The participants were between 18 and 34 
years of age (M = 21.57, SD = 3.39). 47.6% were females, 52.4% were male. The participants received 25 to 35 € as 
compensation for the two to three-hour experiment. 
 

Experimental Session 
 

After filling out a demographic questionnaire the participants received a written instruction. After 
performing a guided tutorial they performed the experimental scenario in one team trial of 72 inutes duration. A 
session ended with a task-related questionnaire. 
 

Measures 
 

During the critical phase of uncertainty there are three types of AoIs that are relevant for successful task 
performance: a) process gauges where the rules apply so that setpoint-kickbacks can be expected as an AoI for gaze 
measures indicating the close monitoring of the critical task element; b) the energy gauge as an AoI for gaze 
measures indicating the participants’ expectations for the offset of the critical phase; c) the response button to report 
setpoint-kickback as an AoI indicating action preparation. This report focuses on gaze measures related to these 
situational relevant AoI. The team was chosen as the entity of analysis. Only gaze data emitted during the critical 
phases were analyzed. For the purpose of this exploratoy analysis gaze-data registered for 30 intervals were 
prepared. The criterion for their selection was: all intervals showing a malfunction (N=6) plus the preceding four 
intervals in each case. All intervals were then excluded from the analysis that featured no critical event (N= 10), or 
more than one critical event (N= 9), so 11 of the prepared intervals remained for data analysis. The 11 intervals that 
were analyzed are representants of six exemplary temporal sections, covering points in scenario time from 0h 0min. 
12sec. to 1h 2min.30sec.. Fixation counts and dwell times were analysed for the class of relevant AoI. This was 
constituted by all interactive elements on the screen, i.e. displays of relevant information (energy-demand and 
production-output) and the input element (response task) relevant for task performance at a given critical phase. 
After data clearing 18 complete teams with N=54 participants datasets were considered for the analysis. Individual 
data were aggregated over teams. The percentage of mean dwell times of a team on the relevant elements (3 AoIs) 
during critical intervals were calculated. Also the mean of the individual fixation frequencies measured for the 
relevant elements (3 AoIs) during each critical intervals were calculated for each team. 

 
Results 

 
Malfunction identification rate was generally high and increased with the third event in sequence (Events 1: 

48.1%; 2: 48.1%; 3: 84.6%; 4: 80.8%; 5: 80.8; 6: 90.4%). 
 
Posthoc Grouping of Teams 
 
Teams were split into posthoc groups according to their collective fixation frequency measured for the relevant AoI 
during the critical phases (above or below mean), with higher values reflecting adequate resource allocation, and the 
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standard deviation of this measure within a team (above or below mean) with low values reflecting the homogenity 
of resource allocation within a team. The rationale behind is that a recurrence in gazes between team members 
should result in relative low standad errors of fixation frequencies, may frequency be on a higher or lower level. 
These standard errors could serve as a metric for patterns of gaze-behavior, but without reflecing sequence 
information. This resulted in four categories with teams that were a) homogeneous in fixation frequencies for 
relevant objects on a high level (N=3), heterogenious in fixation frequencies for relevant objects on a high level 
(N=5), Homogeneous in fixation frequencies for relevant objects on a low level (N=7) and Heterogeneous in 
fixation frequencies for relevant objects on a low level (N=3). Class of teams with homogeneous high fixation 
counts represents only teams with at least two participants that show a malfunction identification rate above mean. 
 
Team Monitoring Performance 
 
A 19 (Interval in sequence) x 3 (Relevant AoI: Relevant Power-Gauge or Relevant Output-Gauge or Relevant 
Response Button) ANOVA with repeated measures with gaze-based posthoc team classification as a between 
subjects variable was performed for percentage of dwell times registered for a team during the interval of 
uncertainty.  
During critical phases team ressource allocated to Relevant AoI accroding to the Interval Position in Sequence 
changes over the scenario (Sum of Means for Intervals 1-11 = 37,73%, 40,14%, 41,61% [Section 1] 66,35%, 
54,27% [Section 2], 51,42%, 52,11% [Section 3], 67,29% [Section 4], 75,92%, 49,82% [Section 5], and 64,03%  
[Section 6] respectively; F(5, 10) = 8.195, p < .05; η2= 0.94). In the course of the scenario the amount of attentional 
resources teams allocated to relevant task elements during critical phases increased (polynomial contrast for a linear 
trend: F=40.35, df= 1 p < .0001, η2=0.74). However, there were no Interval Position in Sequence by Team 
Classification [F (21, 30) = 1.68, p < .11, η2=0.71] interactions (cf. Figure 2), indicating that team-classes do not 
differ in their trend to allocate more attentional resources to relevant AoIs over time.  
 

 
Figure 2: : Mean percentage of teams-dwell times on the relevant elements during critical intervals: Position of 
Critical Interval in Seqence by Team Categories 
 
The allocation of resource of attentional resources to focussed monitoring also differed between the three relevant 
AoI (Means for AoI 1-3: 12.79% [Power-Gauge], 33.85% [Output-Gauge] ,7.97% [Response Button]); F(2, 13) = 
60.51, p < .0001; η2= 0,90) [in sum, more attention was allocated to relevant AoIs than to non-relevant AoI, which 
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part of the 44.61% residual data can be assigned to non-relevant AoI, supposedly reflecting the allocation of 
attentional resources for distributed monitoring]. Tests of innersubject-effects indicate a Relevant AoI by Interval 
Position in Sequence interaction, F=3.04, df= 16.08 p < .0001, η2=0.18, showing that teams were also changing their 
ressource allocation between the relevant AoI over time (cf. Figure 2). However there were no Relevant AoI by 
Team Classification [F(6, 28) = 1.29, p = .30, η2=0.22] (cf. Figure 2), interactions, indicating that team-classes do 
not differ in their the way of monitoring relevant elements. 
 

Discussion & Conclusions 
 

The findings of the current study provide evidence that the quality of interactions, operationalized by 
measuring the prediction of correct locations using gaze data analysis, and the patterns in collective states of 
expectations can be induced by the chosen experimental manipulation. There was a trend that teams allocated more 
resources for providing focal attention and less resources for providing distributed attentions in the course of the 
scenario. This may be attributable to an increase in understanding of the task dynamics, paired with an increase in 
trust over time that events are predictable (decreases in the focal attention observable to the end of a scenario might 
be attributable to fatigue). Teams also were changing their ressource allocation between the relevant AoI over time. 
However, the chosen method for post-hoc grouping of teams based on fixation- frequency, and its within-group 
standar errors might not have led to a significant discrimmination between teams with different cognitive states. 
Although the high effect size observed for the no Interval Position in Sequence by Team Classification interaction 
might fuel the assumption that insignificant results were attributable to the small sample size. Nevertheless, the use 
of standard errors of fixation frequencies might be a too simplistic indicator for patterns of gaze behavior on team 
level, since this parameter also does not account for sequence information. Therfore a next step to search for team 
characterising patterns would be to apply the more complex method of gaze-recurrence analysis to data within teams 
of three. Furthermore, applying an design with experimental grous is the way to proceed. Especially as integrated 
gaze data analysis promises to provide an advanced method to test for Cooke et al`s (2013) assumption that team 
cognition patterns are more agile than individual performance patterns. Maybe gaze data will continue to tell this 
story, for the best of future ATM design.  
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The current study evaluated the utility of electroencephalography (EEG) cognitive state 
to track workload and engagement changes in air traffic control students of differing 
experience during a Terminal Radar Approach Control (TRACON) scenario. EEG 
recordings were collected from 47 air traffic control students (27 with high and 20 with 
low experience) during a five phase TRACON scenario. The scenario fluctuated in the 
number of aircraft released per phase and the presence or absence of uncontrolled 
departures/arrivals. EEG workload probabilities were higher during the phase with 
uncontrolled departures/arrivals and maximum number of aircraft compared to phases 
with no uncontrolled arrivals/departures and fewer aircraft. Metrics of engagement did 
not vary throughout the scenario. Trends toward experience level differences in EEG 
metrics were observed, with less experienced students displaying slightly higher 
workload and engagement probabilities compared to their more experienced counterparts. 
Both experience groups made the most errors after the highest workload period.  

The use of psychophysiological measurements to monitor operator cognitive states in the 
workplace is central to the field of neuroergonomics. Over the past two decades, a significant 
amount of research in the applied sector has focused on psychophysiological measures (e.g., 
electroencephalography) to monitor operators and evaluate their cognitive state (Parasuraman, 
2015). In the profession of air traffic control (ATC), workload and engagement are two cognitive 
states critically tied to performance (Desmond & Hoyes, 1996; Signal, Gander, Anderson, & 
Brash, 2009). The complexity of ATC operations fosters an environment where overload 
situations can rapidly occur, potentially impairing controller decision making and placing aircraft 
in dangerous situations (Wickens, Mavor, & McGee, 1997). Moreover, low engagement, 
underload situations may lead to performance decrements as well (Desmond & Hoyes, 1996; 
Hancock & Warm, 1989; Saxby, Matthews, Warm, Hitchcock, & Neubauer, 2013). 
Psychophysiological measures of these constructs have been proposed as an alternative to 
performance-based metrics for evaluating an operator’s skill level. Harrison et al. (2014) showed 
cerebral hemodynamic changes in ATCs as they learned to utilize Next-Generation technology. 
Moreover, Johnson et al. (2014) demonstrated electroencephalographic (EEG) differences in 
expert and novice shooters during a deadly force shooting simulator, with experts showing greater 
frontal theta activation and overall alpha suppression compared to novices. Experts also showed 
lower levels of EEG metrics of engagement compared to novices. Experts and novices did not 
differ with respect to EEG metrics of workload; however, the group size for each skill level was 
small (n = 6).  

EEG provides several advantages for operator state assessment such as low cost, ease of 
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application (Parasuraman, 2015), and the availability of turn-key systems that offer validated 
metrics of workload and engagement (e.g., Berka et al., 2007). Thus, EEG provides a suitable 
means for assessing ATC skill acquisition in ATC training institutions in addition to performance 
metrics, which only provide a unidimensional assessment of operator skill. That is, although two 
individuals may show the same task performance, one individual may experience significantly 
more workload and elevated task engagement than the other. The former individual would then 
be less adept at handling emergency situations than the latter due to reduced resource allocation 
capacity (Wickens & Tsang, 2015). More training may be necessary to ensure successful 
adaptation to increased workplace demands. The current study investigated the utility of using 
EEG derived cognitive state metrics of workload and engagement to evaluate ATC students of 
differing experience levels during a dynamic Terminal Radar Approach Control (TRACON) 
scenario. It was predicted that less experienced students would exhibit higher workload and 
engagement as well as worse performance than more experienced students.  

Method 

Participants  

A total of 49 undergraduate air traffic control training students (two women and 47 men) from the 
University of North Dakota Department of Air Traffic Control participated in this study (Mage = 20.97, 
SDage = 1.01). At the time of the study, all participants were enrolled in air traffic control training courses. 
From their prior coursework and advanced standing, all participants had adequate and on-going 
experience with the general procedures used with the TRACON simulator; however, they remained naïve 
with respect to the scenario to be performed. Two participants were excluded because of simulator 
technical difficulty, resulting in a final sample size of 47. Participants were split into low (n = 20) and 
high (n = 27) experience levels based on the highest ATC course completed that allowed them to perform 
all aspects of the scenario adequately.  

Simulator and Scenario  

This study utilized a high-fidelity TRACON simulator running ATCoach Global (V.4.32.5) Air 
Traffic Software with a Ubuntu Linux 11.04 (32-bit) operating system. The simulated RADAR scope was 
presented on a computer monitor measuring 20.1 in diagonal viewable area (1600 x 1200 resolution) with 
a 4:3 aspect ratio. Controllers utilized a keyboard and trackball mouse during the scenario to 
accept/initiate aircraft handoffs and manipulate aircraft data tags. During the scenario, controllers gave 
verbal instructions (e.g., altitude changes) communicated via a headset connected to a local radio 
connection to two research assistants (graduates of the air traffic control program) designated as “pseudo-
pilots” located out of view from the controller’s station. The pseudo-pilots utilized stations similar to the 
controller’s station and inputted the commands for the aircraft in accordance with the controller’s 
instructions. Pseudo-pilots gave verbal readbacks of controller commands.  

This study utilized Academy Airspace, a fictitious training airspace used by the Federal Aviation 
Administration (FAA) to train new controllers. The Academy airspace consists of centrally located 
Academy Airport (KAAC) and five surrounding airports (one towered military airport and four 
uncontrolled airports). All inbound and outbound aircraft entered/departed the airspace through 
established arrival/departure gates. The scenario consisted of three types of aircraft: jets (both light and 
heavy), turboprop, and reciprocating. Participants gained control of inbound aircraft 40 nautical miles out 
from KAAC and were responsible for controlling the aircraft to their designated airport and clearing the 
aircraft for published instrument approaches (ILS, NDB, or GPS approach). All airports were operating 
under single runway operations.  
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Participants performed a single 1-hr and 15-min continuous scenario composed of five, 15-min 
phases. The phases were developed during prior work to create a multidimensional, variable task demand 
TRACON scenario. All simulated aircraft were operating under instrument flight rules (IFR). Arrivals 
and departures occurred at both KAAC and the five satellite airports. Phases were distinguished via two 
workload-contributing factors: (1) number of aircraft arriving or departing the airspace within a given 15-
min phase and (2) the presence or absence of arriving and departing uncontrolled aircraft. Phases were 
designated 1, 2, 3, 4, 5 and consisted of 8, 11, 16, 8, and 3 departing/arriving aircraft, respectively. 
Uncontrolled aircraft occurred during Phase 3. From these phase parameters, it was predicted that 
workload and engagement would follow a negative quadratic function shape, with peak values occurring 
at Phase 3. Manipulations of air traffic volume have shown to reliably elicit workload changes in ATCs 
(Vogt, Hagemann, & Kastner, 2006). Moreover, handling uncontrolled aircraft strains working memory 
capacity. Working memory strain has also been shown to be a reliable manipulation of operator workload 
(Wickens & Tsang, 2015). To add realism to the scenario, controllers were also required to complete 
flight strip marking procedures for each aircraft. Paper strips housed in plastic holders were located to the 
right of the controller in two bays for active and non-active aircraft. 

Scenario scoring. Scenario runs were recorded by the TRACON simulator program and later 
scored by a team of University of North Dakota Department of Air Traffic Control faculty. Combining for 
over 40 years of experience, these faculty members have backgrounds in either controlling professionally 
or were graduates of the University of North Dakota Air Traffic Control program. Participant 
performance was evaluated by tracking the number of errors made in phraseology, violation of aircraft 
separation minimums, and airspace procedural violations for each 15-min phase. Errors were identified 
according to violations of standards set by FAA Order JO 7110.65W and letters of agreement (LOAs) 
established by Academy Airspace for training purposes.  

EEG Recording 

EEG was recorded using the Advanced Brain Monitoring (ABM) B-Alert X24 wireless Bluetooth 
system sampling at 256 Hz. The system incorporates 20 electrodes placed according to the international 
10/20 system: Fp1, Fp2, F7, F3, Fz, F4, F8, T3, C3, Cz, C4, T4, T5, P3, Pz, P4, T6, O1, POz, and O2. 
Reference electrodes were placed at the left and right mastoids. Data were filtered with 50, 60, 100, and 
120 Hz notch filters with Low Pass FIR filters online during data collection. Proprietary ABM artifact 
decontamination algorithms removed artifacts resulting from electromyography, eye blinks, excursions, 
saturations, and spikes. Power spectral density (PSD) was calculated on a second by second epoch 
frequency by applying a 50% overlapping Kaiser window for data smoothing to three data point windows 
consisting of 256 decontaminated data points each. These data were then subject to Fast Fourier 
Transformation resulting in four standard bandwidths (delta, alpha, theta, and beta). ABM proprietary 
algorithms (Berka et al., 2007) then computed cognitive state metric probabilities of high engagement and 
average workload ranging from 0.00 to 1.00 based on PSD values. Higher values indicate a higher 
probability of being in an engaged or overload state, respectively. EEG metrics were averaged within 
each 15-min phase using 5% trimmed means to eliminate extreme values.  

Procedure 

Participants first arrived at the TRACON simulation room on the University of North Dakota 
campus and provided written consent. Then, participants completed individual difference measures 
(results not reported here) and were fitted with the B-Alert EEG headset. To obtain ABM cognitive state 
metrics, participants performed three computerized cognitive benchmark tasks: 3-choice vigilance, visual 
psychomotor vigilance test, and an eyes-closed auditory psychomotor vigilance test. One of the trained 
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pseudo-pilots then briefed the participant on the scenario and gave instructions regarding strip marking 
procedures. The simulation was then commenced and ran continuously for 1.25-hr.    

Data Analytics 

Series of 5 (scenario phase: 1, 2, 3, 4, 5) x 2 (experience: low, high) mixed model ANOVAs were 
conducted to evaluate scenario performance and EEG cognitive state metrics. Scenario phase served as 
the within-subjects factor and experience served as the between-subjects factor. Analyses were evaluated 
at an α = .05. If the assumption of sphericity was violated, degrees of freedom corrections were 
employed. When ε values were less than .75, the Greenhouse-Geisser correction was used and when ε 
values were greater than .75, the Huynh-Feldt correction was used (Field, 2009). Sidak corrections were 
utilized for multiple comparisons if pairwise comparisons were warranted.  

Results 

Simulation Performance 

  Phraseology. Graphical representations of performance data are displayed in Figure 1. The 
results of the mixed model ANOVA for phraseology errors revealed a significant main effect for phase, 
F(4, 180) = 19.72, p < .001, ηp

2 = .31. Overall, the number of phraseology errors significantly increased 
from Phase 1 to Phase 2 and from Phase 3 to Phase 4. Phraseology errors then decreased during Phase 5, 
but not significantly from Phase 4 (see Figure 1). Neither the main effect for experience nor the 
experience by phase interaction were significant, Fs < 1, ps > .05.  

 Separation. Analysis of separation errors revealed a significant main effect for phase, F(2.31, 
103.75) = 43.70, p < .001, ηp

2 = .49. Separation errors significantly increased after Phase 2 and reached a 
maximum at Phase 4, and then significantly decreased during Phase 5 (see Figure 1). The main effect for 
experience and the experience by phase interaction were not significant, Fs < 1, ps > .05.  

Procedures. The results of a mixed ANOVA analyzing procedural errors revealed a significant 
main effect for phase, F(2.71, 121.91) = 108.69, p < .001, ηp

2 = .71. Similar to phraseology and 
separation errors, procedural errors significantly increased from Phase 1 onward until reaching a 
maximum at Phase 4. Procedural errors then decreased from Phase 4 to Phase 5 (see Figure 1). The main 
effect for experience, F < 1, p > .05, and the interaction between phase and experience, F(2.71, 121.91) = 
1.89, p = .14, ηp

2 = .04, were not significant. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1. Scenario phase performance by controller 
experience (Exp.).   
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EEG Metrics 

 Workload. Results of EEG metrics are displayed in Figure 2. The results of a mixed ANOVA 
analyzing the B-Alert average workload metric revealed a main effect for phase, F(2.29, 102.90) = 12.79, 
p < .001, ηp

2 = .22. Examination of the group means demonstrated that workload increased across the 
phases, peaking at Phase 3 (see Figure 2 left panel). Phase 3 was significantly higher in workload than 
Phase 1, Phase 2, and Phase 5. Moreover, Phase 4 was significantly higher in workload than Phase 1 and 
Phase 5. The main effect for experience failed to reach significance, F < 1, p > .05. Additionally, the 
interaction between phase and experience was not significant, F(2.29, 102.90) = 1.72, p = .18, ηp

2 = .04. 

Engagement. The analysis of the B-Alert high engagement metric (see Figure 2 right panel) 
revealed a nonsignificant main effect for phase, F(2.62, 118.00) = 2.40, p = .80, ηp

2 = .05, and a 
nonsignificant main effect for experience, F(1, 45) = 2.59, p = .11, ηp

2 = .05. The phase by experience 
interaction was also not significant, F(2.26, 118.00) = 1.19, p = .31, ηp

2 = .03.  

 

 

 

Discussion 

The current study examined the utility of EEG based cognitive metrics for tracking workload and 
engagement in differentially experienced ATC students over the course of a dynamic, five phase high-
fidelity TRACON simulation. Performance results indicated that both low and high experienced students 
performed similarly on the scenario, with the most errors occurring during Phase 4. Phase 3 had the most 
aircraft released along with uncontrolled aircraft, making Phase 3 more likely to induce errors. However, 
the most errors occurred during Phase 4. This was likely the result of a progressive buildup of traffic from 
the high workload of Phase 3, causing more errors further along the line in the scenario. The B-Alert 
workload metric demonstrated a trend that mirrored the predicted workload of the scenario. That is, the 
metric increased from Phases 1 through 3 and then decreased after Phase 3. Thus, this metric was able to 
track changes in cognitive workload throughout the simulation. This study provides further evidence for 
potential dissociations that can occur with performance and other measures of workload. The most errors 
occurred during Phase 4, however, peak EEG workload was observed in Phase 3. This finding 
underscores the importance of assessing operator workload with different measures to acquire a holistic 
picture of the operator’s state. The B-Alert engagement metric did not significantly fluctuate throughout 
the scenario for either experience group, indicating that controllers remained consistently engaged 
throughout the scenario.  

Figure 2. Scenario phase EEG workload (left panel) and engagement (right panel) probabilities 
by experience. 
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Although statistical analysis did not demonstrate experience main effects or phase by experience 
interactions with respect to the EEG workload and engagement metrics, visual analysis of the data shows 
a trend toward lower experience students exhibiting higher workload during Phases 1 through 3, as well 
as higher engagement throughout the scenario. The slightly increased workload observed in lower 
experienced students likely reflects less of an ability to mobilize cognitive resources efficiently (Berka et 
al., 2007). Moreover, the elevated engagement in lower experienced students is likely the antecedent to 
increased workload. Low experience controllers must maintain a higher degree of focused attention to 
maintain performance and allocate attentional resources, a cost not revealed by simulator performance 
metrics. The trend in engagement is similar to previous research demonstrating higher EEG indices of 
engagement in novices compared to experts during task performance (Johnson et al., 2014). Future 
studies should utilize stronger manipulations of controller experience (e.g., professional controllers vs. 
students). In using upper and lower leveled students, the skill level difference between the two groups 
may not have been strong enough to produce statistically significant differences between groups.  
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Artificial neural network (ANN) models are a common tool for cognitive state assessment. It is 
best if the inputs to the model are periodic. Typically, these inputs are extracted from 
physiological signals such as the electroencephalogram (EEG), electrocardiogram (ECG), 
electrooculogram (EOG), and others. Spectral measures derived from EEG data are periodic due 
to the signal processing. Features based on heart activity and respiration are quasi-periodic by 
nature. Features extracted from EOG, such as blink rate, can be especially non-periodic and can 
contain outliers. One approach to deal with this problem is to use static windows to compute 
average blink rate. This approach has some shortcomings. A new approach that uses dynamic 
windowing, filtering, and sampling is presented here. This new approach produces periodic data 
that are dynamic, adaptive to the individual, and well suited for ANN model use. 

 Being able to assess a person’s cognitive state as it relates to stress and cognitive workload has great appeal 
in many domains. A high level of workload can have detrimental effects in real-world operations. For example, air 
traffic controllers should avoid exceeding a moderate level of workload because they have the responsibility of 
keeping airplane passengers safe (Brookings, Wilson, & Swain, 1996). Medical physicians performing lifesaving 
operations cannot afford to slip into a state of cognitive overload and risk harm to the patient. There are many other 
examples of when accurate cognitive state assessment is paramount.  
 

 One technique for performing a workload assessment is the use of artificial neural network (ANN) models. 
ANN models are biologically inspired computer programs designed to simulate the way in which the human 
processes information (Agatonovic-Kustrin & Beresford, 2000).  Wilson (2003), for example, used ANNs and 
physiological measures to assess workload in a well-controlled laboratory task. Borghini, Astolfi, Vecchiato, Mattia, 
& Babiloni (2014) provides a review of research that use neurophysiological signals for workload assessment of 
aircraft pilots and car drivers. Physiological measures that are periodic are best suited for ANN models used for 
assessment. Specifically, the physiological inputs are regularly (e.g., one Hz) provided to the model. 
 

The electroencephalogram (EEG) is an electrical signal associated with brain activity and is often used in 
ANNs for cognitive assessment. Typically, the EEG signals are processed using windows (i.e., four seconds with 
75% overlap) to generate spectral measures. Because of the signal processing, the EEG measures are periodic.  

 

The electrocardiogram (ECG) is an electrical signal associated with heart activity. The measures (heart rate 
and heat rate variability) determined from the ECG are quasi-periodic. Specifically, the heart beats are somewhat 
consistent, but are not perfectly regular. 

 

The vertical electrooculogram (VEOG) can be used to detect eye blinks. Blink rate and blink duration have 
been shown to be sensitive to changes in workload (Hoepf et al., 2016) and are useful inputs to ANN models. 
However, blink rate is very non-periodic (Figure 1) and varies substantially between individuals. Instantaneous blink 
rate is computed by taking the inverse (reciprocal) of the time (period) between two consecutive blinks. The 
resulting value is multiplied by 60 to convert it to blinks per minute. As shown in Figure 1, instantaneous blink rate 
will not represent a long term average when double blinks occur. This 30 second window contains four blinks, 
corresponding to a blink rate of eight blinks per minute (BPM). The blinks occur at 7.6, 15.0, 20.7, and 21.5 
seconds. The associated instantaneous blink rates for blinks 2, 3, and 4 are 8.12, 10.5, and 74.63 respectively. The 
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Figure 1. Vertical EOG data collected with blinks occurring at 7.6, 15.0, 20.7, and 21.5 seconds.  

 

blink rate for the fourth blink is an outlier. Because the instantaneous values are not periodic and may contain 
outliers, they are not well-suited for use in ANN models. 
 

One approach to overcome these problems is to compute blink rate using static (i.e., fixed length) windows. 
This approach produces periodic data, but has potential pitfalls associated with lag and accuracy. A new approach 
using dynamic (i.e., varying length) windowing is presented that overcomes these pitfalls. This new approach is 
coupled with a filtering and sampling technique to produce periodic blink measures. Both the static and dynamic 
approaches rely on algorithms that can detect blinks based on eye activity. 

 

Background 
 

Blink frequency and duration, can be acquired using various techniques. A common choice employs 
camera-based systems to measure eyelid position. The type of camera can vary, using technology such as laptop-
based webcams (Krolak & Strumillo, 2011) or head-mounted eye trackers (Jiang, Tien, Huang, Zheng, & Atkins, 
2012). These systems obtain video sequences, which can then be used in various algorithms to detect blinks. 

 

 Another common technique uses VEOG data to detect eye blinks (Pedrotti, Lei, Dzaack, & Rötting, 2011; 
Hu & Zheng, 2009). The VEOG data is processed by algorithms to detect blinks, commonly using thresholds and 
algorithm criteria. These thresholds can remain constant across trials (Ebrahim, Stolzmann, & Yang, 2013) or for the 
duration of the eye closure (Hu & Zheng, 2009). For a higher degree of specificity, the thresholds can be set 
specifically for each subject. An alternative route involves training the algorithm to adjust the detection parameters 
individually for each subject, allowing for more precision in eye blink detection (Kong & Wilson, 1998). 
  

Because most camera-based detection methods depend on the stability of the subject’s head for tracking 
position, they require the subject to remain still in an often unnatural position. In contrast, EOG recordings allow the 
participant to move around, since the electrodes are attached to the participant. This provides more reliable data, 
often with a higher sampling rate than camera-based methods.  
 

Method 
 The intent of this paper is to present a new technique for generating periodic blink data using dynamic 
windowing. Therefore, the method sub-sections are presented concisely, with just enough detail to support the 
results section. 
 

Participants 
 

Ten individuals were recruited from the Midwest region to participate in this study. Eight participants were 
male and two were female, with an age range from 18-33 and a mean of 21.9. They read and signed the informed 
consent document before participating and were compensated for their time. All study procedures were reviewed 
and approved by the Air Force Research Laboratory Institutional Review Board.  

 

Task Description 
 

Two separate primary tasks (surveillance or tracking) were presented using a remotely piloted aircraft 
(RPA) simulation. A secondary communications task was also present.  
 

Primary - Surveillance Task. The surveillance task required the participants to search a market place to 
find four high value targets (HVTs).  
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Figure 2. Steps in the periodic data calculation. 

 

Primary - Tracking Task. The tracking task required participants to track HVTs travelling by motorcycle.  
 

Secondary - Communications Task. A secondary task was presented concurrently with the primary tasks. 
Participants verbally answered a variety of mental math questions asked over a headset.  
 

Apparatus 
 

The VEOG data were acquired using two electrodes placed above and below the right eye. The VEOG data 
were sampled at 480 Hz using the Cleveland Medical Devices BioRadio 150. This device has hardware high pass 
filters with break frequencies of 0.5 Hz.  

 

Procedure 
 

Participants were brought into the laboratory for two days of task training and six days of data collection. 
During the course of the six data collection days, participants completed 24 surveillance trials and 24 tracking trials. 
VEOG acquisition hardware was present only on the six data collection sessions. 
 

Static Window Approach 
 

As reported earlier, researchers have used static windows to overcome the outlier issue associated with 
double blinks (Estepp & Christensen, 2015). In the current effort, static windows were explored. Blink rate was 
initially computed using a 30 second window with 29 second overlap. This approach deals well with the double 
blink outliers and produces periodic data. One concern with this approach is that the resulting blink rate measure 
will have a lag. This may not be ideal as an ANN input when a timely assessment is needed. 

 

In an attempt to mitigate the lag concern, another approach was developed that uses a five second static 
window with four seconds of overlap. The output from this approach was often zero, quite granular, and was 
somewhat susceptible to the double blink effect. To address these issues, the output was low pass filtered. The filter 
was updated at a rate of 31.25 Hz so the output would transition smoothly from one value to the next. The output of 
the filter was sampled to generate periodic data. 

 

The New Approach 
 

 The new approach is dependent on a blink detection algorithm that has a high degree of accuracy (Epling et 
al., 2015). The times of the detected blinks are buffered and supplied to the dynamic windowing algorithm to 
generate the periodic blink data (Figure 2). The dynamic windowing algorithm has three steps, including dynamic 
window calculation, filtering, and sampling. 

 

The dynamic window size (in seconds) is calculated based on the running average blink rate, which is 
computed by dividing the total number of blinks detected since the software was started is divided by the length of 
time the software has been running. The window size must be large enough to contain two blinks. This requirement 
(as opposed to one blink) was necessary to prevent several windows from having zero blinks in them. An individual 
with a blink rate of 12 BPM (an average of 5 seconds per blink) will have a window size of 10 seconds. The 
computed window size is limited to a maximum value of 30 seconds. The dynamic windowing approach results in 
window sizes that are adaptive between individuals, and dynamic within the individual. 
 

The software that performs all of the calculations updates at 31.25 Hz. During each update, the dynamic 
window size is computed, the number of blinks in the window are counted, and the resulting blink rate is computed 
by dividing the count by the window size. The result is multiplied by 60 to convert the blink rate from blinks per 
second to blinks per minute (BPM). The blink rate is then processed by a first order Butterworth low pass filter with 
a cutoff frequency of 0.1 Hz. The output of the filter is sampled at regular intervals (i.e., one second) to produce the 
periodic blink data. Figure 3 shows instantaneous blink rate data that has been processed by the dynamic blink 
algorithm. The outlier (74.6 BPM) due to a double blink has been substantially reduced. 
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Figure 3. The left panel shows instantaneous blink rate produced by the blink detection algorithm. The right panel 
shows the same data after it has been processed by the dynamic windowing algorithm. The data in the right panel is 
sampled at 60 Hz. 

 

Figure 4. This figure shows the lowest and highest correlations between actual blink rate and average dynamic blink 
rate for the surveillance and tracking tasks. For surveillance, the lowest correlation is from participant 11 and the 
highest is from participant 5. For tracking, the lowest is from participant 12 and highest is from participant 7. 

 

Figure 5. These examples show correlations between actual blink rates and average instantaneous blink rates. 

 

 

Results 
Actual blink rates were computed post hoc by dividing the number of blinks in an experimental trial by the 

length of the trial. This results in 24 values for each participant and task (surveillance & tracking). This serves as 
truth data for evaluating the dynamic blink rate data. The dynamic blink rate data were averaged across trials for 
each participant and task. Correlations were performed between the actual blink rates and the average dynamic blink 
rates. For the surveillance task, the correlations ranged from 0.91 to 1.0 with a mean of 0.97. For tracking, the range 
was from 0.97 to 1.0 with a mean of 0.99. These correlations indicate that the periodic blink rate based on dynamic 
windowing accurately reflects the actual blink rate. Figure 4 shows the reported correlations.  

 

 

The instantaneous blink rate data were also averaged and correlated with the actual blink rate data. The 
correlations were lower than the correlations between average dynamic blink rate and actual blink rate. For the 
surveillance task, the correlations ranged from -0.2 to 0.89 with a mean of 0.5. For tracking, the range was from 0.02 
to 0.93 with a mean of 0.63. These results indicate that instantaneous blink rate is inferior to dynamic blink rate 
because instantaneous blink rate contains huge outliers due to double blinks. Figure 5 shows examples of these 
correlations.  

 

The blink rate data from the two static windowing approaches were also averaged across trials and 
correlated with actual blink rate. The correlations for the 30 second window were generally high with the exception 
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Figure 7. Time series data from a participant with a high blink rate (~21 BPM).  

 

of participants with low blink rates. The correlations ranged from 0.75 to 0.99 with a mean of 0.86 for the 
surveillance task and 0.48 to 0.99 with a mean of 0.86 for the tracking task. 
 

The correlations for the five second window were generally high, but were slightly lower than the 30 
second window. The correlations ranged from 0.67 to 0.99 with a mean of 0.92 for the surveillance task, and 0.42 to 
0.99 with a mean of 0.87 for the tracking task. 

 

The above correlations are based on averages across trials. Additional insights are realized when the data 
are examined as a time series. Figure 6 shows time series data from a participant with a low blink rate (~3 BPM). 
The data from a static 30 second windowing approach closely matches the data from the dynamic windowing 
approach (left panel). Data from the five second windowing approach does not follow the data from dynamic 
windowing approach very closely (right panel), and appears to be “noisy.”

 
Figure 6. Time series data from a participant with a low blink rate (~3 BPM). Both panels have the periodic blink 
rate data computed using dynamic windows. The left panel includes blink rate computed using a static 30 second 
window, while the right panel includes data using a static five second window.  

 

Figure 7 shows data from a participant with a high blink rate (~21 BPM). In this case, the five second 
window matches the dynamically windowed data better than the 30 second window. The two time series on the right 
panel (Figure 7) are nearly identical, making it nearly impossible to observe a difference. 

 

 

Discussion 
 

 The new method of generating periodic data using dynamic windowing is superior to static windowing 
because the window size is adaptive to the individual. This is in contrast to a one-size-fits-all approach. Figures 6 
and 7 show that different static window sizes are needed dependent on the participants’ blink rate. The new 
approach is also dynamic within an individual because the window size can change over time. The dynamic 
windowing algorithm is effective (Figure 3, right panel) in dealing with instantaneous outlier values due to double 
blinks. The filtering and sampling works well for creating periodic data. 
 

 The high correlations between actual blink rate and average dynamic blink rate indicate that these two 
quantities are measuring the same thing (i.e., blink rate). One advantage of the new dynamic blink rate approach is 
that the data is generated in real-time, whereas the actual blink rate is post hoc. Having periodic data available in 
real-time, with minimal lag and free from outliers, is optimal for use with ANN models. 
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 One limitation of the current approach was in the calculation of the dynamic window size. Currently, it is 
based on rolling blink rate, which is computed from the time the software is started. Over a long period of time, the 
rolling blink rate becomes very stable and the dynamic aspect of the new approach is diminished. In future work, a 
long window (on the order of minutes) will be used to compute rolling blink rate to address this concern. 
 

Acknowledgements 
 

The authors would like to thank Chuck Goodyear for assistance with data analysis.  The views expressed in 
this report are solely those of the authors and do not necessarily reflect the views of their organizations.  

 

This research was supported in part by an appointment to the Student Research Participation Program at the 
U.S. Air Force Research Laboratory (USAFRL) administered by the Oak Ridge Institute for Science and Education 
through an interagency agreement between the U.S. Department of Energy and USAFRL. The views expressed in 
this report are solely those of the authors and do not necessarily reflect the views of the employers or granting 
organizations. 

 
 

References 
 

Agatonovic-Kustrin, S., & Beresford, R. (2000). Basic concepts of artificial neural network (ANN) modeling and its  
application in pharmaceutical research. Journal of Pharmaceutical and Biomedical Analysis, 22(5), 717-
727. doi: 10.1016/s0731-7085(99)00272-1 

Borghini, G., Astolfi, L., Vecchiato, G., Mattia, D., & Babiloni, F. (2014). Measuring neurophysiological signals in  
aircraft pilots and car drivers for the assessment of mental workload, fatigue and drowsiness. Neuroscience 
& Biobehavioral Reviews, 44, 58-75. doi: 10.1016/j.neubiorev.2012.10.003 

Brookings, J. B., Wilson, G. F., & Swain, C. R. (1996). Psychophysiological responses to changes in workload during 
simulated air traffic control. Biological Psychology, 42, 361-377. 

Ebrahim, P., Stolzmann, W., & Yang, B. (2013). Eye movement detection for assessing driver drowsiness by  
electrooculography. In Proceedings of the 2013 IEEE International Conference on Systems, Man, and 
Cybernetics. doi: 10.1109/smc.2013.706 

Epling, S., Middendorf, M., Hoepf, M., Gruenwald, C., Stork, L., & Galster, S. (2015). The electrooculogram and a  
new blink detection algorithm. In Proceedings of the International Symposium on Aviation Psychology, 18, 
512-517. 

Estepp, J., & Christensen, J. (2015). Electrode replacement does not affect classification accuracy in dual-session 
use of a passive brain-computer interface for assessing cognitive workload. Frontiers in Neuroscience, 
9(54), 285-314. doi: 10.3389/fnins.2015.00054 

Hoepf, M., Middendorf, M., Mead, J., Gruenwald, C., Credlebaugh, C., Middendorf, P., & Galster, S. (2016). 
Evaluation of Physiologically – Based Artificial Neural Network Models to Detect Operator Workload in 
Remotely Piloted Aircraft Operations (Report No. AFRL-RH-WP-TR-2016-0075). Wright-Patterson Air 
Force Base: Air Force Research Laboratory, Airman Systems Directorate. 

Hu, S., & Zheng, G. (2009). Driver drowsiness detection with eyelid related parameters by Support Vector 
 Machine. Expert Systems with Applications, 36(4), 7651-7658. doi: 10.1016/j.eswa.2008.09.030 
Jiang, X., Tien, G., Huang, D., Zheng, B., & Atkins, M. S. (2013). Capturing and evaluating blinks from video-based  
 eyetrackers. Behavior Research Methods, 45(3), 656-663. doi: 10.3758/s13428-012-0294-x 
Kong, X., & Wilson, G. (1998). A new EOG-based eyeblink detection algorithm. Behavioral Research Methods,  
 Instruments, & Computers, 30(4), 713-719. 
Krolak, A., & Strumillo, P. (2011). Eye-blink detection system for human-computer interaction. Universal Access in  
 the Information Society, 11(4), 409-419. doi:10.1007/s10209-011-0256-6 
Pedrotti, M., Lei, S., Dzaack, J., & Rotting, M. (2011). A data-driven algorithm for offline pupil signal  

preprocessing and eyeblink detection in low-speed eye-tracking protocols. Behavioral Research Methods, 
43(2), 372-383. doi: 10.3758/s13428-010-0055-7 

Wilson, G., & Russell, C. (2003). Real-time assessment of mental workload using psychophysiological measures  
and artificial neural networks. Human Factors: The Journal of the Human Factors and Ergonomics 
Society, 45(4), 635-643. 

DISTRIBUTION STATEMENT A.  Approved for public release:  distribution is unlimited.  88ABW Cleared 02/09/2017; 88ABW-2017-0546. 
 

 
529



DATA-DRIVEN STAFFING RECOMMENDATIONS FOR  
AIR TRAFFIC CONTROL TOWERS 

 
Linda G. Pierce 

FAA Aviation Safety Civil Aerospace Medical Institute 
Oklahoma City, OK 

Terry L. Craft 
FAA Air Traffic Organization Management Services 

Washington, D.C. 
 

The FAA is interested in an optimal strategy for placing air traffic controllers into high-
level Terminal facilities. Our research question is whether new hire trainees 
(developmentals) should begin field training at lower-level facilities and transfer to 
higher-level facilities later, if successful at the lower-level facility, or begin training at a 
higher-level facility and transfer to a lower-level facility if unsuccessful? We compared 
the success rates of developmentals placed into medium- and high-level Terminal 
facilities after completing Academy training to the success rates of certified professional 
controllers (CPCs) allowed to transfer after completing field training at a lower-level 
facility. We found that the CPCs who began training at a lower-level facility succeeded in 
training at medium-level Combined Tower/TRACON facilities at a significantly higher 
rate than did developmentals at the same facility type and level. We recommended that 
the FAA staff higher-level facilities with CPC transfers rather than with new hires.  

 
Should the Federal Aviation Administration (FAA) place newly hired air traffic controllers, with 

no prior experience in air traffic control (ATC), into a high, medium, or low-level ATC facility as their 
first facility? The FAA assigns a numerical level to a facility based on the volume, complexity, and 
sustainability of air traffic at that facility (FAA, 2016). Facility levels range between 4 and 12. In general, 
controlling air traffic is more challenging at higher than at lower-level facilities. It also takes most 
trainees longer to complete training and more trainees fail training at higher-level than at lower-level 
facilities (FAA, 2014a; FAA, 2016). However, because of the challenge and the pay (i.e., controllers are 
paid more at high-level than at low-level facilities), many controllers express a desire to be assigned to a 
high-level facility as early as possible. Our research objective was to determine if new hire trainees 
(called “developmentals”) should be allowed to proceed directly to a medium- or high-level facility for 
field qualification training after they complete training at the FAA ATC Academy or if they should have 
to demonstrate their proficiency by becoming a successful certified professional controller (CPC; i.e., 
successfully completing all ATC training) at a less complex facility prior to moving to a higher-level, 
more complex facility and completing the additional training there as a CPC-In-Training (CPC-IT). 
Which placement strategy will result in a greater rate of successful training completion and qualification 
as CPC at higher-level facilities?  
 
Terminal Operations 
 

This question is especially important within the Terminal option of ATC, because unlike En 
Route centers, in which most are classified as high-level facilities (Levels 10–12), Terminal facility levels 
vary from low (Levels 4–6), to medium (Levels 7–9), to high (Levels 10–12) levels. Controllers at 
Terminal facilities work in airport towers, terminal radar approach control (TRACON) facilities or a 
combined tower and TRACON facility to “watch over” the aircraft traveling through the airspace of the 
airport or airports assigned (FAA, 2015). Terminal facilities vary in the extent to which air traffic is 
controlled using visual observation or radar and the number of airports for which the facility is 
responsible. There are 314 Terminal facilities within the National Airspace System (NAS) and the FAA 
manages the hiring and placement of new air traffic controllers at these facilities. A way to assess 
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placement strategies of air traffic controllers is to compare the success rates at medium- and high-level 
facilities of developmentals trained as new hires with the success rates of those who transfer to a higher-
level ATC facility after attaining CPC status at a lower-level facility.  
 
National Training Database 
 

Training outcomes for developmentals and CPC-ITs at FAA facilities are contained in the FAA’s 
National Training Database (NTD; FAA, 2011). Researchers at the FAA’s Civil Aerospace Medical 
Institute (CAMI) Aerospace Human Factors Research Division extract data from the NTD to develop a 
longitudinal ATC training database. Researchers regularly update and use the longitudinal ATC training 
database to respond to questions about air traffic controllers and to conduct human factors research to 
develop recommendations for improving controller placement and training practices.    
 

Possible training outcomes that are stored in the NTD are as follows: Completed, In Progress, 
Facility Fail, Transfer Lower, Transfer, and Separated – Other Reasons. The outcomes of Facility Fail 
and Transfer Lower reflect unsuccessful completion of field qualification training. Developmentals coded 
as Transfer Lower failed field qualification training at their first facility but demonstrated the potential for 
being successful in training at a lower-level ATC facility, and thus were allowed to transfer to a less 
complex (lower-level) facility following FAA policies (FAA, 2013; Pierce, Byrne, & Manning, 2016). 
Records in the NTD allow analyses to be conducted based on training outcomes by option (Terminal or 
En Route) and by Terminal facility type and level. To determine which placement method produced the 
highest success rates in training at higher-level facilities, we compared the success rates in field training 
of new hires and CPC-ITs at medium- and high-level Terminal facilities. The type of Terminal facilities 
analyzed were Tower with Radar (Medium-level facilities = Levels 7–9 and High-level facilities = Levels 
10–12) and Combined Tower with Radar and Terminal Radar Approach Control (Combined 
Tower/TRACON; Medium-level facilities = Levels 7–9 and High-level facilities = Levels 10–12). In 
general, Tower with Radar facilities rely more heavily on visual observation to control air traffic at one 
airport and Combined Tower/TRACON facilities rely on both visual observation and radar procedures to 
control air traffic at more than one airport (FAA, 2016). TRACON-only facilities were not included in the 
analysis because, in current practice, new hires no longer begin training at a TRACON-only facility as 
most of the facilities are high-level due to combinations of tower and TRACON facilities that occurred 
since 1995 and the relatively low number of low-volume TRACON facilities that remain. The placement 
of new hires at the remaining high-level TRACON facilities results in an exceptionally low success rate.  
 
ATC Placement 
 

Trainees with no prior experience in ATC attend the FAA ATC Academy to receive initial 
training that is germane for all facilities in either the En Route or Terminal option before receiving a 
facility assignment at which they receive site-specific training. The process for assigning ATC Academy 
graduates to a field facility has varied over time, but currently, graduating classes are offered a list of 
facilities from which to choose based on the current needs of the Air Traffic Organization (ATO). The 
number of facilities to be included on the list (facilities from which graduates in a class may choose) is 
based on the number of students in the class who successfully completed the Initial Qualification training 
course. The majority of classes begin with 18 trainees and graduation rates typically vary between 50% 
and 75%. Academy graduates are allowed to make their selections based on class rank. The trainee 
earning the highest overall point total in the initial qualification training course chooses first from among 
the facilities offered. Facility selection proceeds through the class in overall point rank order such that 
those whose scores rank them lower in the class have fewer options from which to choose. The list is 
generated by the FAA’s ATO Management Services, Technical Requirements and Forecasting Group, Air 
Traffic Services Team (AJG-P21) and is based on the needs of the FAA to fill controller vacancies at 
specific facilities.  
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Management Services may use the results of the current research as input in developing policy for 

making field assignments for Academy graduates. This data-driven approach is in line with FAA efforts 
to improve safety and identify hazards and risks based on continuous analysis of data (FAA, Destination 
2025) and the FAA’s current strategic initiatives, Risk-Based Decision Making and Workforce of the 
Future.  

 
Method 

 
Database  
 

From the longitudinal ATC training database, we extracted records for controllers who had 
trained at medium- and high-level Tower with Radar and Combined Tower/TRACON facilities as new 
hires from 2004 to 2015. Our sample included developmentals and CPC-ITs who had Completed training 
and were either Successful or Unsuccessful in training. Controllers with training outcomes of Completed 
were considered Successful. Controllers with training outcomes of Facility Fail or Transfer Lower were 
considered Unsuccessful.  

 
We created two datasets. The first dataset included the training outcomes of developmentals at 

medium- (Levels 7–9) and high-level (Levels 10–12) Towers with Radar or Combined Tower/TRACONs 
as their first facility for training from 2004 to 2015. There were 1,997 records in the first dataset. Of 
those, 379 records were excluded because the developmental was still In Progress (n=176, 8.8%) and had 
not completed training or had Transferred (n=105, 5.3%) or left training for other reasons (Other (n=98, 
4.9%)). To ensure independence of our groups, we excluded an additional 201 (12.4%) records because 
the new hires were also included in our second group of CPC-ITs. As shown in Table 1, there were 1,417 
records remaining in the dataset. The number and percentage of developmentals categorized as either 
Successful or Unsuccessful in training are also shown.   
 
Table 1.  
Sample Characteristics for New Hires. 

 Tower with 
Radar     
(7–9) 

Tower with 
Radar     

(10–12) 

Combined 
Tower/ 

TRACON      
(7–9) 

Combined 
Tower/ 

TRACON 
(10–12) 

 

Totals 

Successful  Number 
Percent 

306 
(88.2) 

147 
(79.5) 

622 
(77.9) 

71 
(81.6) 

1,146 
(80.9) 

Unsuccessful Number 
Percent 

41 
(11.8) 

38 
(20.5) 

176 
(22.1) 

16 
(18.4) 

271 
(19.1) 

Totals  347 185 798 87 1,417 

 
The second dataset extracted from the longitudinal ATC training database was for the CPC-ITs, 

the comparison group. The CPC-IT group (n = 797) included controllers who were new hires at their first 
facility, had made CPC at that facility, and then transferred and began training at a second facility from 
2004 to 2015. We only included records for those controllers who had transferred to a medium- or high-
level Tower with Radar or Tower/TRACON facility after reaching CPC-IT at a lower level facility (of 
any type) and had completed training (Successfully or Unsuccessfully) at the second facility. We 
excluded 171 records with training outcomes listed as In Progress (n=139, 17.4%), Transferred (n=23, 
2.9%), or Other (n=9, 1.1%). There were 626 records remaining in the CPC-IT dataset (see Table 2).  
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Table 2.  
Sample Characteristics for CPC-ITs at a 2nd Facility. 

 Tower with 
Radar     
(7–9) 

Tower with 
Radar     

(10–12) 

Combined 
Tower/ 

TRACON 
(7–9) 

Combined 
Tower/ 

TRACON 
(10–12) 

 
Totals 

Successful Number 
Percent 

149 
(93.7) 

163 
(86.2) 

203 
(89.4) 

44 
(86.3) 

559 
(89.3) 

Unsuccessful Number 
Percent 

10 
(6.3) 

26 
(13.8) 

24 
(10.6) 

7 
(13.7) 

67 
(10.7) 

Totals  159 189 227 51 626 

 
Procedure 
 
 To determine which group was more successful in training at medium- and high-level Tower with 
Radar and Combined Tower/TRACON facilities, the percentage of new hires who successfully completed 
training at medium- and high-level facilities was compared to the percentage of successful CPC-ITs at 
medium- and high level Terminal facilities of the same level.  
 

Results 
 

The percentage of successful new hires at a first facility and CPC-ITs at a second facility are 
shown by facility type and level grouping (Medium-Level 7–9 and High-Level 10–12) in Figure 1. 
Across all medium-level (7–9) and high-level (10–12) Tower with Radar and Combined Tower/TRACON 
facilities, 80.9% of the new hires were successful. The success rate for CPC-ITs at medium- and high-
level Tower with Radar and Combined Tower/TRACON facilities was 89.3%.  

 

 
Figure 1. 
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We tested the significance of the difference using a Z-test to compare the proportion of successful 
developmentals and CPC-ITs at each facility type and level. We used the p < .05 value to determine if the 
difference between the two groups was statistically significant. The Z-test statistic and the p-value for 
each comparison are shown in Table 3. We found that the CPC-ITs assigned to medium-level Combined 
Tower/TRACON facilities completed training successfully at a significantly higher proportion than did 
new hires assigned to the same type and level facility. The difference between CPC-ITs and new hires at 
medium-level Tower with Radar facilities was marginally significant, but comparisons at high-level 
facilities, Tower with Radar and Combined Tower/TRACON, were non-significant. 

 
Table 3.  
Z-Test of the Difference Between Group Proportions. 

 Tower with 
Radar     
(7–9) 

Tower with 
Radar     

(10–12) 

Combined 
Tower/ 

TRACON 
(7–9) 

Combined 
Tower/ 

TRACON 
(10–12) 

Z-score -1.917 -1.742 -3.852 -0.710 

p-value .055 .081 .001 .478 
 

Discussion 
 
 The FAA’s Management Services, Technical Requirements and Forecasting Group, Air Traffic 
Services Team (AJG-P21) is responsible for technical workforce planning, prioritization, and hiring plan 
development for the ATO, as well as onboarding and placement of newly hired controllers. The average 
cost to train one developmental is approximately $139,207 per year, based on training costs reported from 
2009 through 2013 (FAA, 2014b). On average, developmentals spend from 18 to 36 months in training, 
depending on facility type and level (FAA, 2014a; FAA, 2016). Thus, the FAA strives to place 
developmental controllers for field qualification training in ATC facilities in which they have the highest 
probability of success.  
 

The results of the current effort clearly indicate that success rates at medium-level Combined 
Tower/TRACON facilities can be increased by staffing those facilities with CPC-ITs. The time for CPC-
ITs to certify at a medium-level Combined Tower/TRACON facility is approximately 1 year (FAA, 
2014a). Thus, the overall benefit to certification rates at medium-level Combined Tower/TRACON 
facilities of having new hires certify at a lower-level facility prior to transferring may be slightly 
diminished by higher training costs.  
 

While the other comparisons were not statistically significant, the practical importance of the 
results is worth considering. More CPC-ITs were successful than new hires at the same type and level 
facility. While our results do not allow us to predict that there will continue to be a difference in success 
rates at these facilities, we have no reason to believe that the differences will not continue. It is likely that 
the small number of controllers, especially the CPC-ITs trained at the higher-level facilities, as well as the 
dichotomous outcome measure used in these analyses influenced our inability to find a significant 
difference. Future research will need to increase the sample size and consider other outcome measures to 
verify these findings. However, we believe that this information is useful in developing future practices 
and policies in ATC placement and training. 
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Limitations 
  
 Although we constrained our groups to developmentals and CPC-ITs at two facility types (Tower 
with Radar and Combined Tower/TRACON) there are approximately 130 independent facilities in each 
group. It is possible that variability in training methods at the facilities and differences in training 
methods used over time could differentially affect eventual training outcomes. A second limitation is the 
number of developmentals and CPC-ITs In Progress, who were excluded from the assessment. Seventeen 
percent of the CPC-ITs in the group assessed were still In Progress and due to the time needed to 
complete training, the majority of the developmentals and CPC-ITs In Progress and excluded from the 
assessment were from the 2014-2015 timeframe, which may also have differentially affected the results. 
We recommend updating the assessment as the developmentals and CPC-ITs currently In Progress 
complete training. We further recommend evaluating the total cost to achieve training success in field 
facilities including a comparison of the cost of training developmentals at higher-level facilities as 
compared to the recommended path of requiring developmentals to be trained to initial CPC at lower-
level facilities followed by training them as CPC-ITs to achieve CPC at higher-level facilities.  
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In order to improve Air Traffic Control (ATC) training efficiency and reduce the 
risk of student failure, the FAA needs tools that can predict student success and 
inform student placement in training. By considering student aptitude, the FAA 
could reduce training costs by reducing student failure rates and transfers between 
facilities. In order to explore the benefits of early aptitude assessment, The 
MITRE Corporation (MITRE) created a prototype Radar Vectoring Aptitude Test 
designed to be administered to students before they begin their training to assess 
their aptitude for the skill of radar vectoring. The FAA office of Safety and 
Technical Training (AJI-2) in Air Traffic Operations (ATO), the FAA Civil 
Aerospace Medical Institute (CAMI), and MITRE are working in collaboration to 
evaluate the prototype with trainees at the FAA Academy.  

 
Introduction 

 
The Federal Aviation Administration (FAA) plans to hire more than 6,300 air traffic 

controllers over the next 5 years (FAA, 2015) and the need to improve training to increase 
efficiency and effectiveness have been well documented (Barr, Brady, Koleszar, New, and 
Pounds, 2011; Hutson, et al., 2014). A number of factors contribute to inefficiency in Air Traffic 
Control (ATC) training including imperfect assessment of student aptitude early in the training 
process. After a candidate is hired by the FAA, they attend the FAA Academy at the Mike 
Monroney Aeronautical Center in Oklahoma City, OK. At that time, they are assigned a training 
option (en route or terminal). The FAA bases assignments primarily on facility staffing needs but 
students may indicate an interest in a particular facility or geographical preference. At the 
completion of their training, top performers at the FAA Academy may be offered a choice 
among openings at various facilities. Towers, TRACONS and en route facilities differ in 
operations, complexity, and required skills (Pierce, et al., 2016). Because student assignment to 
facilities is not based on an assessment of student strengths and aptitude for the unique skills 
required by different facility types, there can be a mismatch between student aptitude and facility 
placement. This mismatch can contribute to students failing to complete training at their first 
assigned facility. The FAA has a need for enhanced tools that can predict student success in 
training and help place students in either an en route or terminal environment based on an 
assessment of their aptitude for specific fundamental ATC skills. By using aptitude assessment to 
inform student placement in training, the FAA could possibly decrease training cost and risk; 

Approved for Public Release; Distribution Unlimited Case Number 17-0581 
 

536



more appropriate student placement in training could reduce the overall amount of time students 
spend in training and the student failure rate.  

 
In order to explore the validity and benefits of early aptitude assessment, The MITRE 

Corporation (MITRE) created a prototype Radar Vectoring Aptitude Test capability. Radar 
vectoring is one of the critical tasks performed by terminal and en route controllers to ensure safe 
separation, to space aircraft, to sequence traffic, and to facilitate the efficient flow of traffic. The 
aptitude test is designed to be administered to students before they begin their training at the 
FAA Academy to assess their aptitude for the skills required for efficient and effective radar 
vectoring. The prototype is currently being evaluated with developmental trainees at the FAA 
Academy (referred to as students throughout this report) at the beginning of their training. Those 
students will be followed over the course of their training so that the relationship between 
aptitude test performance, training performance, and, ultimately, their success in achieving 
certification as an Air Traffic Controller can be assessed. If the evaluation indicates a 
relationship between aptitude test performance and student success in training, then additional 
skill aptitude tests, beyond vectoring, could aid the FAA in predicting student success and further 
support student placement in training.   

 
Radar Vector Aptitude Test Prototype Description 

The following is an overview description of the Radar Vector Aptitude Test Prototype. 
Radar vectoring is one of the critical tasks performed by terminal and en route controllers. The 
knowledge, skills, abilities, and other characteristics (KSAOs) necessary to perform an air traffic 
controller’s job have been determined and documented by the American Institute of Research 
(AIR) (Krokos, et al., 2011; Krokos, et al., 2011; Krokos, et al., 2011). Throughout this 
document, the term aptitude is used to encompass the set of KSAOs that are needed to 
successfully perform the task of radar vectoring. The Radar Vector Aptitude Test prototype is 
designed to objectively assess those KSAOs. Specifically, the Radar Vector Aptitude Test will 
assess student aptitude for the following:  

• Basic and advanced compass use 
• Phraseology for issuing a vector clearance and oral communication 
• Interpreting a data block 
• Vectoring Skill 
• Scanning, Prioritization, and Planning 
• Situation Awareness 
• Tolerance for increased/high workload 
 
The aptitude test is composed of 4 sections. Each section has multiple subtests, allowing 

for varying levels of difficulty and an opportunity to adequately test for basic knowledge and 
skill. Each subsequent section is more difficult than the last and later sections are designed to 
assess more operationally comprehensive aptitudes and skills. The test takes approximately 3 
hours to complete. Additionally, there is a participant survey at the end of the test. The survey 
captures feedback on the completeness of instructions and practice allowed, as well as data about 
previous student knowledge. 
 
Radar Vector Aptitude Test Sections 
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The goal of Section 1 is to familiarize the student with the prototype and to test the 
student’s understanding or knowledge of the compass, data block, and phraseology, as well as 
their aptitude to use this knowledge to effectively vector aircraft. Section 1 consists of three tests: 
Practice Test, Basic Compass Test, and Advanced Compass Test. Figure 1 is a screen shot from 
the Practice Test: 
 

 
Figure 1. Section 1 Practice Test 

The goal of Section 2 is to test the student’s aptitude for compass use and proper 
phraseology in order to vector more than one aircraft at a time. Additionally, since multiple 
aircraft are moving, situation awareness, prioritization, planning, scanning, and oral 
communication are also assessed in Section 2. There are two tests in Section 2, the Basic Shapes 
Test and the Advanced Shape Test. Figure 2 is screen shot of the Advanced Shape Test: 
 

 
Figure 2. Section 2 Advanced Shape Test 

The goal of Section 3 is to continue assessing a student’s vectoring skills, as well as 
situation awareness, prioritization, and scanning. The following tests are administered in Section 
3: Simple Shape Test, Scenario 1 Test, and Scenario 2 Test. Figure 3 is screen shot of the 
Scenario 1 Test: 
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Figure 3. Section 3 Scenario 1 Test 

The goal of Section 4, which is the most complex section, is to continue assessing a 
student’s vectoring skills, as well as situation awareness, prioritization, and scanning in more 
complicated situations, all with an increased workload. Section 4 consists of 2 tests, Scenario 3 
Test and Scenario 4 Test, which aid in determining a student’s ability to vector in a terminal and 
en route environment. Figure 4 is a screen shot from the Scenario 3 Test. 

 
Figure 1. Section 4 Scenario 3 Test 

 
Evalution Conduct  

 
These next two sections present an overview of the evaluation conduct and data analysis. 

The evaluation is being conducted in partnership with CAMI in their lab facilities in Oklahoma 
City, OK. Before each test, A CAMI Principal Investigator (PI) gives students a 30-minute 
overview of the purpose and specifics of the evaluation. A CAMI appointed proctor is present to 
monitor system performance and student usage. Additionally, the students complete a 
demographics questionnaire. The students are asked to sign a voluntary consent form that 
describes the purpose, goals, risks, benefits, voluntary nature, and data collection/storage 
procedures of the study. 

 

 
Data Collection and Assessment 
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MITRE and CAMI have analyzed the data to ensure that there is enough variation 
between students’ scores, verifying that the test is neither too hard nor too easy and validating 
that the test is capturing differences in student aptitude. Using the first six months of data 
collection (N = 594), analyses are being conducted to determine which metrics generated by the 
aptitude test software will be used to create an overall scoring algorithm. These will be 
completed using correlation and regression methods with FAA Academy performance as the 
predicted outcome variable. In other words, each metric available will be examined separately 
and in combination with the other metrics to create a usable and predictive score.  

Data from the Basic and Advanced Compass Tests will be studied to determine student 
success based on the number of correct vector clearances the student issued. Data from the 
Shapes and Scenario Tests will be used to calculate how many aircraft students successfully 
guided to the destination gate. For those aircraft that exited successfully, the number of vectors 
issued will be tallied. Additionally, data such as how many aircraft exited incorrect gates, how 
many times did the countdown clock reach zero, and how many times did the system respond to 
a student issued clearance with “say again” will be reviewed. Further analysis may include a 
determination of how far off incorrect vectors were and calculations of how close students came 
to the boundary. For shapes that included multiple aircraft, data may be studied to see in cases 
where the first aircraft failed to successfully reach the exit gate (i.e. the aircraft hit the boundary), 
were adjustments made to successfully vector subsequent aircraft? Data collected from later 
scenario tests, such as students’ ability to control multiple aircraft and reaction to gate changes 
and moving objects may be indicators of a tolerance for higher workload and situation 
awareness. Data will also be examined to determine if students’ performance improved over the 
course of the test, possibly indicative of aptitude.  

The data collected from January 2017 – June 2017 (approximate sample size of 732) will 
be used to cross-validate the scoring algorithm determined using the data from first six months of 
the evaluation and make modifications, if needed. Then combining all data collected (N = 1,326), 
the overall predictive validity, utility, and fairness of the aptitude test for placement purposes 
will be evaluated. Utility will be assessed by comparing the cross-tabulations of actual 
placements versus indicated test placements. If those who would have been placed, based on the 
placement indicated by the Radar Vectoring Aptitude Test prototype score, into the option to 
which they were actually placed succeed at a higher rate than those who were placed in a 
different option than the one indicated by the aptitude test placement, then it is possible that the 
aptitude test will help increase the pass rate at the FAA Academy and be operationally useful. 
Fairness, as defined by the U.S. Equal Employment Opportunity Commission’s Uniform 
Guidelines on Employee Selection Procedures, will be assessed to determine likelihood of 
adverse impact against protected groups (“Adoption of Questions and Answers to Clarify and 
Provide a Common Interpretation of the Uniform Guidelines on Employee Selection 
Procedures”, 1979.) 

 
Next Steps 

 
MITRE, CAMI, and AJI-2 will continue to collaborate on the prototype evaluation and 

validation. MITRE and CAMI will continue the data analysis with data collected from students 
through FY2017 to first determine an overall Radar Vectoring Aptitude score that will be used to 
predict performance. A report on the results of the first year of the evaluation will be delivered to 
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the FAA at the end of FY17. Also in FY17 detailed plans for the longitudinal study of students’ 
performance will be developed in order to assess the test’s ability to predict field training 
performance. The students will be followed over the course of their training to assess the 
relationships between score, training performance at the FAA Academy and at their first facility 
and, ultimately, their achievement of CPC status. 
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ATTRITION IN U.S. AIR TRAFFIC CONTROL SPECIALIST (ATCS) TRAINING: 
A REVIEW OF 50 YEARS OF DATA 

 
Dana Broach 

FAA Civil Aerospace Medical Institute 
Oklahoma City, Oklahoma, USA 

 
Aptitude testing and “screening” at the FAA Academy have been viewed as keys to 
reducing field ATCS training attrition. To what extent have ATCS field training attrition 
rates changed over time with testing and screening? Historical data on training outcomes 
were extracted from FAA reports and other documented sources for controllers hired in 
five non-overlapping cohorts spanning 50 years. Academy Attrition Rate averaged 26% 
(SD=18%) over the 50 years and across options, compared to 25% (SD=4%) in field 
training. Lower Field Training Attrition Rates coincided with no screening (22%, 1968–
1970) and intensive screening (19%, 1986–1992). Elimination of screening did not result 
in an increase in the En Route Field Training Attrition Rate in 2005–2010, but the 
Terminal Field Training Attrition Rate tripled (29%) from the 1986–1992 low of 9%. The 
lack of a consistent pattern suggests that field training itself warrants investigation to 
better understand the dynamics of attrition. 
 
Air Traffic Control Specialist (ATCS) training in the U.S. averages two to three years to 

achieve Certified Professional Controller (CPC) status. Attrition in that expensive and extensive 
training has long been a concern for the Federal Aviation Administration (FAA) and its 
stakeholders. For example, researchers in 1960 noted that “[P]roviding training for those 
employees who eventually will either drop out or be washed out of the training program has 
become expensive in time and money. The current attrition rate indicated that has become a 
serious problem” (Davis, Kerle, Silvestro, & Wallace, 1960). Similar concerns were noted in the 
1970 report of the Air Traffic Controller Career Committee (Corson, Bernhard, Catterson, 
Fleming, Lewis, Mitchell, & Ruttenberg, 1970). High field attrition rates caught the attention of 
the U.S. Congress in 1975, resulting in a hearing and Congressional recommendations on how to 
reduce such losses (Selection and Training of FAA Air Traffic Controllers, 1975). Training 
attrition rates were a significant concern all through the 1980s as the FAA rebuilt the controller 
workforce following the 1981 strike by the Professional Air Traffic Controller Organization 
(PATCO) (U.S. General Accounting Office, 1986, 1987). 

 
A central idea over the past 50 years is that training attrition rates can be “…solved or 

reduced by developing a realistic selection program for controllers” (Davis, et al.). Similarly, the 
U.S. Congress found in 1975 that the “[T]he selection process for admission to the ATC program 
is inadequate to predict with reasonable accuracy the selectees’ potential for successfully 
completing the training program” (Selection and Training of FAA Air Traffic Controllers).  From 
1961 through 1975, the FAA used a one-stage selection process based on prior experience and 
education and placed new controllers into Academy training. Aptitude testing was incorporated 
into the selection process in 1963. Initial training was conducted at the FAA Academy on a 
pass/fail basis but without any explicit intention to eliminate or “screen out” new controllers. 
From 1976 through 1992, the FAA used a two-stage selection process with the expectation of a 
lower attrition rate in field training. The first stage was aptitude testing of applicants. The second 
stage of selection was “screening” at the FAA Academy where the explicit intent was to “screen 
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out” those new controllers unlikely to succeed in field training. The “screening” component was 
incorporated into FAA Academy training in 1976 at the specific direction of the U.S. Congress 
(see the recommendations in Selection and Training of FAA air traffic controllers, 1975) and 
was especially prominent during the post-strike recovery period (see Broach, 1998). In the period 
2005 to 2010, FAA reverted to a one-stage selection process based on a computerized aptitude 
test battery and training at the FAA Academy was conducted on a “pass/pass” basis. The 
question addressed in this review is to what degree attrition rates in field training varied over this 
50-year interval (1960–2010) as the controller selection process changed. It is important to note 
that the training for each cohort reflected the technology, procedures, and traffic of that time 
period. 

 
Method 

 
Historical data on selection and training were extracted from FAA reports and databases 

maintained for research purposes at the FAA’s Civil Aerospace Medical Institute (CAMI) for 
five non-overlapping cohorts (Table 1). Attrition rates in Academy and new hire field training 
were calculated from these primary sources. Descriptions of the selection process used for each 
cohort and FAA Academy training programs (Table 2) were also extracted from these and other 
sources such as training documentation. 

 
Table 1 
Primary ATCS data sources by cohort 
Cohort N Source 
1960 – 1963 1,741 Cobb, et al. 1972 
1968 –1970 4,094 Cobb, et al, 1972 
1981 –1985 13,533 CAMI Post-Strike ATCS Tracking Database 
1986 –1992 14,392 CAMI Post-Strike ATCS Tracking Database 
2005 – 2010 6,158 CAMI Next Generation ATCS Tracking Database 

 
Attrition and retention rates were computed as follows for each cohort. Attrition from 

FAA Academy training (Academy Attrition Rate) was computed as the ratio of Academy losses 
(failures and withdrawals) to total entrants into the Academy for a given cohort. Attrition in field 
training (Field Training Attrition Rate) was computed as the ratio of losses from new hire field 
training (excluding deaths) to the number of persons (developmentals) entering new hire field 
training after completion of the FAA Academy. Total attrition (Net Attrition Rate) was computed 
as the ratio of the sum of Academy and field training losses to the total number of entrants into 
the Academy at the start of the training process. Persons with prior ATC experience hired at 
higher grade levels and placed directly into field ATC facilities (bypassing the FAA Academy) 
were excluded from this analysis of attrition rates. 
 

Results 
 
Historical Academy, field training, and total attrition data and rates by option and 

combined are presented in Table 3 for persons hired into the FAA Academy by year (or time 
period) and cohort. The combined (both options) Academy and field training attrition rates are 
illustrated in Figure 1.  
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Table 2 
Summary description of selection and Academy training 1960–2010 
Cohort Selection Academy 
1960–1963 Prior education & experience 

No aptitude testing 
No maximum age at entry 

By option, pass/fail 
8-weeks (for both options) 
No explicit screening 

1968–1970 Prior education & experience 
Aptitude testing for GS-5/7 
No maximum age at entry 

By option, pass/fail 
8.5 weeks 
No explicit screening 

1981–1985 Aptitude testing (OPM test) 
Top-down hiring based on score 
Maximum age at entry of 31 

By option, pass/fail 
11 weeks En Route (Fundamentals & 
Non-radar) 
15 weeks Terminal (Fundamentals, 
Tower, Non-radar) 
Explicit screening 

1986–1992 Aptitude testing (OPM test) 
Top-down hiring based on score 
Maximum age at entry of 31 

Combined, pass/fail 
9 weeks 
Explicit screening 

2005–2010 Aptitude testing (AT-SAT) 
Hiring based on score bands 
(Qualified, Well Qualified, 
determined by AT-SAT score) 
Maximum age at entry of 31 

By option, pass/pass 
17 weeks En Route (Basics, En Route) 
13 weeks Terminal (Basics, Tower) 
No explicit screening  
 

 
Inspection of the data in Table 3 and as illustrated in Figure 1 suggests that the Field 

Training Attrition Rate varied less across time than did the Academy Attrition Rate. The 
Academy Attrition Rate spiked at over 40% for the 1981–1985 and 1986–1992 cohorts hired after 
the 1981 PATCO strike. In contrast, the Field Training Attrition Rate is flatter across years, 
varying 19 to 32% across both options and cohorts, even during the post-strike recovery period. 
The attrition rates by option (Table 3) follow the same pattern with large variations in Academy 
Attrition Rate as second-stage “screening” was introduced for the post-strike cohorts and then 
eliminated for the 2005–2010 cohort. 

 
One might expect that removal of the “screening” component of the Academy training 

program might result in a higher Field Training Attrition Rate in subsequent years. But as shown 
in Figure 1 (and in Table 3 by option), the combined Field Training Attrition Rate did not 
dramatically increase for the 2005–2010 cohort following removal of the “screening” element in 
FAA Academy training. The En Route Field Training Attrition Rate for 2005–2010 (28%) is 
very comparable to the 1986–1992 En Route Field Training Attrition Rate of 27%. However, the 
Terminal Field Training Attrition Rate for the 2005–2010 cohort of 29% is approximately triple 
the 1986–1992 Terminal attrition rate of 9%. The increase in Terminal Field Training Attrition 
Rate might be attributable to the elimination of “screening” at the FAA Academy. However, 
other explanations such as changes in new hire aptitude, prior ATC experience and education 
and changes in field training rigor might be possible and should be evaluated. 
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Figure 1. Academy and field training attrition rates for combined options by cohort 
 

Discussion 
 
Attrition in field training is a significant and persistent concern for the FAA and its 

stakeholders. For many years, “better” first-stage selection and explicit second-stage “screening” 
at the FAA Academy were held out as key methods for reducing field attrition. One might expect 
field training attrition rates to decrease with the introduction of second-stage “screening” at the 
FAA Academy over time. No such consistent decline is apparent. On the other hand, elimination 
of second-stage “screening” might be expected to result in higher field training attrition rates. 
This seems to be the case in the Terminal but not in En Route option for the 2005–2010 cohort. 

 
While a selection process is needed for practical (and legal) reasons, it does not appear 

that first-stage selection and second-stage screening will necessarily reduce the new hire Field 
Training Attrition Rate. Rather, the relationship appears to be complex, and organizational 
circumstances, candidate characteristics, technology, and traffic might play significant roles. 
Furthermore, while selection and screening processes are reasonably well documented, the field 
training process itself is less well documented. Field training is conducted within a framework 
established by the ATCS technical training order (FAA, 2015) but is necessarily decentralized 
and facility-specific. Future research should explore in greater depth historical circumstances for 
each cohort and the interplay between selection, screening, and especially the field training 
process itself to better understand the dynamics of controller attrition. 

 
545



Table 3 
Historical ATCS hire, attrition, and retention data by cohort and option 

Cohort1 

N 
Enter 

Academy2 

N 
Academy 

Loss 

Academy 
Attrition 

Rate 

N 
Academy 

Pass 

N 
to 

Field3 

N 
Field 

Training 
Loss 

Field 
Training 
Attrition 

Rate 
N 

Retentions4 
N 

Losses 

Net 
Retention 

Rate 

Net 
Attrition 

Rate 

En Route Option 
60–62 1,008 323 23% 685 685 229 33% 456 552 45% 55% 
68–70 3,159 565 18% 2,594 2,594 640 25% 1,954 1,205 62% 38% 
81–85 8,536 4,073 48% 4,463 4,461 1,629 37% 2,832 5,702 34% 66% 
86–92     4,732 1,237 26% 3,495    
05–10 2,753 49 2% 2,704 2,704 763 28% 1,941 812 71% 29% 

Terminal Option 
60–63 733 153 21% 580 580 117 20% 463 270 63% 37% 
68–70 935 180 19% 755 755 94 12% 661 274 71% 29% 
81–85 4,997 1,607 32% 3,390 3,384 590 17% 2,794 2,198 56% 44% 
86–92     3,298 308 9% 2,990    
05–10 3,405 35 1% 3,370 3,370 967 29% 2,403 1,002 71% 29% 

Combined Options 
60–63 1,741 476 27% 1,265 1,265 346 27% 919 822 53% 47% 
68–70 4,094 745 18% 3,349 3,349 734 22% 2,615 1,479 64% 36% 
81–85 13,533 5,680 42% 7,853 7,844 2,478 32% 5,373 8,160 40% 60% 
86–92 14,392 6,243 43% 8,149 8,030 1,545 19% 6,485 7,788 45% 54% 
05–10 6,158 84 1% 6,074 6,074 1,730 28% 4,344 1,814 71% 29% 
Notes: 160–62=1960–1962; 68–70=1968–1970; 81–85=1981–1985; 86–92=1986–1992; 05–10=2005–2010 
 2Hires into FAA Academy only, excludes hires direct to facilities; Losses are withdrawals and failures 
 3Numbers passing Academy and number reporting to field facilities are sometimes less due to no shows at the facility. “No 

shows” are not included in the calculation of field training attrition and net retention and loss rates 
 4Number of retentions (achieved Full Performance Level or Certified Professional Controller or still in training to be consistent 

with Cobb, et al., 1972) at 1st facility only; Losses are those that failed or transferred before completing field training at the 1st 
facility (excluding only deaths) 
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Systems Theoretic Process Analysis (STPA) is a new hazard analysis method 
developed at MIT to address a broad range of accident causal factors including 
dysfunctional interactions among components, design flaws, and requirements 
problems. This paper presents a new extension for analyzing human interactions 
with automation and understanding why unsafe behaviors may appear appropriate 
in the operational context. The extension is demonstrated by applying it to pilot 
control of aircraft pitch control during stall recovery using scenarios from the Air 
France 447 accident. 
 
On May 31, 2009, Air France flight 447 was scheduled to fly to Paris from Rio de 

Janeiro. Tragically, the A330’s pitot tubes became clogged with ice during the transatlantic 
flight, causing inconsistent airspeed indications and the disconnection of the autopilot system. 
These events in the cockpit, combined with environmental conditions, led to intense pilot 
confusion. The ensuing interactions between the pilots and the aircraft sent the plane into an 
aerodynamic stall, which went undetected until the plane plunged into the ocean. Two hundred 
sixteen passengers and twelve crewmembers were killed.  

 
Following the accident, the French Accident Investigation Bureau (BEA, 2012) released 

a thorough investigation into the causes of the accident, including a human factors perspective 
into the pilots’ behavior. This analysis provided the aviation industry with valuable information; 
however, it cannot undo the tragedy that occurred. In order to effectively prevent future 
accidents, it is necessary to perform both hazard analyses and human factors investigations 
during design and early development. In this paper, we demonstrate a method for incorporating 
human factors into the hazard analysis process by expanding upon an existing technique.  

 
Systems-Theoretic Process Analysis (STPA) is a hazard analaysis technique designed to 

capture not only accidents which result from component failures, but also accidents which result 
from design flaws and unsafe interactions (Leveson, 2012). STPA is well-suited for analyzing 
complex systems, but it does not provide guidance specific to humans. A new extension to the 
STPA method, “Engineering for Humans”, was recently developed to provide guidance early in 
the design process and address human interactions in the system (Thomas and France, 2016). 
This paper demonstrates how the new extension can be applied in an aviation context to 
understand pilot behavior. To demonstrate the relevance of this method to the aviation domain, 
we apply STPA to the process of aircraft pitch control during an aerodynamic stall and show 
how the Engineering for Humans extension could be used to identify factors involved in the fatal 
Air France 447 accident. 
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Systems Theoretic Process Analysis 
 

STPA begins with the identification of relevant high-level system accidents: any 
undesired or unplanned event that results in a loss. Next, high-level system hazards are 
identified: the system states or set of conditions that, together with a particular worst-case 
environmental conditions, will lead to an accident (loss). For example “aircraft collides with 
terrain” is the system accident we will be concerned with in this paper, and the system hazard 
which could lead to that accident is “loss of lift during flight,” which may occur due to 
inadequate speed or excessive angle of attack.  

 
Once the system accidents and hazards are identified, the analyst must draw the safety 

control structure. Figure 1 below shows the safety control structure for this system, which 
includes the control actions and feedback between entities in the system.  

 

 
Figure 1.  
Safety control structure for pilot interactions with aircraft. Note that for the purposes of this paper, a 
simplified and abstracted depiction of basic pilot controls can be used. 
 
STPA has two main analysis steps. The first step examines how each control action in the system 
could cause a hazard. These unsafe control actions or UCAs, shown in Table 1, must fall under 
one of the four categories included as column headings.  

 
549



 
Table 1.  
Examples of Unsafe Control Actions (UCAs) for the Control Action “Increase Pitch.” 
 
Control 
Action 

Not Providing Control 
Action Causes Hazard 

Providing Control 
Action Causes Hazard 

Wrong Timing  
or Order 

Stopped Too Soon or 
Applied Too Long 

 
Increase 
Pitch 

 
UCA-1: PF does not 
increase pitch when 
aircraft is at risk of 
collision with terrain. 

 
UCA-2: PF increases 
pitch while the aircraft 
is in a stall or 
approaching a stall. 

 
- 

 
UCA-3: PF increases pitch, 
but stops too soon before 
reaching the target pitch. 
 
UCA-4: PF continues to 
increase pitch too long when 
doing so exceeds the safe 
flight envelope. 
 

Notes. “PF” refers to the pilot flying. UCA-2 is used for additional examples later in this paper. 
 

The second step of STPA is where causal scenarios related to the UCAs are identified. 
The new STPA extension, Engineering for Humans, provides a process to anticipate and explain 
why humans might provide these unsafe control actions. This process is summarized in the next 
section.   
 

 
Method 

 
The new extension uses the human controller model depicted in Figure 2 below.  

 

 
Figure 2.  
Extended model of the human controller.  
 
 In this model, the Control Action Selection stage explains why a particular control action 
may be chosen by considering factors such as the operator’s goals and other tasks that may 
compete for priority. Whether an action is skill, rule, or knowledge-based (Rasmussen, 1982) is 
also an important aspect of this stage of the model.  
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The Mental Models stage captures various human beliefs about the outside world. First, 
the Mental Model of Process State reflects the operator’s awareness of software modes and the 
current state of operation. Incorrect mental models of process state may result from automatic 
mode changes, or progression of a controlled process to the next stage without feedback to the 
operator. The Mental Model of Process Behavior describes the operator’s expectations for how 
the system will behave in a particular mode or stage of operations, and includes cause and effect 
relationships between the operator’s actions and the system’s behavior. Lastly, the Mental Model 
of the Environment includes factors outside the operator’s control, including the behavior of 
other controllers and the novelty or variability of the environment. 

 
Finally, this model requires the analyst to consider the source of mental models, 

including both how they are formed and how they are updated in response to change. Factors 
such as the salience of the change and the operator’s expectations influence how likely that 
change is to be sensed (Wickens, Helleberg, Goh, Xu, & Horrey, 2001). In this stage we may also 
consider how factors such as time pressures and limitations of human attention may lead to the 
formation of incomplete or incorrect mental models.    
 

Results 
 

 The output of the new extension is a set of scenarios for each UCA that explain why that 
action may have appeared logical to the human operator in context. These scenarios can be 
written in a paragraph or outline format and summarize the systemic factors that could contribute 
to the operator’s behavior. The new extension also provides a way to illustrate the scenarios in a 
graphical format, at shown in Figure 4. 
 

 
Figure 3. 
Graphical depiction of a scenario based on events of the Air France 447 crash.  
 
 In Figure 3 above, a scenario is depicted graphically to show its relationship to each 
aspect of the new human controller model. The Unsafe Control Action in this figure is UCA-2: 
PF increases pitch while the aircraft is in a stall. Why in the world would a pilot do that? The 
first part of the model, the Control Action Selection, explores factors like pilot goals—as 
explained in the previous section. For example, the pilot may believe manual control will be 
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easier at a higher altitude, where he knows the skies are clearer. The next stage, the Mental 
Models, explores pilot beliefs. For exmaple, the pilot may believe it is safe because he thinks the 
aircraft is not in a stall, is operating under normal law, and flight envelope protections will 
prevent him from stalling the plane. The last stage, the Mental Model Updates, explores how the 
pilot interprets information and updates (or doesn’t update) their mental model. For example, due 
to inadequate training in high altitude stalls, he does not expect one to occur, and thus does not 
recognize the turbulence he is experiencing as part of a stall. 
 
 In the case of Air France flight 447, the pilots were faced with the sudden disconnection 
of the autopilot system, as shown in the scenario above. Lacking accurate speed information, 
they did not realize that they were at risk for a stall, proceeding to climb and even decrease 
speed. They realized too late that normal law, which provides flight envelope protections, was no 
longer in effect and the aircraft was operating under alternate law, which permitted the unsafe 
pitch inputs. The pilots may have been able to recover from an incident involving any of these 
factors alone, but it was the combination of the cockpit and stimuli, their beliefs about the 
system, and the circumstances influencing their decisions that ultimately led to the accident.  
 

The scenario shown in Figure 3 is just one of many potential ways that an accident could 
occur. Other scenarios related to pitch input could lead to different accidents, and the method 
demonstrated here provides a systematic way of identifying such scenarios so that proactive 
efforts can be made to eliminate the factors that contribute to accidents. For example, the 
scenario in Figure 3 may suggest a need to more conspicuously indicate shifts from normal law 
to alternate law, or to improve training in high altitude stall procedures. Using STPA as a design 
tool, rather than a means of understanding causes of an accident after the fact, allows engineers 
and company management to make proactive decisions to improve safety. 
 

The advantage of this extended STPA method is that it prompts the analyst to consider 
not only the different components of the operator’s mental model, but also how that model is 
formed and what impact it has on decisions. While other models may provide a more nuanced 
view into human cognition (eg. Rasmussen, 1982; Endsley, 1995; Wickens, 1992), this model is 
deliberately simplified so that it can be used by industry practitioners without an extensive 
background in psychology or human factors. Those who do have such a background can also use 
this method to elicit their knowledge and experience in detailed topics such as sensation, 
perception, learning, and decision making while ensuring their explanations are structured in a 
way that is accessible to engineers and practitioners of all backgrounds. This model can thus be 
used as a common framework to talk about human automation interactions during system design 
and early development efforts.  
 

Conclusions  
 

STPA is a valuable hazard analysis technique with applicability across domains, and the 
new Engineering for Humans extension proposed in this paper provides additional guidance for 
analyzing human-automation interactions within the context of the larger system. When used to 
examine aircraft pitch control during an aerodynamic stall, the new extension can be used to 
model scenarios from the tragic Air France 447 crash. This new model provides a framework for 
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understanding and anticipating human behavior during the design process, which is necessary to 
prevent such tragic accidents in the future. 
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This paper proposes a methodology for human-robot function allocation for future manned space 
exploration missions that uses fast-time computational simulation. Dynamics of taskwork and 
teamwork often result in emergent work patterns that are difficult to predict from static analysis of 
function allocations. We model the dynamics of taskwork and teamwork and demonstrate our 
approach through a case study that explores the function allocation design space for an on-orbit 
maintenance mission involving humans and various robots. The case study highlights the 
method’s ability to predict possible concerns associated with limited availability of physical 
resources, action interdependencies, and communication requirements with possible time delays, 
and shows the influence of work dynamics on mission performance.  
 

 Communication delays associated with future manned exploration missions are on the order of tens of 
minutes. These delays no longer allow for ground-centered concepts of operation in which the locus of control lies 
with the mission control center; instead, there is a requirement to shift autonomy from the ground to astronaut 
crewmembers. In this context, crew autonomy refers to the crew’s ability to make decisions and execute tasks 
independently from ground control. NASA envisions robots to play a large role in this higher crew autonomy. 
 Function allocation is the process of distributing tasks over multiple agents and comprises two dimensions: 
allocation of authority and responsibility. Authority is the notion of which agent is executing a task. Responsibility 
denotes which agent is accountable for the outcome of a task. Function allocation for manned space flight operations 
poses several unique challenges: (1) due to communication delays the mission crew can no longer rely on ground 
support; (2) there is limited availability of resources (i.e., consumables and tools); and (3) the environment is 
unfamiliar and extremely hazardous. Possible concerns associated with these challenges are, amongst others, long 
idle times for some agents as they wait for others to complete tasks, excessive communication required between 
agents, and high taskloads. Thus, there is a need for design methods that can objectively evaluate human-robot 
function allocations.  
 In the space domain, earlier work on evaluation of function allocations ranges from descriptions of a 
method for optimizing cost or reliability in human-robot teaming (Shah, Saleh, Hoffman, 2007) to 1-g full-scale 
testing of different function allocations in a space assembly task (Rehnmark, Currie, Ambrose, Culbert, 2004). One 
of the difficulties in evaluating function allocation is that the interplay of availability of resources, interdependencies 
of tasks, and communication requirements with possible time delays results in emergent work patterns that are 
difficult to predict from static analysis of function allocations. Therefore, function allocation evaluation methods 
should account for the dynamics of both the taskwork conducted by a team and the teamwork within the team.  
 This paper applies a fast-time computational simulation framework called Work Models that Compute 
(WMC) to evaluate human-robot function allocations for manned space flight operations. The focus of this paper is 
on the modeling and simulation of the dynamics of the team’s taskwork and teamwork. A case study demonstrates 
simulation of the work dynamics for various function allocations for an on-orbit maintenance mission, highlighting 
the ability of this method to predict potential concerns. 
 

Computational Simulation Framework 
 WMC is a computational simulation framework that can evaluate function allocation options. The 
framework has previously been used for analyzing and synthesizing function allocation in the air traffic management 
system (Pritchett, Bhattacharyya, & IJtsma, 2016) and between the pilot and the autoflight system in the flight deck 
(Pritchett, Feigh, Kim, 2014a; Pritchett, Feigh, Kim, 2014b). Work dynamics are modeled in WMC through three 
inter-acting types of models: agent models, resources, and actions.  
 Information and physical entities in the work environment are modeled as resources. Information resources, 
are represented computationally as variables. Physical resources, such as tools or spacecraft components, are 
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modeled by computational structures defining attributes important to their use, including containing information on 
the resource’s location, current “ownership” by an agent, and availability. 
 Actions are standalone descriptors of the work that is being performed. Each action has an attribute that 
defines the interaction with the environment through three types of relationships with resources: (1) an action gets an 
information resource, thereby retrieving information from the environment; (2) an action sets an information 
resource, corresponding to changing information in the environment; and (3) an action uses a physical resource, 
similar to using a tool in real-life. 
 Agent models do not contain descriptors of specific work activities.  Thus, by modeling the actions outside 
of the agent models, new function allocations can be easily tested by differing assignments of actions to agents 
during run-time. The agent model then takes in the action it is assigned and executes it. WMC can use any type of 
agent model that is deemed appropriate for the analysis as long as it meets the computational interface standard of 
accepting calls from the simulation framework to execute the actions it is passed during run-time.  Examples of 
agent models currently used in WMC are a perfect agent that can execute all tasks instantly and perfectly, and a 
more-extensive model that also adds elements of task management, delaying and interrupting actions when its 
assigned taskload reaches limits. 
 The interplay of the three types of models determines the work dynamics.  Agents influence the work 
dynamics through how they manage them, such as methods for task management.  The duration of an action can be 
contingent on the agent executing it (e.g., robots typically take longer to complete an action than a human). Physical 
resources can be used by only one action at a time: When an action requires a physical resource that is not available 
at the scheduled action time, WMC will delay the action until all the required resources are available. Finally, 
actions influence the work dynamics through their interdependencies, which are modeled through actions scheduling 
follow-up actions. Actions can be scheduled to occur immediately after one action has been completed, or can be 
scheduled at a later time. Additionally, the modeler can specify the action’s own update cycle, through which the 
action can dynamically determine its own required next execution time. 
 This format allows simulation of both taskwork (i.e., the work inherently required to fulfill mission 
objectives, regardless of function allocation), and the teamwork that is implicitly or explicitly required to coordinate 
the taskwork for any given function allocation.  When allocating the taskwork to agents in terms of authority and 
responsibility, WMC will automatically engender teamwork actions that are required by an authority-responsibility 
mismatches. This mismatch occurs when one agent is authorized to perform an action but a different agent is 
responsible for the outcome of that action (Woods, 1985). Mismatches are common when allocating authority to 
robotic agents, as they typically cannot be held accountable for action outcomes and a human is therefore required to 
verify whether the action has been completed to standard. This required teamwork is modeled in the form of 
monitoring and confirmation actions. Monitoring is a parallel action in which the responsible agent observes the 
authorized agent during the execution of the main action. Confirmation is a subsequent action in which the 
responsible agent confirms the successful execution of the main action after it has been executed. The authorized 
agent needs to wait for confirmation before it can continue with its next action. These monitoring and confirmation 
actions emerge as the work progresses, and themselves can impose significant taskload on agents. 
 WMC assesses several metrics of the function allocation. Logging of the action execution times and 
duration for each agent captures the total time required to perform the mission, as well as the taskload imposed on 
each agent.  Likewise, logs of physical interaction capture when an agent performs an action that requires a physical 
resource that has last been used by another agent implying the need for an exchange of physical resources. Similarly, 
cognitive interaction is logged when one agent gets an information resource that has earlier been set by another 
agent, reflecting the transfer of information between the two agents.  
 

Case Study 
 To demonstrate the methodology, we analyze several function allocation options for an on-orbit 
maintenance mission involving several robots and human astronauts. The goal of the on-orbit maintenance mission 
is to inspect and, whenever necessary, repair three exterior panels on the spacecraft. The agent included in the 
analysis are an extra-vehicular astronaut (EV), an intra-vehicular astronaut (IV), a Remote Manipulator System 
(RMS), two Robonaut robots, and a Mission Control Center (MCC) agent. The agents are modeled with a simple 
performance model that can only execute one action at a time, except for monitoring and confirmation actions for 
which there is no taskload limit. Physical resources in the scenario include, amongst others, toolsets to conduct the 
inspection and perform necessary repairs (usually two), five panels (three that need to be inspected and two backup 
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panels that can be used for repair) and a Portable Life Support System (PLSS). Information resources include 
information on the panels that need to be repaired and information on confirmation by a responsible agent. 
 The first two columns of Table 1 show the decomposition of the required taskwork into functional blocks 
and actions.  Columns 3-6 show four different function allocation (FA) options in terms of authority/responsibility; 
FA1 and FA2 are reasonably attainable with current robotic capabilities, and FA3 and FA4 may be possible with 
future robotic capabilities. To demonstrate the effect of resources on work dynamics we additionally simulate an 
altered version of option FA4 in which there is just one instead of two toolsets.  Responsibility for actions that are 
executed by robots is usually allocated to the IV astronauts, engendering monitoring actions, although FA4-B 
examines the impact of giving responsibility to the MCC engendering confirmation actions, an allocation impacted 
by an assumed 10 second communication delay. The EV astronaut is responsible for his/her own actions.  
  
Table 1.  Candidate function allocations for the on-orbit maintenance scenario. 
 

Functional blocks Actions Current capabilities Future day capabilities 

  FA1 FA2 FA3 FA4-A FA4-B 

1. Exit dock 1.1 Prepare EV/EV EV/EV EV/EV Robo2/ IV Robo2/MCC 
1.2 Leave dock EV/EV EV/EV EV/EV Robo2/ IV Robo2/MCC 

2. Traverse 2.1 Traverse EV/EV EV/EV EV/EV Robo2/ IV Robo2/MCC 

3. Inspect panel 
3.1 Get inspection tools EV/EV EV/EV Robo1/ IV Robo2/ IV Robo2/MCC 
3.2 Apply inspection tools EV/EV EV/EV EV/EV Robo2/ IV Robo2/MCC 
3.3 Store inspection tools EV/EV EV/EV Robo1/ IV Robo2/ IV Robo2/MCC 

4. Repair panel 

4.1 Get repair tools EV/EV EV/EV Robo1/ IV Robo1/ IV Robo1/MCC 
4.2 Get new panel EV/EV RMS/IV RMS/ IV RMS/ IV RMS/MCC 
4.3 Remove broken panel EV/EV EV/EV EV/EV Robo1/ IV Robo1/MCC 
4.4 Emplace new panel EV/EV EV/EV EV/EV Robo1/ IV Robo1/MCC 
4.5 Dispose of broken panel EV/EV RMS/ IV RMS/ IV RMS/ IV RMS/MCC 
4.6 Store repair tools EV/EV EV/EV Robo1/ IV Robo1/ IV Robo1/MCC 

5. Enter dock 5.1 Enter dock EV/EV EV/EV EV/EV Robo2/ IV Robo2/MCC 

 
Results 

 Figure 1 shows the time trace of the actions for function allocation option FA1. With just one agent, the 
EV, performing all the work, this manifests as a linear sequence of the actions. From left to right, the agent first 
prepares and leaves the dock, then traverses to the first panel, inspects it and continues to the next panel. Inspection 
of the second panel shows it needs repair and the agent thus gets a new panel and swaps it with the damaged panel. 
After also repairing the third panel, the agent returns to the dock. This function allocation has zero idle time, no 
interaction between agents and no monitoring requirements. 
 Figure 2 shows the time trace for option FA2.  Some actions can occur simultaneously; the RMS can get a 
backup panel while the EV prepares the tools and start removing the broken panel. Then, the RMS can dispose of 
the broken panel while the EV installs the backup panel. The parallel occurrence of the actions reduces the total 
mission time.  However, because the two processes are not perfectly synchronized, the RMS frequently needs to 
wait for the EV, reflected in the increased idle time as compared to FA1.  Also, divvying up the tasks in this way 
requires physical interaction between in the agents, in this case the backup panel is first being “used” by the RMS 
and then transferred to the EV. Similarly, the broken panel is transferred from the EV to the RMS. Finally, the IV is 
responsible for the RMS’s operation and thus needs to monitor the task progress, with idle times in between. 
 The simulation results for FA3 are shown in Figure 3. Off-loading the tasks from EV to Robonaut does not 
result in a notable decrease in mission time, mostly because the interdependencies between their actions do not 
allow for parallel execution. For example, inspection cannot start before the inspection tools have been prepared. 
Additionally, this FA requires notable physical interaction between the Robonaut and EV to interchange tools. 
 Figure 4 shows the result for option FA4-A in which a Robonaut performs panel inspection and a second 
Robonaut performs repair actions, in coordination with RMS.  The actions for inspection and repair are fairly 
independent, and, thus, having them executed by different agents can notably decrease mission duration. 
Additionally, these actions being standalone and comparable in duration results in a reduction in the total idle time 
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and the required number of physical resource exchanges. However, with multiple robotic operations occurring in 
parallel, the IV experiences a high monitoring load. 
 The constraints imposed by physical resources are clearly shown in the differences between FA4-A with 
two toolsets (Figure 4) versus FA4-A with one toolset (Figure 5). With two toolsets, repair and inspection can be 
performed in parallel, whereas sharing one toolset between multiple agents results in agents waiting for each other. 
The sharing of the toolset also increases the required number of physical resource exchanges. 
 Finally, Figure 6 shows the time trace for FA4-B, which has MCC responsible for all robotic operations. 
Here, the authority-responsibility mismatch was assumed to be addressed through confirmation actions, since the 10 
second delay in the MCC’s receipt of any portrayal of the execution of the action would obstruct real-time 
monitoring.  From the time trace it is clear that the required confirmation actions together with the communication 
delay result in an inefficient function allocation with long idle times. It does, however, alleviate the monitoring load 
of the IV, who is now available for other tasks. High confirmation taskload for MCC may not be a problem as MCC 
can easily increase capacity through (comparably) unlimited human resources.  
 

Conclusions & Future Work 
This paper described the modeling and method for evaluating function allocation options for future manned 

space flight. We argue that the benefit of using computational simulation is its ability to identify emergent work 
patterns that might go unnoticed when applying static analysis methods. Insight in the emergent interplay between 
agents, the availability of resources and interdependencies of actions can help the designer make more informed 
trade-offs in the function allocation process. The case study highlights our approach to simulating the dynamics of 
taskwork and teamwork and the major influence it can have on the system’s performance. 
 Beyond the initial evaluation provided here, the simulation framework can be applied throughout the 
process of designing function allocations. Identifying the emergent patterns and steering design decisions based on a 
good understanding of the implications of function allocation options will ease the design process in later stages. 
Although we intend to extend our case study with more accurate and elaborate task decompositions, we also believe 
there is a benefit in modeling coarser tasks and simulating them in WMC to gain higher-level insights before 
breaking down the tasks into smaller subtasks. WMC can be used in an iterative process in which identification of 
the required taskwork and teamwork is updated based on results from the computational simulation and vice versa. 

In the future we plan to extend the WMC architecture to simulate the dynamics of taskwork and teamwork 
in greater detail and at higher levels of fidelity, supporting the later, more detailed evaluations of function 
allocations and the procedures and mechanisms supporting them. We will additionally consider new teamwork 
actions between robots and humans that are of interest to function allocation designers, particularly focusing on the 
differences in capabilities of robots and humans and the consequences thereof on the required teamwork.  
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Figure 1. Function allocation option 1 (FA1) with EV astronaut performed all of the work. 

 
Figure 2. Function allocation option 2 (FA2) with RMS handling panels. 

 
Figure 3. Function allocation option 3 (FA3) with RMS handling panels and Robonaut managing tools. 
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Figure 4. Function allocation option 4 (FA4-A) with Robonaut1 doing inspection, Robonaut2 & RMS doing repair. 

 
Figure 5. Function allocation option 4 (FA4-A) with only one toolset, shared by the agents, for inspection and 
repair. 

 
Figure 6. Function allocation option 4 (FA4-B) with MCC being responsible for robotic operations. 
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Non-normal events, in particular system failures with serious operational impact 
are rare in flight operations. These events are not always easy to handle by flight 
crews. The aim of the performed study is to determine where in this process 
potential issues may lie. Ten incident reports are studied using a newly developed 
operational issue analysis framework. The framework is used to determine 
whether and how the current interfaces communicate the initial functional impact 
and functional impact delayed in time. Additionally, results from pilot interviews 
are presented which identified three phases of non-normal event handling: fault 
detection, fault management and strategic planning. Analysis of the ten cases 
shows that current alert systems are mainly supporting the first two phases while 
the strategic planning phase, requiring higher level functional information 
integrated into the operational context as well as failure impact later in time, is 
relying almost entirely on pilot knowledge and reasoning.  
 
Flight deck alerting systems have changed considerably in the past decades. The dials and 

warning lights used in the first generation airplanes were replaced by a centralized 
alphanumerical alert readout device, which presents descriptive text messages that are 
categorized by system and criticality (Veitengruber, 1978). More information and automation is 
provided than ever before. Although computerization changed the way alerts are presented, the 
fundamental concept of alerting has not changed and alert messages still largely refer to states of 
physical components or functions that were previously performed by a physical component. 
Several recent studies indicate that non-normal events are not always handled as desired, and 
procedures do not always provide sufficient guidance (Burian, et al., 2005). Difficulties can arise 
especially during failures involving interconnecting and automated systems (Singer & Dekker, 
2000). The unchanged alerting approach, the shift of the pilot’s role to an exception handler and 
manager of automated resources (Sarter, 1997) and the increased complexity of airplanes 
(Hasson & Crotty, 1997), may introduce various human performance issues. Current alerting 
systems present malfunctions to the flight crew as a list of messages that present physical 
information describing the status of individual systems, often physical components such as 
pumps, computers or valves. Lintern, Waite and Taller (1999) argue that the human-performance 
issues are not caused by the amount of presented information nor the complexity of the systems, 
but are mainly caused by the type of information that is presented. Multiple researchers confirm 
that flight decks lack functional information (Dinadis & Vicente, 1999) and that this lack of 
functional information can make handling non-normal events more taxing.   
 

This paper will report on the results of an exploratory study with the goal to identify 
potential human-performance issues related to the current alerting systems and investigate where 
improvements could be possible. For this study 10 non-normal events were analyzed on how the 
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current alerting systems present functional impact of a failure and what human performance 
issues might hinder understanding of the impact of the failure on the airplane.  
 

Method 
 

The Operational Issue Analysis (OIA) framework was developed to analyze incidents and 
accidents regarding potential human performance issues. The basic principle of the framework 
will be explained at the hand of Table 1. 
 

 
First, the initial functional impact of a system failure is determined from the incident 

reports and captured in the first two columns as presented in Table 1. The functions are obtained 
from a high-level functional decomposition, which enables the comparison across different 
alerting systems and airplane system architectures. A functional impact can be classified as either 
a loss, a degradation, a redundancy reduction or no impact. The function-specific flight deck 
effects that may indicate an impact are gathered and they are presented next to the functional 
impact. It can happen that a functional impact is not represented by any flight deck effect. The 
number of impacts without an indication is counted. The presented indications are then analyzed 
regarding the presence of any potential human performance hinders. The human performance 
hinders were obtained from the published Boeing in-house Cockpit-operations Reliability 
Evaluation Worksheet (CREW) (Fucke, et al., 2011). This worksheet is built around the 
Rasmussen’s decision step ladder model. The CREW worksheet lists helps and hinders for all of 
the decision making steps. The OIA framework uses only hinders related to the first three steps, 
i.e. detection, understanding and prioritization, a total of 25 hinders. The latter decision making 
steps require more detailed procedural information, which is outside the focus of this study. 
 

Next, the framework is used to determine how a functional impact delayed in time is 
communicated. This is done by evaluating each cascading failure step in the same fashion as 
before. This provides an indication whether the crew is able to detect repercussions at an early 
stage based on the presented flight deck effects. 

 
The ten cases studied were selected from the Aviation Safety Reporting System (ASRS) 

and incident reports based on the following criteria: a system failure occurred in-flight on 
moderate to highly integrated airplanes and the malfunctions caused a severe operational impact 
delayed in time. The failures originate from a variety of systems. 
 
 Additionally, five experienced flight training instructors were interviewed to understand 
how non-normal events should be handled, what to consider during the event and what 

Table 1 
Operational issues analysis (OIA) framework. 
 Human Performance Hinders  
   Detection Understanding … 

Function Impact Representation #1 #2 #3 #4 #5 
Generate Electricity Lost ´Standby Bus Off’  x  x   

Distribute Fuel Degraded Fuel weight values x x x    
… … …       
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challenges are most typically encountered in operations and flight crew training. The results from 
the pilot interviews were used to assess validity of the findings of the operational issue analysis. 
 

Results 
 

The cases used for the OIA are categorized based on the initially affected function when 
the failure occurred: multiple failure scenarios, i.e. multiple functions are affected at the same 
moment, cases in which the “distribute fuel” function was initially affected, cases in which the 
“electric power generation” function was affected and cases in which the “hydraulic power 
generation” function was affected. The selected cases occurred on a variety of airplane models 
with varying system architectures. First is determined how many of the functional impacts are 
represented by any flight deck effect (FDE), which will be presented as a percentage of the total 
affected functions in Table 2. If there is an indication, the indication is evaluated on the number 
of hinders present. Finally, the cascading steps are analyzed and the percentage of impacts 
delayed in time that are communicated by a flight deck effect is calculated. The results are 
presented per category in Table 2, from which the following main observations can be extracted.  
 

Table 2. 
Hinders identified in showing the initial functional impact and impact delayed in time. 

Case Cases Initial impacts 
with FDE per 

initially affected 
function [%] 

Average # of 
hinders per 

initially affected 
function 

Impacts 
delayed in 
time with 
FDE [%] 

Multiple functions 2 51% 5 51% 
Electric power generation 2 100% 1 - 
Hydraulic power generation  2 100% 0 82% 
Fuel distribution     

- (with alert) 1 100% 1 2% 
- (without alert) 3 100% 8 2% 

 
Not all initial functional impacts are presented by the interfaces. This was observed in 

particular for the multiple failure scenarios in which some impacts were not presented even 
though they were severe. The fact that the flight crew was surprised when detecting an 
uncontrollable engine (ATSB, 2013) (NTSB, 2010) and when there was no response after 
commanding reverse thrust, indicates that the impact of the failure was presented incompletely 
(NTSB, 2010). Furthermore, in one case the crew was not able to detect a loss of the fire 
extinguishing system (ATSB, 2013). The only way these effects could have been detected is by 
using detailed system knowledge.  
 

Fuel leaks are hard to detect on planes that do not have an appropriate fuel alert. The 
crew can detect the initial impact on the fuel function, if no message is presented, only by 
comparing fuel on board figures with the flight plan, which requires mental effort, takes up 
additional time, is performed in large time intervals and is perceived as a lower priority in case 
other alerts are present, e.g., when symptoms appear in a different system. For example oil-
related messages drew the attention of the crew away from routine tasks (GPIAA, 2004). The 
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high number of average identified hinders in these cases confirm this. The planes that have a 
message in place such as ‘FUEL DISAGREE’ (ASRS #1184574), handled a fuel leak without 
difficulty. Hence, these cases are presented separately in Table 2. 
 

The level of degradation can be difficult to determine. In the several cases, failure 
messages that include for example, ‘monitoring fault’, ‘L/G CTL 1 FAULT’ do not provide 
clarity if the system is still functioning. This might be because the messages present only 
physical states, e.g. ‘HYD B+Y SYS LO PR’,’BRAKE TEMP’. The transformation to a higher 
level function needs to be done by the crew in order to determine if the system is still 
functioning.  
 

Mode indications rely heavily on the pilots’ system knowledge. The crew has to 
understand what functions are still supported in a specific mode. As an example the messages 
‘ALT LAW (PROT LOST)’ and ‘EMER ELEC CONFIG’ shall be provided. In these cases, the 
crew may be required to remember what is covered by these modes and what is not, which 
increases mental effort. Difficulties exist in determining what is affected after an electric bus 
failure, since a lot of systems are dependent on these buses and often no clear overview is 
available to the crew. 
 

The amount of presented messages during multiple failure scenarios can be 
overwhelming. In one case it took 50 minutes to obtain a clear overview on what systems were 
inoperative (ATSB, 2013). Hence it can be concluded that it can be difficult to obtain a clear 
overview of all the affected functionalities during failure scenarios that affect multiple sub-
systems. 
 

As Table 2 shows, determining the degradations delayed in time are almost entirely based 
on flight crew reasoning and procedural information. No indications are present that project 
future failure effects. These indications may be valuable for resource systems such as equipment 
cooling and depleting batteries, since they have a severe impact on connected systems.  
 

Identifying the consequences of a system failure turns out to be challenging and often 
relies on flight crew reasoning. Examples of these are; difficulty in determining how the landing 
distance of the plane was affected while considering degraded braking capability and the higher 
approach speed (ATSB, 2013) (NTSB, 2010). Reduced range due to an extended landing gear 
(SUB, 2001). Additional fuel burn due to APU operation and a therefore limited range (ASRS 
#925795, ASRS #854044). And finally, the crosswind limitation due to hydraulic failure (ATSB 
2001). This indicates that deriving functional, context specific information about the airplanes 
capabilities from alert messages can be difficult. The process of determining which parts of the 
mission can be performed without change and which not is one of the most challenging tasks the 
crews face. This was confirmed in the pilot interviews we performed.  
 

Discussion 
 

   Some identified human performance issues could potentially be addressed by introducing 
new messages as was seen by the fuel cases. On the other hand, an increasing number of 
messages may also hinder detection and understanding. 
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The interviews and investigation reports show that handling of a non-normal event can be 

split up in three phases; ‘manage the moment’, ‘fault management’ and ‘strategic planning’ 
phase. The last phase is relatively unsupported by the current interface, this can be concluded 
from the observation that the impact delayed in time is not presented. This finding was 
confirmed in the interviews. Basic impacts on the mission can be difficult to extract from the 
alert messages, e.g. range or landing distance. This process is mainly based on the system 
knowledge and experience of the flight crew. While the majority of the tasks on the flight deck 
fall into the rule-based realm this process remains highly knowledge-based. The integration of 
the system effects into the operating context is complex. This can lead to interpretation errors, 
which can in turn lead to undesired consequences.  
 

Making a diversion decision for example depends largely on aeronautical decision-
making and can be very complex due to the many factors involved. Even clear procedural 
guidance stating that a diversion is needed, e.g. ’Land at nearest suitable airport’ can be 
challenging to follow, as a lot of factors have to be considered to determine whether an airport in 
fact is suitable and what configuration is needed or available for landing. What the effects are of 
a changed configuration has to be determined by the crew, requiring additional interaction with 
on-board systems, performance tables and additional reasoning. In addition go-around 
performance may have to be considered, which leads again to an increase in workload.  
 

As we determined in our pilot interviews, operational issues can often be detected using a 
step-by-step story-telling approach, in which each flight phase is briefed based on what the 
effects are and how to handle the plane differently from normal operating procedures. Obtaining 
information about failure effects, weather, performance data, level of available automation, 
airport navigational aids or other services, is often tedious and can take a lot of time.  
 

While it is understandable that providing improved support of the strategic planning 
phase can be challenging due to the ever changing environment in which an aircraft operates, it 
may be worthwhile looking into better integration of a failure effect with the environment by 
making full use of the current computing capabilities and ways of information exchange. This 
may simplify information integration and decision-making, lead to a reduction in workload and 
the ability to evaluate more options. Further, this could reduce the potential of undesired 
consequences by moving some tasks from the knowledge-based to the rule-based realm. Also, by 
providing a better overview of failure consequences, unnecessary diversions might be reduced. 
These have a significant economic impact in flight operations. 
 

Further, with advancing automation it is likely that the fault management phase may 
become less important altogether as automation will take over more and more of the associated 
reconfiguration tasks. A more integrated support of the strategic management tasks therefore 
appears to merit a priority. 
 

Concluding Words 
 

To date, transforming physical state information into functional availability as well as 
integration with the operational environment requires a high level of reasoning and system 
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knowledge from the flight crews and hence considerable training. The current alerting and 
checklist systems may not always represent the operational effects of a system failure in a way 
that lends itself to ad-hoc understanding. This can lead to undesired consequences. 
Improvements can potentially be made by providing increased interface support for the 
information gathering and integration process. Automated processing of state information and 
relating it to the operational context can likely reduce the complexity of handling non-normal 
events. 
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TASK ANALYSIS OF TWO CREW OPERATIONS IN THE FLIGHT DECK: 
INVESTIGATING THE FEASIBILITY OF USING SINGLE PILOT 

 
Paul Schutte  

US Army - Aviation Development Directorate 
Fort Eustis, Virginia, USA 

 
This paper describes a task analysis of two crew operations in the flight deck in 
Part 121 Operations from gate to gate on a cross country flight. In addition, 
several non-normal scenarios were analyzed.  Literature and operations materials 
were combined to develop the task lists.  A primary source for this study is “An 
Exploration of Function Analysis and Function Allocation in the Commercial 
Flight Domain” by McGuire, et. al. (1991).  Once the tasks were identified, they 
were set to an actually flight time schedule. Each task was assigned to either the 
Pilot Flying (PF) or the Pilot Monitoring (PM) in today’s operations. 
Additionally, tasks were categorized as: discrete or continuous; heads up or heads 
down; simultaneous with other tasks or performed serially; and whether any tasks 
are redundant.  

Introduction 
 
Whether space, ground, or sea, whether military or civilian operations, automation is 

enabling the reduction of humans required to perform a task. While self-driving cars are 
currently most prominent in the headlines, efforts in commercial aviation and in military aviation 
to reduce personnel in the air and on the ground are marching forwards. In 2013, the National 
Aeronautics and Space Adminstration investigated reducing the flight crew on aircraft in Part 
121 operations from 2 to 1. In the military, concepts of operation such as the Optionally Piloted 
Vehicle in the Future Vehicle Lift Army aircraft are looking to allow a two-, one-, or zero-crew 
complement to perform different pilotage and mission duties in a single aircraft platform. The 
Army’s Synergistic Unmanned/Manned Intelligent Teaming effort looks to allow a single human 
mission commander to manage many unmanned and manned aviation assets during a mission.  

 
What is the role of the human in the midst of all this automation? What is the best way to 

integrate increasing automation into current operational environments? The first step in 
answering these questions is understanding the role that the human and the automation currently 
hold. The study described in this paper begins to better understand these roles. Part 121 
operations (see FAA 14 CFR Part 121), is a well documented operational environment that is 
covered extensively by government regulations, aircraft and avionics manufacturers’ procedures, 
and operators (e.g., airlines, cargo handlers) procedures. For this reason, and because the 
commercial market is looking for ways to reduce crew complement, the Part 121, two-crew 
operations was the subject of this study.  
 

The goal of this study was to enumerate all of the flight tasks currently conducted by the 
Pilot Flying (PF) and by the Pilot Monitoring  (PM) in today’s operations. They included 
whether the tasks are discrete or continuous, heads up or heads down, simultaneous with other 
tasks or performed serially, and whether any tasks are redundant.  
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To achieve this goal, literature and operations materials were combined to develop the 
task analysis.  One source is worth mentioning here in the introduction since it provided the bulk 
of the material and served as the starting point for task list development.  This is the report 
entitled, “An Exploration of Function Analysis and Function Allocation in the Commercial 
Flight Domain” by McGuire, et. al. (1991)  This report provides a lengthy and detailed task 
description at a fairly low level of granularity, without being specific to any particular aircraft. 
While this report was created in 1991, it still reflects most of what goes on in the modern flight 
deck. In addition, the “USAirways Boeing B757//767 Pilot Handbook” (2006), Transport 
Canada’s “Multicrew Aircraft Standard Operating Procedures” (Transport Canada, 2014) the 
Aeronautical Information Manual (FAA, 2008), and a task analysis of approach and landing 
(Leiden, 2002) were also used in creating the task analysis.  

 
Four attributes were used to categorize each task in the task analysis. The first attribute 

was task duration: discrete or continuous. The second attribute was whether the crewmember 
performing the task had their ‘heads-up’ (looking at primary flight displays and/or out the 
window) or ‘heads-down’ (e.g., programming the FMS, tuning radios, dealing with systems).  
The third attribute was the type of task being performed: doing (e.g., select, retract, modify), 
communicating (e.g., talking or listening to ATC), observing (e.g., scan, monitor), or cognitive 
activity (e.g., evaluate, consider, compare). The fourth attribute assigned a mission management 
category (aviate, navigate, communicate, or manage systems) to each task. 

 
Despite the thoroughness of these documents, there are still aspects of flight crew tasks 

that were not covered. These are cognitive aspects of a crew’s duties, managing automation 
(automation is generally assumed to be fully functional), task management, and monitoring the 
other crew member.  

 
Flight Crew Roles in Part 121 Operations 

 
A two-person crew consists of a Captain and a First Officer.  The Captain is the final 

authority in the flight deck and responsible for the flight and the First Officer is second in 
command. Two crewmembers on the flight deck provide redundancy, workload distribution, and 
increased monitoring (including monitoring each other). Prior to moving the aircraft from the 
gate and after the aircraft is parked at the gate, duties and tasks are assigned specifically to the 
Captain or the First Officer. Once the aircraft starts to move on the ramp, one crewmember will 
take on the role of Pilot Flying (PF) and the other that of Pilot Monitoring (PM). These roles are 
not assigned specifically to the Captain and First Officer (e.g., the Captain can be the PF or the 
PM) but at least one and only one of the crewmembers must be designated as PF. The PF is 
responsible for operating the controls for taxiing on the ground, and operating the flight controls 
(either manually or through automation) in the air. The PM is responsible for handling 
communications, monitoring the PF, assisting the PF where needed, and monitoring the overall 
situation of the aircraft. In addition, the PM generally handles systems management and 
contingency management.  

 
Results 
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The first step was to develop a timeline of crew tasks. A flight plan from LAX to JFK 
was created for a midsize passenger jet. The flight phases were broken down into three segments: 
Departure, Cruise, and Arrival. Obviously, a significant portion of that is taken up in cruise 
(nearly 5 hours).  During cruise, the duties were fairly constant and the number of tasks was 
relatively low. Based on the roles and responsibilities defined in the handbooks and operating 
procedures, tasks were assigned to either the pilot flying (PF) or the pilot monitoring (PM). In 
addition, several system failure contingencies were evaluated. Not surprisingly, the task load is 
very high during the departure and arrival phases of flight and relatively low during cruise. The 
PF has a significantly greater number of tasks than the PM. This is due to the fact that the PF is 
responsible for the closed continuous monitoring, evaluating, and managing of all flight 
parameters. Over a normal flight, the maximum number of tasks at a given time for the PF is 22, 
for the PM is 18. The maximum combined (both PF and PM) tasks occurring at the same time is 
37.  All of these maxima occur during departure. The maxima during arrival are 16 for the PF, 12 
for the PM, and 27 for the combined tasks.  The average combined tasks are 19, 16, and 15 
across departure, cruise, and arrival, respective.  

 
Task Categorization 
 

For an additional perspective on what the crew members are doing, the tasks were 
categorized based on a number of factors: Verb type, Contiuous tasks, Mission Mangement type, 
and Heads Down tasks.   

 
Verb Type. This perspective on task type has to do with the type of verb that the 

crewmember is performing – DOING, COMMUNICATING, COGNITIVE activity, or 
OBSERVING. All the verbs were placed into one of these four categories. There were 33 verbs 
in the DOING category and they consisted of verbs such as activate, select, configure, and open. 
There were 10 verbs in the COMMUNICATING category and they consisted of verbs such as 
report, request, announce, and acknowledge. There were 8 verbs in the COGNITIVE category 
and they consisted of verbs such as compare, consider, evaluate, and compute. There were 6 
verbs in the OBSERVING category and they consisted of verbs such as monitor, detect, scan, 
and identify. The PF had nearly 300 DOING tasks, compared to a little over 100 for the PM. The 
PM had all of the approximatly 150 COMUNICATING tasks. The PF had approximatly 150 
COGNITIVE tasks, as opposed to the PM’s count of about 35. Finally, the PF had almost 200 
OBSERVE tasks, while the PM had about 175.  

 
Continuous Tasks. It is interesting to note that there were only 8 OBSERVING verbs in 

the previous categorization. However, the total number of OBSERVING tasks in a flight are 
second only to the DOING tasks. The reason for this is that OBSERVING tasks are contiouous 
for both PF and PF throughout the flight. Whereas some tasks are discrete and may only be 
performed a few times throughout the flight. To further explore this phenomena, the tasks were 
categorized into Contiuous and Discrete. Continuous tasks are those that the crewmember is 
supposed to constantly be monitoring/controlling.  Some may actually be truly continuous such 
as manual control of the wheel and column. Most are intermittent such as a scanning pattern over 
a number of instruments. During the Departure phase of flight, nearly 60% of the PF’s task are 
contiuous vs. 8% of the PM’s tasks. While the total number of tasks decreases during the Cruise 
phase, over 80% of the PF’s tasks are contiuous while the just over 40% of the PF’s tasks are 
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continuous. The Arrival phase reflects the Departure phase with the PF having over 40% 
continuous tasks and the PM having 8% again.  

 
Mission Management Tasks. Tasks were also categorized according to the traditional 

mission management categories of Aviate, Navigate, Communicate, and Manage Systems. Not 
surprisingly, the PF has the lion’s share of the Aviate tasks (~500) and Navigate tasks (~140) 
verses the PM’s ~50 and ~20, respective. The reverse is true for Communicate and Manage 
Systems tasks where the PM has ~100 of each and the PF only has less than 10.  

 
Heads Down Tasks. Both PF and PM are responsible to maintaining situational 

awareness regarding the flight. The PM is valued for being a second set of eyes outside of the 
cockpit to avoid obstacles and to identify hazards. Many tasks are called ‘heads down’ because 
they take the crewmember’s focus away from the outside world and focus them on 
instrumentation and documentation in the cockpit. Heads down tasks do NOT include viewing 
the Primary Flight Display or the Navigation Display. Again, not surprisingly, very few PF tasks 
are heads down during any phase of flight. However, for the PM, nearly 50% of his or her tasks 
are heads down during departure, 80% during cruise, and 70% during arrival.  

 
Contingencies 

 
Contingencies. When a contingency or non-normal occurs, the crew task load not only 

increases, but some of the assignments shift from one crewmember to the other. Examples of 
these situations are system degradations or system failures, extreme weather, onboard 
emergencies, and fires. In these cases, the PM has a significant increase in the number of tasks. 
Non-normal checklists are almost exclusively performed by the PM. In these contingencies 
involving system failures, the PM will have an average of 30 additional tasks. In general, if 
multiple contingencies occur, these tasks are cumulative. For example, if an engine fire requires 
an emergency landing, fuel may need to be dumped if the aircraft is too heavy to land. Similarly, 
if all engines are inoperative, then it is likely that the loss of all generators checklist will be 
required (or the APU start). The PM’s task workload can increase significantly. In these cases, 
the PF often takes over some of the PM’s tasks such as communicating with ATC or dispatch. 
Not surprisingly most of these tasks that are assigned to the PM are heads-down. Because the PF 
assumes some of the PM’s duties, there is an increase in the PF’s heads-down time as well. 
 

Discussion 
 

Automation Issues and Opportunities  
 

The question of what tasks and functions to allocate to the automation and what to 
allocate to the human – especially when looking to decrease the crew complement – is does not 
have an easy answer. Automation is quite amenable to repetitive, precise, deterministic, and long 
duration tasks. Similarly, any task that involves computations, memory (declarative, 
retrospective, prospective), or vigilance is probably best performed by automation instead of the 
human pilot. It is tempting to consider simply removing a crewmember and all the associated 
tasks that go with that role. This is essentially what occurred when commercial flightcrews 
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replaced virtually the entire role of the flight engineer in the 1980’s. However, the results of this 
study suggest caution in this approach.  

 
Replacing the PM.  The PM has a relatively low task count and based on this, it may 

seem easier to replace the PM. However, when contingencies occur, the PM is crucial. Humans 
have a unique capability for dealing with contingencies, especially when multiple contingencies 
occur. It is difficult to program automation for all contingencies. In addition, communications 
tasks are often best handled by humans given the vagaries of communication that will still exist 
if there are any humans in the loop (e.g., air traffic control, tactical operations center).  

 
Replacing the PF. The PF has a number of factors that make that role attractive to 

automate. A majority of the PF’s task are continuous tasks that involve, amoung many things, 
monitoring and observing. But humans are not good monitors when it comes to highly reliable 
systems (Parasuraman, 2010) and automation is excellent when it comes to continuous tasks that 
involve vigilance.  Also, automation is quite capable of handling the DOING verbs and the PF 
performs an overwhelming percentage of those DOING tasks. The problem with replacing the 
PF is that it is a common understanding that some human is always responsible for ‘flying the 
aircraft’ (Wiener, et al, 2010). The human has qualities of personal responsibility and a strong 
will to live that automation does not posess.  

 
Recommendation – New Roles for Humans and Automation  
 

Rather than attempt to replace either the PF or the PM, it is likely that a new role be 
created for a single pilot and that the automation complement that role (Schutte, 1999). This is 
because human skills are necessary for some aspects of both the PF and PM’s jobs. Creativity, 
situation awareness, responsibility and accountability are required in both positions.  A new role 
should be defined for the pilot in the flight deck - perhaps a moniker of Pilot In Command (PIC).  
The pilot would be in command of all the automation resources.  The PIC could safely say to the 
automation, “You two have got the airplane, while I look into why this checklist hasn’t solved 
the problem,” and rest assured that the automation will let the PIC know if there is any problem.  
However, the PIC could also intervene and ‘manually fly’ the aircraft. The PIC can take control 
of a difficult to handle aircraft (e.g., United 232 (NTSB, 1990)) and concentrate on flying and let 
the automation handle basic checklists. The PIC will remain the “last line of defense” for aircraft 
problems. And the automation must support that role. 

 
The PIC concept requires that the PIC can perform a variety of tasks, can dynamically 

allocate tasks to the automation, and can easily do so. This represents a new design challenge 
that is more formidable than designing for two crew operations. Currently, the PF and the PM 
hand off tasks to each other with relative ease, knowing that the other crewmember is just as 
capable of performing those tasks and is just as situationally aware.  There are likely to be 
significant differences in capability and situation awareness between the pilot and the 
automation. Protocols and procedures will need to be created for allocating tasks while ensuring 
that ‘someone’ is always flying the airplane.  One way of viewing this design challenge is to 
consider it as CRM between two agents – pilot and automation.  Interfaces and procedures will 
need to be developed to enable inter-agent communication, leadership and command, and 
decision-making. Automation is not especially communicative in the CRM sense, and ground 
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support must communicate through the bandwidth ‘keyhole’ that can constrict communications. 
The SAFEdeck design approach (Schutte, et al, 2017) represents an attempt to design such a 
flight deck. SAFEdeck uses a single inceptor for both flying the aircraft and interacting with the 
automation so that the PIC can easily transition between high autonomy and low autonomy.  
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